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Fig.1: Given input images, applying PTI methods to reconstruct full-head syn-
thesis based on PanoHead often yields noticeable artifacts (green box), while those
using our SphereHead space (blue box) appear more realistic.

Abstract. While recent advances in 3D-aware Generative Adversarial
Networks (GANs) have aided the development of near-frontal view hu-
man face synthesis, the challenge of comprehensively synthesizing a full
3D head viewable from all angles still persists. Although PanoHead
proves the possibilities of using a large-scale dataset with images of both
frontal and back views for full-head synthesis, it often causes artifacts
for back views. Based on our in-depth analysis, we found the reasons are
mainly twofold. First, from network architecture perspective, we found
each plane in the utilized tri-plane/tri-grid representation space tends to
confuse the features from both sides, causing “mirroring” artifacts (e.g.,
the glasses appear in the back). Second, from data supervision aspect,
we found that existing discriminator training in 3D-aware GANs mainly
focuses on the quality of the rendered image itself, and does not care
much about its plausibility with the perspective from which it was ren-
dered. This makes it possible to generate “face” in non-frontal views,
due to its easiness to fool the discriminator. In response, we propose
SphereHead, a novel tri-plane representation in the spherical coordinate
system that fits the human head’s geometric characteristics and effi-
ciently mitigates many of the generated artifacts. We further introduce
a view-image consistency loss for the discriminator to emphasize the
correspondence of the camera parameters and the images. The combi-
nation of these efforts results in visually superior outcomes with sig-
nificantly fewer artifacts. Our code and dataset is publicly available at
https://lhyfst.github.io/spherehead/.
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1 Introduction

The synthesis of human head portrait images has long been of great concern
within the realms of computer vision and graphics, with extensive applications
spanning video conferencing, digital avatars, games, movies, and more. While
2D GANSs are well-studied and can generate photorealistic facial images, they
encounter challenges when applied to multi-view scenarios, where the relative
position and orientation of the camera and the head are in flux. The recent
developments in neural implicit representation have paved the way for the genesis
of 3D-aware GANs, which achieve photorealistic view-consistent image synthesis.
A groundbreaking work in this realm is EG3D [5], which puts forth an efficient
and effective tri-plane representation in Cartesian space. This approach has been
widely adopted by numerous 3D-aware synthetic head image generators that
followed. However, these generators are restricted to near-frontal synthesis and
are unable to produce back-view synthesis due to the scarcity of high-quality
multi-view data.

A comprehensive 3D head synthesis, viewable from all angles, is pivotal for
enhancing immersive experiences, particularly in interactive scenarios such as
3D video games and digital avatars. PanoHead [1], the first 3D-aware GAN for
full head synthesis, addresses this need to an extent. It enables the training
with monocular back-view images using an adaptive camera strategy and ex-
tends the tri-plane representation into a tri-grid version for back-view synthesis.
While the results affirm the feasibility of full-view synthesis without 3D data,
they frequently exhibit noticeable semantic mismatch artifacts, with the most
pronounced being the fake face on the back-view head, as depicted in Fig. 2]
This can be traced back to two aspects.

From the network architecture perspective, representations based on the
Cartesian coordinate system, such as tri-plane and tri-grid, naturally introduce
feature entanglement for symmetrical areas relative to the predefined planes.
For example, the back-view head shares the same features on ‘XY’ plane with
the front-view face, resulting in mirroring-face artifacts on the back of head or
unreasonable neck shape, as depicted in Fig. |2 (a, b).

From the data supervision aspect, in 3D-aware generation, it’s crucial to
ensure the correspondence between the generated images and their viewing per-
spectives. However, while existing 3D-aware GANs take both images and cam-
era parameters as inputs for the discriminator, they fail to clearly distinguish
between two unwanted cases: unrealistic images paired with their appropriate
camera parameters, and realistic images accompanied by incorrect camera pa-
rameters. This causes the discriminator tends to score the generated data pairs
by the visual quality of the images and weakens the consistency between the
images and their viewing perspectives. This becomes especially problematic in
scenarios with marked imbalances in supervision intensity across different direc-
tions, such as with datasets of head images. As a result, the generator tends to
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Fig. 2: Two types of fake face artifacts in PanoHead. (a-b) We name the first type
as mirroring-face artifacts, due to the back face mirroring the identity, expression and
accessories of the front face precisely. (c-d) We name the second type as multiple-face
artifacts, because in this scenario there might be more than one fake faces and their
identities, expression and accessories are different from the front face.

create heavily supervised content, like faces, in incorrect orientations, resulting
in multiple-face artifacts as depicted in Fig. 2] (c, d).

In this paper, we propose a novel framework, SphereHead, to enhance panoramic
head image synthesis. Our method introduces an entanglement-free representa-
tion that reduces mirroring artifacts. In particular, regarding the geometric char-
acteristics of the human head, we propose a dual spherical tri-plane representa-
tion which is defined in the spherical coordinate system. This sphere’s geometric
properties explicitly separate the features of each position on the head, thereby
resolving mirroring artifacts completely.

Moreover, we introduce a view-image consistency loss to enforce the discrim-
inator focusing on identifying unaligned pairs of images and camera parameters,
even if the quality of images are exceedingly high. We achieve this by intention-
ally pairing real images with shuffled real camera parameters, and designating
these pairs as negative samples for the training of discriminator. With such
additional supervision from negative real pairs, the discriminator manages to
judge an image not only by its fidelity but also by the plausibility of its viewing
perspective. Thereby, we successfully tackle the two types of semantic mismatch
artifacts by the spherical tri-plane representation and the view-image consistency
loss respectively.

Additionally, although an in-house dataset of back-view head images plays
a crucial role in PanoHead, it remains inaccessible to the research community.
In response, we have compiled a large-scale dataset featuring 60k head images
from various viewpoints, including the back view. This dataset was developed
through extensive data collection and thorough cleaning processes. It not only
supports our research but is also publicly available, along with a comprehensive
data processing toolbox.

Through extensive qualitative and quantitative experiments, our method
demonstrates an improved ability to produce 3D full head synthesis. These re-
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sults exhibit enhanced visual quality and significantly fewer artifacts compared
to existing methods. In summary, the main contributions of this paper are:

— We proposed a novel framework, SphereHead, which significantly reduces
the noticeable artifacts of PanoHead, and effectively addresses the challenge
of lacking 3D data for stable full-head synthesis.

— We developed a novel spherical tri-plane representation, which effectively
solved the feature entanglement issue of existing regular tri-plane/tri-grid
representation.

— We introduce a view-image consistency loss to compel the discriminator to
focus on the alignment between images and their viewpoints, thereby mini-
mizing artifacts arising from imbalanced supervision.

— We collected a large-scale head image dataset, the WildHead Dataset, whose
images are captured in the wild from various viewing angles spanning 360
degrees. This dataset is publicly available on our project page.

2 Related Work

3D Head Modeling. Considerable research has focused on explicitly repre-
senting a 3D human head using textured mesh, such as 3DMM |[2], BFM [26]
and FLAME [17]. These models typically ascertain the distribution of shape and
texture variations from a substantial collection of 3D head scans, employing Prin-
ciple Component Analysis (PCA). Nonetheless, their pre-defined topologies limit
the capture of details and accessories such as hair, glasses, and wrinkles, leading
to the generation of unrealistically rendered images. In the other line, an increas-
ing number of recent 3D head synthesis methods have adopted neural implicit
representation due to its high expressivity. Many such studies [4,|37,41]| repre-
sent 3D heads via Signed Distance Functions (SDFs), which model 3D shapes
by defining the signed distance from every 3D location to its nearest surface.
Another group of works [10412},/13}25\(33}36}/38,/43] represents the 3D head us-
ing Neural Radiance Fields (NeRFs) |20], which map a 3D location and viewing
direction to a color and a density value, then synthesize images through volume
rendering.

Generative 3D-Aware Image Synthesis. 3D-aware GANSs, learning from
collections of 2D images, aim to synthesize view-consistent images from various
viewpoints by capturing the inherent 3D geometry and appearance of the scene.
While earlier literature explicitly encodes the 3D scene using mesh [18}30,32] and
voxel grids [9,22})23], a growing number of studies [6}(7,/24,29] utilize implicit rep-
resentations which are more expressive, thereby demonstrating high-quality im-
age generation capabilities. Recently, EG3D [5] puts forward a tri-plane implicit-
explicit hybrid 3D representation, which later works have extensively adopted,
notably for its efficiency. PanoHead |1] enriched the tri-plane’s representational
capacity through adding more parallel feature planes, thereby lessening the arti-
facts in back-view head image synthesis. Nonetheless, persistent artifacts endure,
as its tri-grid representation retains a similar geometric structure, which is fun-
damentally the source of the artifacts. In contrast, our method, through a shift
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in formulation from a Cartesian coordinate representation in cubic space to a
spherical coordinate representation in spherical space, avoids many artifacts at
their root.

View-Image consistency in 3D-aware GAN Inspired by cGAN [21], [8,11]
explore the training of conditional GAN for image generation. They directly
add the conditional labels for both of the generator G and the discriminator
D. The EG3D-like methods work in the same manner to maintain the view-
image consistency. However, the experiments show the networks fail to ensure
the consistency while training in dataset with biased distribution. To further
compel D to identify image-label matching in addition to the image realism,
[27] propose to train D with additional negative real pairs consisting of real
images with mismatched labels. We adapt this as a view-image consistency loss
to emphasize the correspondence of the camera labels and the images in our
3D-aware synthesis framework.

Human Head Portrait Datasets. To ensure the diversity and quality of
synthetic images, generative models necessitate learning from large-scale, high-
quality portrait images. CelebA [19] and FFHQ [15] are two of the most widely-
used single-view portrait datasets, encompassing 200,000 and 70,000 images re-
spectively. However, as the majority of their images are captured from nar-
row, near-frontal views, they are inadequate for training a full head genera-
tor. The LPFF dataset [34], while o ering a larger viewing angle for portrait
images, is still de cient in back-view images. The distribution bias in these
datasets impedes the learning of 3D full head synthesis. Following the prac-
tice in PanoHead [1], we collect a dataset with back-view head images to enable
the training of full head generative model.

3 SphereHead

Our novel SphereHead extends upon the full-head synthesis work of PanoHead by
incorporating a dual spherical tri-plane representation (Sec), a view-image
consistency loss (Se¢. 3|2), and a parsing branch (S¢c. 3.3).

As depicted in Fig.[3, our generatorG comprises a modi ed StyleGAN2 gen-
erator, augmented with two additional sub-modules. These modules synthesize
two distinct feature groups f o and fg, each consists of three 2D feature planes:
P,, P, ,and P corresponding to the spherical coordinate system. We merge
fa and fg into a fused tri-plane feature fg using a carefully designed weight
map. With fg and the rendering camera poses;, a neural rendererR gener-
ates a set of low-resolution attribute maps. These maps are further processed
into a super-resolved imagd *, a bilinear upsampled imagel , a super-resolved
foreground maskl ™* , and a bilinear-resolved face parsindP. The discriminator
D then critiques generated(l *;I;1 ™*;1P) and ¢, alongside real images paired
with matching and mismatched real camera parameters.
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Fig.3: The framework of our proposed SphereHead. Given a sampled codez and
camera parameter ¢, SphereHead synthesizes a spherical tri-plane featured ¢ by fusing
two sub-feature groups fa and fg . By volumetric rendering with the sampled features
in fr, SphereHead generates high-quality view-consistent full head images| *. The
discriminator learns to focus on the alignment between images and their viewpoints
instructed by our view-image consistency loss, by introducing an additional negative
data pairs consisting the real images and mismatched labelscs.

3.1 Dual Spherical Tri-plane Representation

The primary challenge in 3D full-head synthesis lies in generating a plausible oc-
cipital region, particularly when dealing with complex and diverse hairstyles. On
the one hand, the fundamental issue stems from biased supervision arising from
imbalanced training data. Speci cally, the abundance of high-quality frontal view
data fosters strong supervision for frontal view synthesis learning. In contrast,
back view synthesis learning is hindered due to de cient back view data, often
marred by unreliable camera pose estimation, insu cient high-quality images,
and subpar image alignment. This data imbalance impedes the learning process
for back view synthesis, resulting in numerous artifacts on the occipital region.

On the other hand, the prevalent tri-plane representation is intrinsically
prone to fostering feature entanglement due to its inherent structure and Carte-
sian feature projection. Speci cally, the same feature on a plane is symmetrically
shared by disparate positions about the plane via Cartesian projection, leading to
undesirable mirroring artifacts. This issue becomes especially pronounced within
the occipital region due to the imbalanced supervision between the frontal and
back views. The facial features from the front view, which have been powerfully
supervised, dominate thePyy feature map and permeate into the poorly su-
pervised occipital region, leading to striking mirroring-face artifacts. Although
PanoHead's tri-grid representation mitigates this issue to a degree by incorporat-
ing additional feature planes, it retains a similar structure and operates within
the same Cartesian coordinate system, leading to the persistence of mirroring
artifacts in practice.

To this end, we propose a novel spherical tri-plane representation, which
explicitly separates features from di erent facial regions. Speci cally, we rep-
resent a point in the spherical coordinate system agr; ; ). Correspondingly,
as illustrated in Fig. 4 (b), the three feature planes in our spherical tri-plane
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