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As discussed in the main paper, we report our benchmarking results on three
datasets: CelebA, CIFARI10, and FairFace. We apply several defense algorithms
(studied in other papers) and attack algorithms (introduced in this paper) to
evaluate the performance of each technique using four different reconstruction
metrics: 1) SSIM, 2) L1, 3) L2, and 4) PSNR. For each entry in the reported
results, we conduct multiple experiments by adjusting the hyperparameter that
controls the privacy-utility tradeoff. This process generates several attack results
for each privacy hyper-parameter for each defense technique. In the tables below,
we report only the area under the curve (AUC) for these experiments, as the total
number of experiments amounts to several hundreds for each dataset. Due to
the extensive computation time required, a few defense techniques are currently
missing from our benchmark experiments. However, all these defense algorithms
are implemented in our benchmark and available for evaluation. As more compu-
tational resources become available and the benchmark evolves, we will continue
to conduct additional experiments to provide a comprehensive assessment of
the various techniques. We have organized all of our benchmark, datasets, and
evaluation code in the same repository with corresponding hyper-parameters here
- https://https://github.com/aidecentralized/InferenceBenchmark.

Al A2 A3 A4

supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 0.79 0.982 0.51 0.87
PAN 0.79 0.97 0.53 0.87
Shredder 0.65 0.967 0.532 0.867
NoPeek 0.86 0.97 0.53 0.81
DISCO 0.773 0.981 0.543 0.879
Deep Obfuscator 0.8 0.974 0.539 0.88
Cloak 0.628 0.964 0.544 0.793

Table 1: Benchmark results on CelebA with SSIM
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Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 0.952 0.814 0.982 0.847
PAN 0.964 0.822 0.981 0.851
Shredder 0.948 0.831 0.971 0.841
NoPeek 0.873 0.816 0.982 0.842
DISCO 0.933 0.838 0.982 0.854
Deep Obfuscator 0.965 0.811 0.983 0.853
Cloak 0.963 0.793 0.983 0.873
Table 2: Benchmark results on CelebA with L1
Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 0.984 0.903 0.991 0.938
PAN 0.986 0.903 0.99 0.938
Shredder 0.975 0.916 0.979 0.928
NoPeek 0.947 0.898 0.99 0.93
DISCO 0.979 0.922 0.991 0.941
Deep Obfuscator 0.988 0.893 0.991 0.941
Cloak 0.989 0.872 0.991 0.952
Table 3: Benchmark results on CelebA with L2
Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 66.49 52.9 75.05 54.95
PAN 69.02 52.22 76.9 56.29
Shredder 66.11 54.59 75.72 55.4
NoPeek 57.42 53.51 76.5 55.4
DISCO 63.35 55.4 77.51 56.8
Deep Obfuscator 69.24 53.7 76.98 56.5
Cloak 68.67 53.56 77.65 58.01

Table 4: Benchmar results on CelebA with PSNR

Al A2 A3 A4

supervised decoder|discriminator |input optimization|input model optimization
Gaussian Noise 0.569 0.903 0.143 0.851
PAN 0.397 0.891 0.364 0.861
Shredder 0.384 0.79 0.343 0.769
NoPeek 0.73 0.888 0.387 0.853
DISCO 0.511 0.875 0.395 0.85
Deep Obfuscator 0.76 0.899 0.359 0.865
Cloak 0.45 0.896 0.442 0.841

Table 5: Benchmark results on CIFAR10 with SSIM
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Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 0.762 0.554 0.895 0.734
PAN 0.873 0.743 0.892 0.778
Shredder 0.78 0.652 0.797 0.7
NoPeek 0.825 0.721 0.887 0.762
DISCO 0.837 0.727 0.878 0.775
Deep Obfuscator 0.863 0.725 0.897 0.782
Cloak 0.889 0.771 0.898 0.808
Table 6: Benchmark results on CIFAR10 with L1
Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Gaussian Noise 0.87 0.706 0.915 0.858
PAN 0.903 0.836 0.906 0.865
Shredder 0.806 0.734 0.808 0.774
NoPeek 0.88 0.813 0.9 0.849
DISCO 0.881 0.814 0.891 0.854
Deep Obfuscator 0.902 0.821 0.911 0.87
Cloak 0.908 0.851 0.909 0.8799
Table 7: Benchmark results on CIFAR10 with L2
Al A2 A3 A4
supervised decoder|discriminator |input optimization|input model optimization
Gaussian Noise 21.9 11.54 15.89 12.24
PAN 51.66 42.25 55.67 42.85
Shredder 44.56 36.8 47.73 36.82
NoPeek 49.46 40.46 55.7 42.02
DISCO 49.31 41.61 55.89 43.13
Deep Obfuscator 47.54 37.47 49.59 38.21
Cloak 59.68 47.11 63.09 49.26
Table 8: Benchmark results on CIFAR10 with PSNR
Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Shredder 0.494 0.867 0.414 0.723
DISCO 0.637 0.91 0.452 0.773
Cloak 0.502 0.918 0.463 0.653
Deep Obfuscator 0.619 0.901 0.423 0.767
Table 9: Benchmark results on Fairface SSIM
Al A2 A3 A4
supervised decoder|discriminator |input optimization|input model optimization
Shredder 0.862 0.746 0.882 0.844
DISCO 0.87 0.79 0.925 0.809
Cloak 0.918 0.786 0.931 0.764
Deep Obfuscator 0.891 0.767 0.926 0.804

Table 10: Benchmark results on Fairface L1
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Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Shredder 0.884 0.824 0.887 0.845
DISCO 0.917 0.869 0.93 0.89
Cloak 0.935 0.867 0.936 0.91
Deep Obfuscator 0.924 0.857 0.931 0.889
Table 11: Benchmark results on Fairface L2
Al A2 A3 A4
supervised decoder|discriminator|input optimization|input model optimization
Shredder 54.95 44.78 65.28 45.36
DISCO 55.67 49.41 71.75 50.05
Cloak 64.42 49.44 65.28 53.18
Deep Obfuscator 56.93 45.28 66.4 46.41
Table 12: Benchmark results on Fairface PSNR
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