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Abstract. In this work, we tackle the question of how to benchmark
reconstruction of inputs from deep neural networks (DNN) representations.
This inverse problem is of great importance in the privacy community
where obfuscation of features has been proposed as a technique for
privacy-preserving machine learning (ML) inference. In this benchmark,
we characterize different obfuscation techniques and design different
attack models. We propose multiple reconstruction techniques based upon
distinct background knowledge of the adversary. We develop a modular
platform that integrates different obfuscation techniques, reconstruction
algorithms, and evaluation metrics under a common framework. Using
our platform, we benchmark various obfuscation and reconstruction
techniques for evaluating their privacy-utility trade-off. Finally, we release
a dataset of obfuscated representations to foster research in this area.
We have open-sourced code, dataset, hyper-parameters, and trained
models that can be found at https://github.com/aidecentralized/
InferenceBenchmark.

1 Introduction

With improvement in ML models across several disciplines [32], machine learning
as a service (MLaaS) is emerging as a paradigm for the practical deployment
of ML services. In MLaaS, users share their raw data with cloud-based service
providers who run the ML service and return the output back to the user. Some
notable examples include - voice assistant, image search, etc. A fundamental
limitation of this paradigm is the requirement of sharing raw user data for
using the service. Therefore, many recent works have proposed techniques that
pre-process raw data to obtain an obfuscated representation before sharing it
with the untrusted service provider. The goal of such obfuscation techniques
is to protect sensitive information while preserving utility. Since the sensitive
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information and utility might be correlated, typically these algorithms yield a
privacy and utility trade-off. While there has been a tremendous amount of
progress in the obfuscation techniques, there is not any standard benchmark and
evaluation standard to compare different obfuscation techniques. The problem is
exacerbated by the lack of threat models and unrealistic assumptions about the
attackers. Therefore in this work, we take the first steps towards benchmarking
and threat modeling of private ML inference. While the platform and techniques
are data agnostic, we only focus on visual data as a starting step.

Client

Sensitive
Input Obfuscator

Service Provider

DNN
Adversary

Utility

Fig. 1: Illustration of obfuscation representations: Under the standard client-
server pipeline, the client shares raw data with the service provider to get back the
service, however, due to privacy concerns, recent works in private MLaaS have proposed
to add obfuscator on the client-side and share representation obtained from obfuscator
instead of the raw data. This obfuscated representation goes to the service provider who
is also assumed to act as a malicious adversary. This adversary attempts to reconstruct
the sensitive input using the obfuscated representation and additional side knowledge.

Why benchmark obfuscated representations: One potential alternate
to private inference is on-device ML inference where data does not leave the
user device at all. However, we believe that in many circumstances on-device
ML would not be possible. Examples of such circumstances include i) large
scale models that can not fit on-device [6, 22], ii) continuously evolving models
that are not possible to be shipped on-device [49], iii) the intellectual property
associated with the service offered by the service provider [27, 59], etc. Since
the need for obfuscated representation is valuable in such scenarios, the goal for
benchmarking obfuscated representation is to accelerate research by developing
a level playground for defenders and attackers. Since obfuscation techniques do
not usually come with a formal privacy guarantee due to the usage of non-linear
neural networks and non-convex optimization, their performance is evaluated
empirically. Therefore, benchmarking different techniques rigorously becomes
even more important. While the goal of obfuscation techniques is to provide a
good privacy-utility trade-off, applying obfuscation algorithms on-device also
adds up computation efficiency to the trade-off. We believe that a need for the
benchmark is even more crucial in this direction of research due to its intrinsic
connection with security, ML, and distributed computing. Beyond the scope of
this work, our benchmark could also help the research community studying the
invertibility of neural networks [3, 4, 12] empirically, since we design and extend
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different techniques for reconstructing inputs from the activations obtained from
neural networks.

In this work, we introduce a benchmark for reconstruction and obfuscation
of representations obtained from different techniques. We provide two key con-
tributions through our benchmark - i) a modular python-based Platform for
the research community and ii) datasets of obfuscated representations and
corresponding reconstructions across different attack models. While the set of
techniques considered are mostly agnostic to data type, we focus on image
datasets and image classification for benchmarking and releasing datasets. In
this benchmark, we focus on three key components - i) Attacks ii) Defense and
iii) Evaluation. First, we identify different ways through which adversary can
utilize their side knowledge about obfuscated representations and propose algo-
rithms that systematically use this side knowledge to improve the invertibility of
obfuscated representations. Second, we motivate the need to build networks that
can produce obfuscated representations and categorize the existing obfuscation
techniques across various practical aspects that should be considered when com-
paring different techniques. Third, we discuss metrics for comparing obfuscation
and reconstruction techniques and how to use these metrics for designing the
benchmark. Finally, we perform several experiments for validating key hypotheses
made in our work and discuss the release of datasets and benchmark.

Existing work in privacy is predominantly centered around Differential Privacy
(DP) [11]. The key advantage of using DP is theoretically proven guarantee
against worst-case attacker. While powerful in its scope, usage of DP is limited
to applications where the goal is to protect the identity of data owner and tasks
that use lower dimensional datasets. In contrast, private ML inference focuses on
protecting sensitive attributes for high dimensional data such as images. These
constraints have resulted in a rising number of obfuscation techniques (see Table 1)
that utilize sophisticated adversarial representation learning based techniques for
which theoretical guarantees on protection is not feasible. Our main motivation
for developing this benchmark is to quantify and evaluate different techniques
for private ML inference where theoretical guarantees are not feasible.

Our contributions can be summarized as follows:

– Attacks: We develop new algorithms for attacking obfuscated representations.
The attack algorithms and threat models proposed can improve the state of
empirical evaluations of obfuscation algorithms.

– Platform: We design a modular library that integrates different attack and
defense algorithms in a single framework. The platform will foster research in
this area by enabling researchers to compare their algorithm against a suite
of defenses, attacks and standardized metrics.

– Dataset: We release a dataset of private representations obtained from
different obfuscation algorithms. The dataset will be helpful for rigorous
empirical evaluation using our proposed attacks and metrics.

– Benchmark: We create a benchmark by rigorously evaluating several defense
techniques for private inference. The benchmark quantifies trade-off between
utility, privacy and computation efficiency.
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2 Privacy Setup

In this section, we define privacy in the context of ML inference. Then we
look at the existing obfuscation techniques and categorize them based on their
functionality and underlying constraints.

Sensitive Attribute Sensitive Input Proxyless Server independent Dynamic trade-off Arbitrary Layer Formal guarantee Implemented

Gaussian Noise ✓ ✓ ✓ ✗ ✓ ✓ ✓ ✓

Laplacian Noise ✓ ✓ ✓ ✗ ✓ ✓ ✓ ✓

Linear Correlation ✗ ✓ ✓ ✗ ✓ ✓ ✗ ✓

Gaussian blur [47] ✗ ✓ ✓ ✗ ✓ ✗ ✗ ✓

DeepObfuscator [34] ✓ ✓ ✗ ✗ ✗ ✓ ✗ ✓

MaxEntropy [53] ✓ ✗ ✗ ✗ ✗ ✓ ✗ ✓

Shredder [45] ✓ ✗ ✓ ✓ ✗ ✓ ✗ ✓

DISCO [57] ✓ ✓ ✗ ✗ ✓ ✓ ✗ ✓

Siamese Embedding [48] ✓ ✗ ✓ ✗ ✓ ✗ ✗ ✓

PCA [48] ✓ ✗ ✓ ✗ ✗ ✓ ✗ ✓

Complex NNs [65] ✗ ✓ ✗ ✓ ✗ ✗ ✗ ✓

NoPeek [61] ✗ ✓ ✓ ✗ ✗ ✓ ✗ ✓

Bertran et al. [5] ✓ ✗ ✗ ✓ ✗ ✗ ✗ ✓

Cloak [44] ✗ ✓ ✓ ✓ ✗ ✗ ✗ ✓

PAN [37] ✓ ✓ ✗ ✗ ✗ ✓ ✗ ✓

DataMix [39] ✗ ✓ ✓ ✗ ✗ ✓ ✗ ✗

Table 1: Comparison of different techniques: We identify key pivots applicable in
obfuscation techniques and juxtapose them together in this table. Sensitive attribute
refers to the obfuscation of one or more particular semantic labels in a data sample
while sensitive input refers to the obfuscation of the whole input. The Proxyless column
indicates whether the obfuscation technique requires a proxy-adversary or not. Server
independence means the technique does not require the downstream model to depend
upon the obfuscation and can be used with off-the-shelf trained models. Dynamic
trade-off means the technique can vary the privacy-utility trade-off during the run-time
and does not require retraining of the obfuscator parameters (�1). The Arbitrary Layer
column indicates whether the representation can be produced for any arbitrary layer.
Formal guarantee refers to the techniques that can provide formal privacy guarantees.
Implemented are the algorithms that are currently supported at the time of submission.

The goal of our benchmark is to capture the notion of privacy for ML inference.
To illustrate the ML inference pipeline consider a user Alice who wants to send
data x to a service provider Bob to get ŷt (for a task t back) as the service. Let
us say Bob uses a neural network g parameterized by � to get ŷt = gθ(x). In this
way, Alice shares x with Bob and gets back a service yt in response. However
due to privacy concerns that an adversary (could be Bob or someone else with
access to x) can compute sensitive information ys =  ϕ(x), Alice can no longer
share x with Bob anymore. Therefore, Alice privatizes her data by sending a
privatized encoding of x. A private ML inference approach involves modification
in the standard ML inference pipeline by introducing an encoding function (h)
on a trusted hardware such as Alice’s smartphone and a decoding function (f) on
the client-side. In the new workflow, Alice sends z = hθ1

(x) to Bob who executes
w = gθ2

(z) and sends w back to Alice who computes ~yt = fθ3
(w). The final

label can be written as ~yt = fθ3
(gθ2

(hθ1
(x))). In Figure 1 we show private ML
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inference setup. Under this setup, the goal of the adversary is to recover sensitive
information ys =  ϕ(z) from the encoded data z. The central goal of obfuscation
techniques is to minimize sensitive inference ms(ŷs; ys) and maximize utility
mt(~yt; yt), where ŷt and ŷs refer to real task and sensitive label respectively
and m refers to the metric used for evaluating performance. Since modeling
the strongest real world adversary is practically infeasible, various obfuscation
techniques model a proxy adversary  ̂(�̂; �) instead. The proxy adversary is used
for building data-driven obfuscation mechanisms. Note that majority of the
works only consider gθ1 , hθ2 and not fθ3 since the output is directly computed
at the server, i.e. ŷt = gθ2(hθ1(x)). There are different ways of categorizing
obfuscation techniques in private ML inference based on the input, output, and
assumptions. These characteristics are important for consideration when choosing
one obfuscation technique over the other for a given task. We discuss these
different categories in the columns of table 1.

Now we discuss the notion of privacy we consider in this benchmark. We
consider two categories of sensitive information that is present in the sensitive
data x. First category is the original data reconstruction (ŷs = x). Here the goal
of the adversary is to invert z to recover x. The second category of sensitive
information appear as a specific sensitive attribute ŷs such as ethnicity, gender etc.
of Alice. This notion of privacy is different than the classic notion of privacy used
in DP [10]. DP protects against the adversary that aims to identify data owner
(Alice) based on the shared data z. We posit that most practical service providers
know the identity of their user and hence hiding identity from data can be too
stringent for achieving a realistic performance. While some generalizations [7, 29]
of DP result in privacy definition that can be used for formalizing reconstruction
and sensitive attribute privacy, we note that providing theoretical guarantees
using these definitions is currently achievable only for simple linear queries. In
contrast, obfuscation techniques considered in this paper are built upon state-of-
the-art representation learning and adversarial optimization techniques. Hence
we use empirical attacks to quantify information leakage instead.

3 Attack Algorithms

In this section, we propose different techniques for the reconstruction of represen-
tations z. To the best of our knowledge, existing works that propose obfuscation
techniques, do not make use of the proposed reconstruction techniques. Going
back to our use case of MLaaS, the goal of the attacker is to perform a sensitive
inference ys =  ϕ(z) given a sample z. However, making sensitive inference on z
without any other additional knowledge about the system would not be feasible
and is not a practical assumption. Therefore we devise different attack models
based on the assumed side knowledge of the adversary. We consider two sources
of information that the attacker can utilize for improving the performance of their
reconstruction algorithm, the obfuscation function (hθ1

) or labeled pair of sample
data points fzi; yisg where each zi = hθ1

(xi). Different side information can be
useful for different sensitive inferences. There are two types of sensitive inferences
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- sensitive input and sensitive attribute. In the sensitive input category, the goal
of the adversary is to perform a reconstruction attack ys = x̂ and recover the
whole data x. This problem is also referred as feature inversion in the computer
vision literature. In the sensitive attribute category, the goal of the adversary is
to infer a sensitive label ys from z. For instance, an adversary can try to infer
ys = fgenderg from z while the task attribute is yt = fsmileg. Note that the
sensitive input reconstruction is a superset of the sensitive attribute since any
reconstruction technique would also recover various sensitive attributes. Different
combinations of these side knowledge result in different attack models which are
discussed below.

A: Attack models
A.1 Known fzi; yisg: This is the most commonly assumed attack model by the

majority of the works in private MLaaS. Here the adversary trains its � through
a standard neural network training routine, namely �∗ = arg minϕ ‘( ϕ(zi); yis)
A.2 Known �1: The attacks under this attack model do not require any prior
training. We consider two types of attack here - i) input space optimization
and ii) model space optimization. Input space optimization involves starting
with a random ys and obtaining y∗s = arg minys

‘(hθ1(ys); z) using optimization
techniques like SGD in the inputs space. Note that this optimization is different
from standard usage of SGD where network parameters are optimized instead
of input themselves. Similar ideas have been used in FGSM [15] and PGD [42]
attacks in adversarial attack literature. Since the feature inversion problem could
be ill-conditioned, it might require some structural priors like total variance [54].
In the model space optimization, � is directly optimized to overfit on a particular
z such that �∗ = arg minϕ ‘(hθ1

( ϕ(u � N (0; I))); z). Here ys =  ϕ(u � N (0; I)).
Note that this attack is only applicable for sensitive input reconstruction. A
similar construction has been used in [60] in the context of computer vision for
the feature inversion task.
A.3 Known fzig: This attack scheme builds upon the foundational idea of
GANs [14] where we have a generator  1

ϕ1
(u) generating plausible ys and a

discriminator  2
ϕ2

(ys) that is trained to discriminate between loss. However, the
key difference here is that input u to  1 is samples of training dataset fzig
instead of a random noise u. Similarly during the attack phase, ys is obtained
through ys =  1

ϕ1
(z). To train the discriminator, we require a dataset whose

samples xi originate from the same distribution as x.
A.4 Known fzig; �1: The previous attack can be further improved by incorpo-
rating the additional knowledge of �1 to the adversary. Here, ‘(hθ1

( ϕ1
(zi)); zi)

is minimized in addition to the GAN like objective stated above.
A.5 Known �1; fzi; yisg: Under this attack model, we assume all the information
is available to adversary and hence we consider this attack as the strongest attack.
Under this attack, we merge the attack scheme 1 with scheme 2 such that �2 is
trained on a dataset of fxi; yisg where xi =  ϕ∗

1
(u � N (0; I))
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3.1 Sample complexity

Since many of the aforementioned attack models require access to a leaked
dataset, we benchmark the notion of sample complexity required for performing
a successful feature inversion attack. We propose to empirically measure a given
attack’s efficacy for a given defense algorithm across different sample sizes. Our
notion of sample complexity is applicable for all attack models except the second
attack model (A.2) since it does not benefit from labeled samples.

3.2 Distribution shifts

Similar to the notion of sample complexity, distribution shifts can also allow
reducing the assumptions about the attacker’s capabilities, making it easier to
perform the attack by an arbitrary adversary. It is possible to assume that the
attacker can obtain fzi; yisg from a different distribution than the original data
distribution used by the service provider to train �1 and hence the success of
the attacker could vary with the attack algorithm and its dependency upon
the domain mismatch. Similarly for the attacks that require access to �1, if the
attacker does not have access to the �1 or the data used by the service provider,
it can train a surrogate model �̂1 on a dataset from a similar distribution
and perform the attack. We benchmark all these different conditions under our
Platform by embedding these conditions as part of the benchmark specification.

4 Metrics

In the following, we describe the evaluation strategy and metrics for benchmarking
all three key components of an obfuscation algorithm - computation, reconstruc-
tion and utility. Computation: Typically obfuscation algorithms introduce an
additional computational load on the client-side, therefore we observe a trade-off
between privacy and computation. While it is possible to simply measure the
overall computation cost of a single forward pass of the neural network, we
formulate computation cost as a combination of the compute on the client and
server side. Our design choice of weighing the client and server computation
differently is motivated by two reasons - i) most of the use-cases in MLaaS
involve client-side as compute limited devices such as mobile phones and IoT,
and ii) the service provider can adjust the computation load using different cloud
computing primitives such as load balancing, horizontal scaling etc. Furthermore,
the goal of this benchmark is to study computational cost induced by privatizing
modules (h) introduced in research works in MLaaS over sensitive data. For the
client-side computation, existing works [20] in architectures for mobile devices
have considered floating-point operations and wall clock time on a pre-specified
device configuration as standard metrics. More sophisticated benchmarks are
used by benchmarking platforms like MLCommons [51] use hardware and com-
munication specific parameters for benchmarking that is outside the scope of
this work since it requires collaboration with the hardware vendor. Using the
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notations introduced in the Section 2, the overall compute cost can be formalized
as mc(�1; �2; �3) = 
1wc(�1; �3) + (1� 
1)ws(�2). Here wc and ws refer to the the
wall-clock time obtained from client and service provider respectively. We note
that our formulation does not account for communication and we leave it as part
of the future work.
Reconstruction: We measure privacy by quantifying the reconstruction of
sensitive information. This definition of privacy is quite different from traditional
definitions used in the literature such as differential privacy [9] as we discussed in
Section 2. The threat models considered in this paper are inspired by attribute
inference [13,24]. For sensitive attributes, we propose to use accuracy on the test
set as the metric for quantifying sensitive information leakage. This decision choice
is based upon the metrics used by previous attribute inference works [13,23,24].
Here the metrics provide an average-case performance of an attacker as well as
worst-case performance. This gets represented as ms(ŷs; ys) in the section 2
We quantify the performance of an attacker by measuring perceptual similarity
for the raw images. However, for unstructured modality like images, a high
reconstruction error may still leak every relevant sensitive information and simi-
larly, a low reconstruction error can still obfuscate a high amount of sensitive
information due to underlying image space semantics. Therefore we propose two
sets of metrics for sensitive inputs. The first set of metrics make measurements
in the input space - this includes ‘1, ‘2 norms of the distance between original
and recovered inputs, signal to noise ratio measurements such as PSNR, and
modality dependent metrics such as SSIM [64] for images; and ii) the second
set of metrics make measurements in the feature space [66] due to similarity in
semantics present in the features obtained from pre-trained feature extractor.
Utility: For utility, we simply use the pre-existing metric since it is assumed for
the service provider to have a pre-defined metric for utility. For image classifi-
cation tasks, we keep the utility metric mt (described in the section 2) as cross
entropy between the actual (yt) and predicted labels (~yt).
Finally, the overall evaluation can be performed with hyper-parameters �; �; 

that trade-off between utility, privacy, and computation respectively. The final
evaluation metric is obtained by computing area under the pareto-optimal curve
for a given obfuscation algorithm as area(�mt; �ms; 
mc).

5 Platform Release

In this section, we describe the system design of the framework that unifies three
main components of this benchmarking effort - i) obfuscation ii) reconstruction
and iii) metrics.
Research in obfuscation and reconstruction techniques typically focus on defender
or attacker aspect of their work. Therefore, it is important for our benchmark
to create a platform that integrates evaluation of different algorithms under the
same setup otherwise difference in experimental setups can lead to a pretense of
inaccurate privacy-utility trade-off. We design a Platform that enables researchers
or practitioners to implement a new technique for any one of the components
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without having to implement the other two components. We modularize the
design of the three components by buildingbenchmark speci�cation format.
From the benchmark point of view, only the core logic (ex. - new obfuscation
technique) should be implemented and other existing modules can integrate and
run along with the core logic as long as the logic is compatible with thebenchmark
speci�cation . This allows us to easily benchmark on a new task/dataset without
having to re-implement di�erent techniques. Obfuscation techniques discussed in
the Table 1 are currently present in the benchmark. For reconstruction attacks,
we implement all of the attack models described in Section 3. The metrics and
evaluation component involves di�erent metrics discussed in Section 4. The
benchmark speci�cation module enables to test di�erent assumptions about the
experimental setups and threat models. Figure 2 shows the architecture of our
proposed Platform and how each component interfaces with one another. A
typical information �ow involves �rst training the parameters of the obfuscation
techniques, then evaluating metrics related to utility and computation. For a
more detailed documentation of the platform we refer the reader to the repository.

Fig. 2: Architecture of the proposed Platform: The proposed Platform has four
key modules - i) Models, ii) Datasets, iii) Algorithms, and iv) Evaluation. We segregate
these modules in our Platform to enable the users to develop any of the modules
independently and re-use the other remaining existing modules as long as it is consistent
with benchmark speci�cation . Running these modules results in a new entry in the
benchmark and an obfuscation or reconstruction dataset.

6 Dataset Release

In this section, we describe our dataset collection, release and maintenance strat-
egy.
Dataset collection : In contrast to the existing natural image datasets, we do
not explicitly collect data samples from the real world. Instead, we take widely
used publicly available datasets for image classi�cation tasks that contain natural
images and are of practical importance from a privacy standpoint. We apply trans-
formations using obfuscation techniques described in Section 1 on these datasets.
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These obfuscated representations are hosted online with the link in the repository.
We apply standard data processing techniques such as resize, center-cropping
which are commonly used transformations for image classi�cation tasks. Each
obfuscation technique results in numerous datasets obtained by di�erent points
along the pareto-optimal privacy-utility trade-o� speci�c to the algorithm. We
benchmark these obfuscation techniques across di�erent CNN architectures for
validation which further adds up to di�erent possible combinations of datasets.
Dataset release : We release two sets of datasets - i) datasets of obfuscated
representation ii) datasets obtained by applying reconstruction techniques on the
obfuscated representations. In i), we release obfuscated representations for every
publicly available dataset described below and in ii) we release reconstructions of
those representations obtained using algorithms described in Section 3. The goal
is to enable researchers working on obfuscation or reconstruction techniques to
use these datasets for benchmarking their technique. The obfuscated represen-
tations are obtained from di�erent obfuscation techniques discussed in Table 1
and reconstructed representation is obtained from techniques discussed in Sec-
tion 3. Note that a majority of the obfuscation techniques are only applicable
for obfuscating the whole input or a particular attribute belonging to the input
and hence the released datasets are also limited by the applicability of these
obfuscation techniques. We plan to continually update the data repositories as
di�erent obfuscation techniques, and other architectures or parameters get added.
CIFAR-10 [31] is a natural image dataset with 10 object categories as labels.
The dataset has 50000 training and 10000 testing images with a good class
balance across the 10 labels. For obfuscation experiments of sensitive attribute
category, we keep 10 labels as the sensitive attribute and for utility, we partition
the 10 object categories into two semantically meaningful categories `living' and
`non-living`. A similar setup has been used in Roy and Boddeti [53]. We assign
`living' to six object categories (`bird', `cat', `deer', `dog', `frog', `horse') and
`non-living' class to the remaining four object categories (`plane', `car', `ship',
`truck').
UTKFace [68] is a face dataset consisting of 20,000 face images. We use the
cropped and aligned version of the dataset and generate a random split of
60%� 40%, training and testing data. The dataset has ethnicity, gender, and
age as categorical labels. For computing obfuscated representations, we keep
the sensitive attribute as ethnicity which has 5 unique labels and due to class
imbalance, the best possible performance is 44%.
CelebA [40] The dataset is a large collection of celebrity faces, where each
face has 40 binary labels associated with it. There are 202,599 face images with
10,177 of them being unique. For our experiments, we perform experiments with
di�erent sensitive attributes while keeping `gender' as the utility attribute.
FairFace [28] FairFace, as the name suggests, is a dataset built to circumvent
the class imbalance in ethnicity across present face datasets. It consists of 108,501
images with race, gender and ethnicity as the annotated classes per image. For
obfuscation experiments related to the sensitive attribute, we keep ethnicity as
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the sensitive attribute and gender as a utility.

7 Benchmark Experiments

We perform several experiments to evaluate the e�cacy of obfuscation mecha-
nisms, attack algorithms and their empirical performance along di�erent practical
aspects such as computational complexity, sample complexity, distribution shifts
etc. For brevity, we have included most of the quantitative and qualitative
results in the Supplementary material. We brie�y discuss some of key the ex-
periments and their corresponding results here. For a rigorous and systematic
reporting, experimental details including hardware, random seeds, optimizers
and etc. we refer the reader to the supplementary.
Obfuscation mechanisms comparison. We evaluate di�erent obfuscation
techniques. To obtain a trade-o�, we tune privacy hyper-parameter corresponding
to every mechanism. Our results indicate that data-driven obfuscation techniques
yield a high performing privacy-utility trade-o� than data independent mecha-
nisms like laplace noise, gaussian blur etc. Furthermore, our results indicate that
di�erent algorithms may be suitable for di�erent points in the trade-o� curve.
Split layer vs reconstruction. Since adjusting thesplit layer allows to trade-o�
between reconstruction(information leakage) and computation time. We evaluate
reconstruction quality across layers of ResNet-18 [16]. The results indicate intuitive
trend of reconstruction quality deteriorating as we increase thesplit layers.
Attack algorithms comparison. We evaluate reconstruction quality for attack
models A.1, A.2, A.3 and A.4 both quantitatively and qualitatively. Note that
attack model A.2 has two di�erent algorithms. Therefore we compare �ve attack
algorithms in total. In general, results indicate a trend where reconstruction
quality is higher for attack model A.2 for all split layers except for the last two
split layers where A.1 results in a better reconstruction. However, for the last two
split layers, both techniques lose a reasonable amount of perceptual similarity
with the original image.
Sample complexity. We adjust the ratio of training dataset available to the
attacker and compare results on quantitative and qualitative fronts. We show
reconstruction results qualitatively for attack model A.1 under three di�erent
ratios and visualize reconstruction results for di�erent split layers. Our results
indicate that improvement in reconstruction quality is higher for higher split
layers as we increase the training dataset ratio.
Reconstruction under unknown dataset. In this experiment, we only share
the dataset modality (faces) with the adversary to simulate a practical setup from
the attacker point of view. Since there are publicly available datasets for most
of the modality, the adversary can train a separate proxy network to perform
reconstruction on the activations coming from the unknown dataset. This rests
on the assumption that given a modality, the underlying distribution should
be similar to a certain extent. Results indicate adversary's suprisingly strong
performance in reconstruction with a di�erent dataset.
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Split=0 Split=1 Split=2 Split=3 Split=4 Split=5 Split=6 Split=7

Split Inference - 1:9 � 0:1 3 � 1:0 2:9 � 0:1 3 � 0:1 6:1 � 0:5 9:3 � 0:6 13:5 � 0:8

Uniform Noise - 913:8 � 74:4 861:6 � 11:6 948:1 � 79:1 250:2 � 23:3 264:8 � 20:3 115:7 � 12:7 78:3 � 8:55

Linear Correlation 11:9 � 1:59 - - - - - -

Gaussian blur [47] 0:15 � 0:04 - - - - - - -

DeepObfuscator [34] - 116:2 � 0:08 117:1 � 0:07 118:6 � 0:25 83:5 � 0:04 89:7 � 1:88 97:8 � 0:43 107:3 � 1

Siamese Embedding [48] - 35:9 � 0:845 37:5 � 2:36 38:1 � 0:524 16:6 � 2:06 21:6 � 0:7 23:7 � 0:799 28:2 � 0:232

PCA [48] 589:3 � 38:4 - - - - - -

NoPeek [61] - 29:5 � 0:239 30:4 � 0:263 31:3 � 0:761 15:1 � 0:244 20:9 � 0:131 24:2 � 0:128 36:2 � 3:3

PAN [37] - 84:4 � 0:153 85:8 � 3:08 86:5 � 1:647 51:2 � 0:744 56:6 � 0:328 65:8 � 0:535 76:4 � 0:858

DISCO [57] - 116:4 � 0:5 � 114:6 � 0:7 77:1 � 0:8 73:8 � 0:8 75:5 � 0:6 88:1 � 31:6

Cloak [44] 7:818� 0:631 - - - - - -

Shredder [45] - 18:6 � 0:18 19:6 � 1:3 20:5 � 1:22 10:6 � 0:55 16:6 � 2:39 19:8 � 0:54 26:1 � 1:77

Table 2: Computational E�ciency for di�erent obfuscation techniques. Runtime is
measured in ms. Some columns are empty because the corresponding transform the
data in the input space and splitting the network is not required.

8 Related Work

We �rst discuss popular privacy benchmark datasets. Following, we then continue
with a short discussion on recent works on feature inversion to formalize diverse
attack schemes.

Benchmark Datasets Over the last two decades, several real-world datasets
have been made publicly available for ML algorithms and used by the privacy
community for evaluating their utility under private mechanisms. We brie�y
review some of the diverse privacy (tabular, categorical and text) datasets
available. The US Census Bureau [1] and Colorado (NIST, Di�erential Privacy
Synthetic Data Challenge, 2018) dataset [52], which are the census dataset;
Medical Information Mart for Intensive Care III (MIMIC-III) [25], and n2c2:
National NLP Clinical Challenges [19]. While existing works have applied
privacy preserving algorithms on these datasets, the goal of this work is to build
a benchmark of existing algorithms that apply obfuscation on computer vision
tasks (classi�cation). For benchmarks in privacy and ML, synthetic generation of
private data [58] benchmarks mechanisms that release privatized datasets and
gradient inversion in Federated learning [21] benchmarks reconstruction of data
from gradients shared during distributed model training. In comparison, we focus
on benchmarking privacy during ML inference.

Formal obfuscation mechanisms Formal frameworks come with a theo-
retically proven privacy guarantee against worst case adversaries. Di�erential
Privacy (DP) [11] is one of the widely used privacy de�nitions in statistical
applications. However, DP is not suitable for private ML inference due to the
underlying threat model. While output produced by DP mechanisms protect
the identity of the data owner, private MLaaS research focuses on protecting
reconstruction of data or sensitive attribute inference. Nevertheless, our bench-
mark include DP techniques as one of the obfuscation mechanisms. Another
set of formal methods for privacy use of encryption based mechanisms such as
Homomorphic Encryption [2], Secure multi-party computation [35] and Trusted
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Fig. 3: Role of split layer in re-
construction: We vary the split
layer of resnet-18 [16] and obtain ac-
tivations for CelebA [40] and UTK-
Face [68] dataset. These activations
are used to perform reconstruction
using the attack model A.1 and A.2.
We measure reconstruction quality
using SSIM [64].

Fig. 4: Qualitative comparison of sample size
for reconstruction: We perform reconstruction
using the attack model A.1 for three di�erent
dataset ratios (1, 0.1, 0.01) as discussed in the
Attack Section. For the baseline, we show recon-
struction results in the �rst row using attack model
A.2. Fairface [28] dataset is used for generating
representation and training reconstruction models
here.

execution environments [55]. Several recent works have used these encryption
based mechanisms for MLaaS [26,33,36,38,62]. While these mechanisms provide
high privacy theoretically as well as empirically, in its current scope, we do not
consider HE for benchmarking because of enormous di�erence in the computation
load and the absence of trade-o� between utility and privacy which is one of
the main focus of this work. In comparison to formal obfuscation mechanisms,
focus of our work is to benchmark obfuscation mechanisms that protect privacy
in ML inference and usually come without any formal guarantees. While these
mechanisms lack formal privacy, their empirical performance has been shown to
deliver strong privacy-utility trade-o�s. We note that ML inference threat model
operates in a di�erent setting than ones used in formal privacy community such
as DP. We discuss these mechanisms in great detail in Section 2.

Attacks We can categorize attack algorithms based upon what is being
protected and what is known to the attacker. In the context of privacy and ML,
Model inversion attacksaim to reconstruct training data by typically accessing the
model parameters [63,67].Membership Inference attacksare used by adversary to
associate the presence or absence of a certain data point in the training dataset.
The attacker can have access to the model parameters (white-box [46, 56]) or
query the model (black-box attack [8,43]), where the adversary only has access to
query the model. Model Extraction attacks This form of attack expects access to
the public API of deployed models. With an adversary that is trained on a similar
public data, it is shown that the adversary is able to reconstruct proprietary
model weights with minimal loss in accuracy [30, 41, 59].Attribute Inference
attacks [69] aim at recovering user's private attributes used in training datasets.
Unlike all existing works, ML Inference attacks is an active area of research
where an attacker aims to invert the obfuscated representation sent from a user
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