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Abstract. Image generation can solve insufficient labeled data issues
in defect detection. Most defect generation methods are only trained on
a single product without considering the consistencies among multiple
products, leading to poor quality and diversity of generated results. To
address these issues, we propose DefectDiffu, a novel text-guided diffu-
sion method to model both intra-product background consistency and
inter-product defect consistency across multiple products and modulate
the consistency perturbation directions to control product type and de-
fect strength, achieving diversified defect image generation. Firstly, we
leverage a text encoder to separately provide consistency prompts for
background, defect, and fusion parts of the disentangled integrated ar-
chitecture, thereby disentangling defects and normal backgrounds. Sec-
ondly, we propose the double-free strategy to generate defect images
through two-stage perturbation of consistency direction, thereby con-
trolling product type and defect strength by adjusting the perturbation
scale. Besides, DefectDiffu can generate defect mask annotations utiliz-
ing cross-attention maps from the defect part. Finally, to improve the
generation quality of small defects and masks, we propose the adaptive
attention-enhance loss to increase the attention to defects. Experimen-
tal results demonstrate that DefectDiffu surpasses state-of-the-art meth-
ods in terms of generation quality and diversity, thus effectively improv-
ing downstream defection performance. Moreover, defect perturbation
directions can be transferred among various products to achieve zero-
shot defect generation, which is highly beneficial for addressing insuffi-
cient data issues. The code are available at https://github.com/FFDD-
diffusion/DefectDiffu.
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1 Introduction

Detection algorithms based on deep learning are crucial to industrial applications
such as manufacturing [28], transportation |18|, and power systems |1]. Efficient
defect detection methods facilitate the identification of anomalies from normal
products [27]. However, the performance of detection algorithms is often posi-
tively correlated with the number of annotated samples. With the improvement
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Intra-product Defect Consistency

Fig. 1: Example of intra-product background and inter-product defect consistency

of production processes, defects become rarer in production lines and occupy
only a small portion of the object , posing challenges in data collection and
annotation. Recently, image synthesis utilizing Generative Adversarial Networks
(GANs) [8] and Denoising Diffusion Probabilistic Model (DDPM) [9] has at-
tracted a surge of research , leading to impressive progress in generating
photo-realistic images . Recent works have
demonstrated the feasibility of generating photo-realistic defect images to ad-
dress the scarcity of defect images. However, existing methods face challenges
when dealing with limited defect training samples, such as overfitting, poor di-
versity, and inaccurate annotations.

These challenges stem from the fact that current methods primarily focus on
tailored designs for specific scenarios, neglecting to address two key consisten-
cies in industrial defect images. Firstly, various defects within a single product
all originate from normal regions. As depicted in the first row of Fig. [1} nor-
mal regions of defect images and normal images are consistent, highlighting
intra-product background consistency. Secondly, as shown in the second row of
Fig. [} defects of the same category across various products exhibit morpholog-
ical similarities, illustrating inter-product defect consistency. Leveraging these
consistencies, defect image generation can be divided into two steps: normal
feature generation and defect feature transformation. Notably, the generation
direction for the normal background should remain consistent within the same
product, while the defect generation direction should be uniform across similar
defects of different products, with the direction scale reflecting the strength of
the defect. Compared with modeling the defect distribution of a single type of
product, modeling the two consistencies across multiple products enriches avail-
able training data for generation. Therefore, modeling the two consistencies is
crucial for generating high-quality and diversified defect images with limited
training samples. Recently, the pre-trained vision-language model CLIP has
showcased remarkable zero-shot capability, displaying robust generalization. This
prowess is largely attributed to that CLIP aligns text and images to effectively
model the consistency of target objects. In downstream tasks, CLIP is often
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utilized to model consistency information among images. In anomaly detection,
WinCLIP [12] and AnomalyCLIP [40] leverage the pre-trained CLIP to model
consistency in anomalies, achieving zero-shot anomaly detection. In image gen-
eration, text-to-image generation based on diffusion models has shown promising
results. Text prompts are encoded by the text encoder of CLIP to provide con-
sistent conditions for generation and guide diffusion models to generate images
conforming to the text prompts, enabling diverse generation. DreamBooth [26]
binds a unique identifier with the specific generation subject to achieve subject-
driven generation. Custom Diffusion [17] optimizes only a few parameters in the
text-to-image conditioning mechanism by four images, enabling the model to
learn new concepts and achieve combinations of multiple concepts.

Based on the aforementioned analysis, we propose a novel text-guided dif-
fusion method DefectDiffu, to model the intra-product background consistency
and inter-product defect consistency across multiple products, achieving control-
lable diversified defect image generation with few-shot training samples. Firstly,
we introduce a disentangled integrated architecture, comprising three key parts:
background, defect, and fusion. Then multiple single-object text conditions are
inputted into each part through a text encoder to facilitate the disentanglement
and integration of background and defect, achieving the modeling of the two con-
sistencies. Additionally, we extract cross-attention maps from the defect part to
derive accurate binary mask annotations. Secondly, we propose the double-free
strategy to concretize the two consistency directions. Double-free allows for flex-
ible control over product types and defect strengths by adjusting the consistency
perturbation directions. Finally, addressing the issues of poor generation of small
defects and inaccurate masks, we introduce the adaptive attention-enhanced loss
to boost the attention on defect regions, improving the generation quality of
small defects and masks. Furthermore, we explore the ability of DefectDiffu for
zero-shot defect generation by transferring defect perturbation directions. The
main contributions of this paper are as follows:

1) We propose DefectDiffu to model intra-product background consistency and
inter-product defect consistency across multiple products using text-guided dis-
entangled integrated architecture, achieving controllable defect image generation
with limited samples and obtaining masks during the generation.

2) We propose the double-free strategy to concretize background and defect per-
turbation directions, allowing for adjustment of perturbation scales to control
product types and defect strength, and further exploring zero-shot defect gener-
ation capabilities.

3) We introduce the adaptive attention-enhanced loss to improve the generation
quality of small defects and the accuracy of masks.

2 Related Work

2.1 Controllable Image Generation

Diffusion-based generation. Diffusion-based generation. In recent years, the
diffusion models have experienced rapid development in image generation due
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to their high generation quality and training stability, surpassing GANs and
VAEs (Variational Autoencoders) [14] in terms of the realism and diversity of
generated images, becoming the most prominent image generation model, par-
ticularly in controllable image generation. |4] focuses on pre-training a classi-
fier on noisy images, using the classification gradients of noisy images to guide
category-controllable generation. [10] proposes classifier-free guidance, simulta-
neously training both conditional and unconditional models, using their differ-
ences as a substitute for an explicit classifier. DiT |22 replaces the commonly
used UNet architecture in diffusion models with transformers to learn parame-
ters of adaptive normalization layers from conditions, achieving state-of-the-art
performance on the ImageNet.

Text-guided Image Generation. Recently, large-scale models based on diffu-
sion models, such as DALLE 2 [24], Imagen [37], and Stable diffusion [25|, have
demonstrated impressive text-guided image generation capabilities, enabling pre-
cise control over the generated semantic contents [39] [38]. Cross-attention mech-
anisms are the most commonly used method for introducing textual guidance
into generation models, where cross-attention maps reflect positions correspond-
ing to textual tokens in generated images. To ensure the alignment between gen-
erated images and text prompts, Attend-and-Excite |2|, MaskDiffusion [|41], and
StructureDiffusion [6] modify cross-attention to enhance the focus of models on
each token. Some works achieve label generation and image editing by processing
cross-attention maps. DiffuMask [31] extracts cross-attention maps and obtains
pseudo-masks for generated images through affinity networks. Attn2Mask [33]
uses post-processed cross-attention maps as pseudo-masks for training segmenta-
tion models. Prompt-to-Prompt dynamically changes cross-attention maps dur-
ing the generation to enable flexible image editing. Text-guided models demon-
strate the ability to learn high-level semantic information from images [26] [17]
|7], allowing for customization generation by fine-tuning pre-trained models with
a few images and textual descriptions.

2.2 Defect Image Generation

Defect image generation is widely used to address insufficient data issues in de-
tection tasks. Most current methods employ GANs to generate defect images
with binary masks (e.g., DefectGAN [36], SDGAN [19], AnomalyGAN |[18§]).
MDGAN |[30] synthesizes defects based on masks constructed from Perlin noise
and defect annotations on real normal samples. [20] and [19] encode images into
feature space to establish transformation directions between normal and defect
images, and adjust transformation factors to achieve strength controllable de-
fect image generation. DFMGAN [5] pre-trains StyleGAN v2 [13] on normal
samples and fine-tunes with a few defect samples to update the proposed mask
and defect generation modules. Currently, some works have explored few-shot
defect image generation based on diffusion models. To improve generation qual-
ity, Defect-Gen [32] trains two diffusion models, the large model to determine the
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generated target structure and the small model for detail generation. However,
these methods require training separate models for each product. Anomalydiffu-
sion [11] generates masks by text flipping, adopting normal samples and masks
as inputs to generate defect images for multiple products. However, predefined
masks and normal samples limit the diversity of defect shapes and normal back-
grounds. Moreover, the aforementioned methods fail to model the relationships
between similar defects of multiple products, resulting in poor generalization. In
contrast, DefectDiffu models image consistencies across multiple products and
obtains masks based on cross-attention maps, thereby integrating features from
multiple products to generate diversified defect images and avoid restrictions
from predefined masks.

3 Method

As illustrated in Fig. [2] DefectDiffu adopts pre-trained DiT as backbones, con-
sisting of the Condition Module, Generation Module, and the Mask Generation
Module. The condition module employs the CLIP Text Encoder to introduce
consistent text prompts into corresponding parts of the Generation Module. The
generation module adopts a disentangled integrated architecture to disentangle
the generation of normal backgrounds and defects, and then integrate them to
generate realistic images under the guidance of text prompts. The mask genera-
tion module integrates cross-attention maps of the Defect Blocks to obtain mask
annotations corresponding to generated images. Furthermore, the Adaptive Loss
Ratio is designed to adjust the loss weights of the defect regions, enhancing the
attention of DefectDiffu to defects. Next, we propose a double-free strategy to
concretize the modeled consistencies, thereby achieving controllable generation
of the product type and defect strength by modulating denoising results.

3.1 Preliminaries

Image generation based on DDPM consists of the forward noise addition process
and the reverse denoising process. In the forward process, Gaussian noise is
added into the input image xg for T' times to obtain the pure noisy image xr,

T
q(SULT\JJO) = H Q($t|xt—1)7Q($t|$t—1) = N(l‘t; AV 1- ﬂtl‘t—l,ﬁtf) (1)
t=1

where (; is the variance at timestep t. In the reverse denoising process, the noise
prediction model €y recovers xg from the noisy image x;, where 6 represents the
learnable model parameters. €y takes x; and the current time step t as inputs to
predict the removed noise at this time step. Furthermore, when implementing
controllable image generation with text, images, or other information as condi-
tion ¢, €y takes ¢, the time step t, and the condition ¢ as inputs to predict the
noise. The training objective of the model is:

melnL - ]El’t,e l:”6 - Ee(xtatVC)”g] (2)
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Fig. 2: Overall framework of DefectDiffu. During training, real images and masks are
encoded by Image Encoder into feature spaces, which are then used for training the
Generation Module and the Mask Generation Module. The real masks are resized for
calculating the Adaptive Loss Ratio. During testing, generated image features and mask
features are decoded by Image Decoder to obtain image-mask pairs.

Generation Module| . A

; Defect Block M i
el o
Jock — Image
] Decoder

I:] Mask Generation ModuleA

I

Image
Decoder

3.2 Text-guided Disentangled Integrated Architecture

To model the intra-product background consistency and inter-product defect
consistency, it is necessary to provide conditions that include consistency infor-
mation for DefectDiffu and design architecture to achieve disentangled genera-
tion guided by consistency information. Firstly, as shown in Fig. [2] we adopt
product names and defect names as intra-product consistency and inter-product
defect consistency text prompts respectively, employing the CLIP text encoder to
construct consistent guidance. Previous text-to-image generation methods used
A photo of {object 1} {object 2} {object n} to control the generation of
multiple objects, which is not suitable for our work. The reason is that the text
encoder encodes multiple objects in one text prompt into a fused output. Al-
though this fused output can guide the model to generate high-quality images,
it is difficult to disentangle multiple objects in the generation and may cause
catastrophic neglect |2]. However, disentangling defects and backgrounds is the
key point in modeling two consistencies of multiple products. Therefore, we use
two single-object prompts as conditions to model consistencies, achieving the
disentangled generation of backgrounds and defects. In addition, compared to
the UNet-based diffusion architecture, DiT has a scalable hierarchical stacking
architecture based on transformers. It allows us to introduce different conditions
into each part of the model to learn the disentanglement generation of multiple
objects.

Therefore, as shown in Fig.[2] combining the advantages of single-object guid-
ance and the flexibility of DiT, we propose the Text-guided Disentangled Inte-
grated Architecture (TDIA). TDIA divides DiT into three parts, background,
defect, and fusion. Background text embedding for modeling background consis-
tency is introduced into the background part, defect text embedding for modeling
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defect consistency is introduced into the defect part, and the fusion part adopts
a defect-background fusion text embedding to generate realistic defect images.
Designed text prompt templates for each part are as follows:

Consistency condition ¢, for Background Block:

A photo of {product name}
Consistency condition ¢q for Defect Block:

A photo of {defect name}
Fusion condition cy for Fusion Block:

A photo of {defect name} {product name}

3.3 Double-free

Although DefectDiffu can generate diversified defect image €q(x¢,t, cq, ¢p) con-
ditioned on ¢, and cq after modeling two consistency by TDIA, the strength of
generated defects can not be controlled and is limited to the training set distribu-
tion, which affects the diversity of generation. We hypothesize that there should
be a perturbation direction along which normal images gradually become defect
images, and the perturbation scale reflects the defect strength. Therefore, we
perceive controllable defect image generation as a two-stage perturbation pro-
cess involving both background and defect, with the defect strength adjustable
by varying the perturbation scale. We set pr and F} as perturbation directions
concerning two consistent conditions ¢, and cq at time step ¢. Then controllable
generation can be achieved by adjusting the perturbation scale wg and w, to
update the denoised results

eo(xe,t,ca, cp) = €o(a4, 1,9, D) + wpFy + waF}, (3)

In order to calculate the two perturbation directions, we propose the double-
free strategy based on the classifier-free guidance, achieving background and
defect strength controllable generation beyond the diversity of the training set.
First, considering eg(xy, t, ¢q, ¢p) as conditional generation of normal background,
where ¢4 is good, and unconditional background generation is realized by set-
ting ¢, to null to get ey(z¢,t, ¢y, D), and the difference sz = eg(xs,t,¢q,¢p) —
€9(x¢,t, cq, D) is the perturbation direction for intra-product consistency, realiz-
ing controllable background generation. On this basis, inter-product defect con-
sistency guidance is regarded as conditional generation of defect eg(xy,t, cq, @),
corresponding unconditional generation is eg(xy, ¢, ¢y, @), and the difference F =
eg(xt,t,cq, D) — g, t, g, D) is perturbation direction for inter-product defect
consistency. Then we set the perturbation direction scale wy of defects relative to
normal images to achieve the controllable generation of defect strength. Finally,
the Eq. can be simplified as:

Ee(It,t,Cd,Cp) = GQ(xtatvc_lh@) + wP(EQ(Itatvc!hcp) - Ea(mtat7cga @)) (4)
+ wd(€0(xt,t,0d, Q) - 69(xtatacga @))
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Algorithm 1 Double-free guidance.

Input: Training data (z, ¢y, ¢,) from the dataset, p1: probability of unconditional prod-
uct, p2: probability of unconditional defect, cq = cj,cp, = ¢,

Output: Condition modified data, (z,cq,cp);

1: with probability p1, ¢ = @

2: If cj; is not good:

3 with probability p2, cq —good;

4: with probability p1, ¢, = @;

5: return (z,cq, cp);

where w, and wg control the representation of the background and the strength
of the defect respectively. The algorithm of double-free is shown in Algorithm

3.4 Mask Generation

When training segmentation models with generated images, obtaining pixel-
level mask annotations manually is laborious and time-consuming. Therefore, as
shown in Fig.[2] we employ cross-attention mechanisms into the defect blocks and
combine them with the mask generation module to simultaneously generate cor-
responding masks while generating defect images. Cross-attention is applicable
for fusing the embeddings of the visual and textual features and producing spa-
tial attention maps for each textual token. The noisy feature p(x;) € RFT*XWxC
is projected to query vector Q@ € RT*Wxd where H, W, and C is the length,
width, number of channels of the tensor respectively, and d is the dimension of
Q. The text embedding p € R*® with length [ is projected to get key vector
K € R4 and value vector V € R4, Then cross-attention is calculated as,

T
Qj{g ) (5)

Next, we concatenate the cross-attention maps of multiple defect blocks along
the channel dimension, followed by the mask generation module to obtain mask
features My, and then decode My to obtain pixel-level masks M. with values
between [0, 255] to locate generated defect positions. The real mask is encoded
to feather Masky and the mask prediction loss is:

loss,, = ||M; — Masky||? (6)

CrossAttention = Softmax(

With increasing time steps, the high-level semantic structure of the image will
gradually emerge. Therefore, for accurate defect localization, we compute the
average mask My, = ﬁEgﬂOMgm obtained from the last 100 time steps during
testing and use an iterative method to binarize Mp,. to obtain the final mask.

3.5 Adaptive Attention-enhanced Loss

During training, we found that DefectDiffu tends to overlook defect features and
generate normal images easily. Additionally, the generated masks are inaccurate
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for cases involving small defects or multiple defects within a single image. The
reason lies in the fact that compared to normal regions, the features of defect
regions with small proportions are more difficult to capture. Moreover, as shown
in Eq. , the training objective of the diffusion model is to minimize the global
reconstruction loss, where the reconstruction loss of defects contributes less to the
overall loss. Consequently, the model has insufficient attention to defect regions,
leading to poor reconstruction effects and inaccurate annotations. To address
these issues, we propose the adaptive attention-enhanced loss based on cross-
attention maps to increase the loss weight of defect regions, thereby enhancing
the attention of DefectDiffu on defects. Firstly, we calculate the average cross-
attention Map from extracted cross-attention maps of the defect block:

Q:KT
Vd

where M is the number of extracted cross-attention maps. The real Mask is
scaled to mask with the same size of Map to extract the attention for defect
regions and normal regions, and then calculate the sum of each to obtain the
adaptive attention ratio:

| M
Map = MZSoftmam( ) (7)
i=0

Em(l — mask); ; - Map; ;

Rat =
Zi’j mask; j - Map; j + «

(8)

where ¢ and j are height and width of Map, « is a constant used to prevent
division by zero. The lower the attention allocated to the defect regions, the
higher the Rat. To prevent the imbalance between defect and background regions
caused by excessively high weights on defect regions, we further modify the
magnitude of the attention ratio Rat to get R,

8, Rat>8
R(Rat) = ¢ Rat,2 < Rat < 8 (9)
2, Rat <2

then the improved defect region loss is:
lossq = R|mask - eg(2t,t, ca, c,) — mask - €||3 (10)
Finally, the training objective of DefectDiffu is:

meinloss = |lea (21, t, cay cp) — €||3 + 10884 + M0ssm, (11)

where A is hyperparameter.

3.6 Zero-shot Generation

Based on the TDIA and double-free strategy, DefectDiffu can transfer defect
features across normal backgrounds of different products, enabling zero-shot
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Fig. 3: Comparison of the generation results.

generation of defects. Only normal samples of the target product T are used
in training, during testing, the perturbation direction of defect c;; learned from
source products is added into the generation of normal images of T, resulting
in generating defect samples of T with defect ¢j. Specifically, during testing,
the model is simultaneously fed with product prompt cr and defect prompt cj.
Then the perturbation direction of ¢ modeled on other products is computed
to update the denoised results at time step t,

60(xt7t7 CZa CT) = 69($t7t,0ga @) + wp(eo(xt’tvcm CT) - ee(xtvty Cg; Q)) (12>
+wd(€0($t,t7037@) - 69(1’,5,75,697@))

Hence, DefectDiffu can generate defect images of T' without requiring corre-
sponding real defect images for training, which is attributed to that we success-
fully model the perturbation direction of the inter-product defect consistency.

4 Experiment

4.1 Experiment Settings

Dataset and Evaluation Metrics. We conduct experiments on the MVTecAD
dataset to validate the effectiveness of DefectDiffu. We select half of the images
from the MVTecAD-test as the training set for image generation and baseline
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Table 1: Evaluation results of quality and diversity for comparison and ablation ex-
periments. Our DefectDiffu achieves optimal results on the MVTec dataset.

DefectDiffu | Defect-Gen | DFMGAN | StyleGAN2 | w/o fusion w/o AAL | OPT |single
Category | FID LPIPS| FID LPIPS| FID LPIPS| FID LPIPS| FID LPIPS| FID LPIPS| FID |LPIPS
bottle |73.48 0.16 {124.86 0.10 |{130.69 0.13 |112.79 0.08 |132.20 0.08 |134.76 0.08 |127.12| 0.09

cable 101.69 0.29 |158.82 0.24 |111.38 0.27 |144.33 0.17 |112.48 0.10 |108.30 0.10 |185.85| 0.28
capsule | 26.85 0.08 |70.36 0.02 |50.54 0.05 |25.62 0.03 |57.68 0.05 |60.35 0.03 |70.43| 0.07
carpet |40.31 0.17 |51.35 0.13 |45.09 0.16 |40.34 0.14 |44.56 0.10 |43.85 0.10 | 77.25| 0.16
grid 62.55 0.35 [136.62 0.30 | 84.58 0.34 [90.91 0.33 |75.91 0.24 |81.45 0.24 |161.24| 0.35
hazelnut | 70.18 0.17 [434.55 0.13 [378.17 0.20 |435.11 0.20 |420.76 0.15 |464.62 0.13 |185.90| 0.17
leather |67.19 0.15 |470.15 0.10 |95.84 0.31 |369.94 0.14 |96.94 0.10 |88.45 0.09 [435.32| 0.14
metal nut| 59.46 0.29 |168.21 0.47 |151.68 0.33 |87.56 0.18 |158.56 0.25 |172.42 0.19 |232.26| 0.29
pill 46.23 0.15 (258.37 0.42 (133.07 0.14 |227.78 0.02 |162.59 0.06 |152.54 0.07 |186.61| 0.14
screw | 26.11 0.27 |217.84 0.42 | 71.06 0.26 |32.59 0.26 |70.54 0.17 |71.36 0.18 |120.84| 0.26
tile 120.39 0.36 [333.24 0.24 |162.14 0.18 |136.40 0.26 |152.25 0.22 |158.48 0.22 |162.18| 0.34
toothbrush| 110.59 0.14 |{196.56 0.13 |224.22 0.24 |48.08 0.12 |220.34 0.19 |212.30 0.16 |418.58| 0.13
transistor | 69.25 0.24 |173.35 0.21 |142.69 0.28 |67.07 0.26 |127.27 0.19 |123.21 0.11 |204.25| 0.20
wood |128.26 0.27 [333.03 0.19 [315.69 0.23 [188.20 0.34 |331.29 0.19 |325.66 0.16 |305.98| 0.23
zipper | 37.74 0.12 |378.24 0.48 | 80.97 0.07 |78.18 0.16 |89.36 0.05 |93.80 0.05 |89.48| 0.11
Average |69.35 0.21 |233.70 0.24 |145.19 0.21 [138.99 0.18 [149.83 0.14 |152.77 0.13 [197.55| 0.20

in segmentation experiments, with the remaining images used as the test set
to evaluate the effectiveness of generated images in defect detection. All images
are resized to 512x512. FID (Fréchet Inception Distance) and LPIPS (Learned
Perceptual Image Patch Similarity) are calculated for quality and diversity eval-
uation respectively. A lower FID indicates higher generation quality. A higher
LPIPS indicates better diversity. For the downstream application, we calculated
mIOU (mean Intersection over Union), F1 score, mAP (mean Average Preci-
sion), and AUROC (Area Under the Receiver Operating Characteristic Curve)
to evaluate the effectiveness of generated image-mask pairs, higher values indi-
cate better performance.

Implementation. We set the N, M, and K in Fig.[2]to 10, 10, and 8 respectively.
The parameters of the corresponding modules are initialized with pre-trained
DiT in ImageNet with the resolution of 512 x 512. We set A = 0.2 in Eq. ,
p1 =0.2,ps = 0.2, « = 0.001 in Eq. . We use an iterative thresholding method
for the binarization of generated masks. See the appendix for more details.

Comparison Methods. We employ StyleGAN2, DFMGAN, and Defect-Gen
as comparison methods. StyleGAN2 has shown promising results in natural im-
age generation and is commonly used as a foundational framework in industrial
image generation. DFMGAN focuses on few-shot defect generation based on
StyleGAN2. Defect-Gen utilizes two diffusion models to generate defects and
their corresponding masks. They are the current state-of-the-art methods in in-
dustrial image generation with annotated masks. It is worth noting that these
models need to be trained separately for each product. See the appendix for
implementation details of the comparison methods.
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Fig. 4: Generation results under different strengths, with defect strength gradually
increasing from left to right.

4.2 Comparison of Generation Results

Fig. [3] shows the generated results of different methods, see the appendix for
more results. It can be seen that Defect-Gen fails to model realistic high-level
semantic features and the generated defects do not match real defect character-
istics. DFMGAN generates unrealistic defects and contains numerous artifacts.
StyleGANZ2 fails to converge on leather and exhibits artifacts in products like
cable. In contrast, DefectDiffu achieves good convergence across all 15 products.
The generated results conform to real features, without mode collapse or arti-
facts, and the masks are accurate, validating the effectiveness of the proposed
multi-product consistency modeling for few-shot image generation. Additionally,
Fig. [ demonstrates the control of defect strength utilizing w,4. As w, increases,
the area of generated defects expands, and the number of defect regions increases,
indicating a gradual increase in the severity of product damage.

Tab. [I| shows that our method achieves the optimal generation quality and
good diversity on the MVTec dataset. Although the generation quality of tooth-
brush is slightly inferior to StyleGAN2, DefectDiffu simultaneously generates
defect masks, which is more beneficial for training segmentation methods. De-
spite DFMGAN and Defect-Gen achieving higher LPIPS on some products, this
is due to the introduction of unrealistic artifacts and the loss of real semantic
features. It can be seen in Fig. [3|and Tab. [1| that the generation quality of these
products is poor, corresponding to high FID. Clearly, diversity without adher-
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Table 2: Comparison on detection performance.

Baseline DefectDiffu Defect-Gen DFMGAN
Category |mIoU F1 mAP AUC|mIoU F1 mAP AUC|mIoU F1 mAP AUC|mloU F1 mAP AUC
bottle 66.1 79.6 89.7 98.7|75.7 86.2 93.8 99.2|76.0 86.3 93.2 99.0| 71.3 83.2 92.3 98.8
cable 55.0 71.0 76.0 92.2|62.5 76.9 81.8 95.1| 60.5 75.4 80.6 95.1| 58.4 73.7 78.0 91.8
capsule | 28.2 44.0 42.2 94.1|34.2 51.0 54.9 97.2| 31.4 47.8 47.5 91.2| 33.1 49.8 56.4 96.8
carpet 64.8 78.6 88.8 99.6(69.8 82.2 90.9 99.6| 67.4 80.5 89.8 99.3| 66.1 79.6 88.8 99.5
grid 32.7 49.3 46.6 95.847.3 64.2 69.4 99.3| 35.6 52.5 49.6 97.4| 37.4 54.4 63.8 98.8
hazelnut | 85.0 91.9 96.9 99.6 | 87.2 93.2 97.5 99.7|87.4 93.3 97.9 99.8| 83.1 90.8 96.4 99.5
leather | 67.4 80.5 89.6 99.8|67.9 80.9 88.1 99.7|68.3 81.1 89.9 99.8| 65.3 79.0 88.4 99.8
metal nut| 86.9 93.0 97.6 99.3|91.5 95.6 99.0 99.7|89.5 94.5 98.8 99.8| 73.0 84.4 92.4 97.9
pill 76.1 86.4 95.2 99.7(83.4 90.9 97.4 99.8| 69.5 82.0 91.8 99.0| 76.8 86.9 94.3 99.3
screw 26.1 41.4 47.0 98.348.9 65.7 76.6 99.7| 43.0 60.1 69.9 98.5| 32.7 49.3 57.9 98.1
tile 86.7 92.9 98.2 99.8(89.7 94.6 98.8 99.9| 89.1 94.2 98.9 99.9| 87.7 93.4 98.6 99.8
toothbrush| 34.5 51.3 56.6 95.8 | 44.0 61.1 60.2 96.2|44.8 61.8 60.7 97.0| 34.2 31.4 47.8 58.3
transistor | 58.2 73.6 78.9 96.0|64.3 78.3 79.2 97.1| 52.8 69.1 84.6 96.7| 48.7 65.5 74.7 94.4
wood 68.3 81.1 89.5 97.7/69.4 81.9 89.8 98.3| 69.3 81.9 89.5 98.0| 66.5 79.9 88.1 97.8
zipper 67.9 80.8 87.7 99.3|70.7 82.9 90.2 99.6| 68.6 81.4 88.9 99.4|70.8 82.9 89.2 99.6
Average | 60.3 73.0 78.7 97.7|67.1 79.0 84.5 98.7| 63.5 76.1 82.1 98.0| 60.3 72.3 80.5 95.4

hole-capsule hole-wood hole-leather hole-tile color-leather color-tile liquid-tile

Tamoefalsian

Fig. 5: Zero-shot generation results. A-B means to transfer source defect A to target
product B.

ence to real features is meaningless. In contrast, DefectDiffu achieves optimal
generation quality on most products while maintaining good diversity.

4.3 Comparison of Detection Results.

To validate the effectiveness of the generated results in industrial detection,
we employ the real training set to train a UNet as a baseline and generate
synthetic samples twice the size of real images by those methods capable of
generating masks to augment the real dataset. Segmentation results are shown
in Tab.[2] Compared to other methods, DefectDiffu can improve the performance
of all products and achieve optimal segmentation results on most products. More
results are provided in the appendix. In summary, DefectDiffu can efficiently
improve the performance of detection methods and have high application value.

4.4 Zero-shot Generation

As outlined in Sec. [3.6 we validate the zero-shot generation capability of Defect-
Diffu, with results shown in Fig. 5] Although DefectDiffu only learns the features
of normal images from the target product during training, the defect consistency
perturbation directions, modeled from other products, effectively guide the gen-
eration of defects for the target product. This enables DefectDiffu to achieve
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zero-shot defect generation without the need for real defect images of the target
product during training. See the appendix for more results.

4.5 Ablation Experiments

Fusion part . We remove the fusion part in the generation module, and the
results are shown in Tab. [l w/o fusion. Without the fusion part, the semantic
coherence between generated defects and backgrounds is disrupted, leading to a
reduction in generation quality and diversity.

AAL (Adaptive Attention-enhanced Loss) . We set R to 3 in Eq. (9)
to train DefectDiffu, with results shown in Tab. [Il w/o AAL. Tt indicates that
without AAL, both the quality and diversity of the generated results decrease,
indicating that AAL contributes to preventing the loss of defect features and
enhancing the quality of generated defect images.

Multiple single-object prompts . To validate the role of multiple single-
object prompts in TDIA for improving the generated quality of defect images,
we only use the text prompt from the fusion part as the condition for DefectDiffu,
and the quality of generated results are shown in Tab. [l OTP. It can be seen
that employing a single text prompt to control the generation of multiple objects
adversely affects generation quality.

Defect strength scale wg. We set wy=1 and generate the same number of
defect images at multiple strength scales to validate the effect of multi-strength
generation on diversity. The LPIPS results are shown in Tab. [I] single. It can be
observed that under a single scale, the diversity is reduced, but it still outper-
forms the comparison methods in most products. This indicates that DefectDiffu
effectively extends the diversity of the dataset through the double-free strategy.

5 Conclusion

This paper proposes DefectDiffu to achieve controllable generation of defect
image-mask pairs across multiple products with limited samples. DefectDiffu
leverages a disentangled integrated architecture and multiple single-object text
prompts to disentangle defects and normal backgrounds, which facilitates the
modeling of intra-product background consistency and inter-product defect con-
sistency, thereby enhancing the diversity of normal backgrounds and defects.
Furthermore, the double-free strategy is proposed to concretize the perturba-
tion directions of the modeled background consistency and defect consistency,
enabling multi-attribute controllable generation. Experimental results demon-
strate that DefectDiffu outperforms state-of-the-art methods in both generation
quality and diversity, effectively enhancing detection performance. Moreover,
DefectDiffu achieves zero-shot defect generation based on inter-product defect
consistency, reducing the costs associated with data collection and annotation.
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