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A Additional Experiments

A.1 Further Verification of Memorization’s Reliance on the
Embeddings of Trigger Tokens

In this subsection, we provide the experiment in Fig. [8a]to further verify that the
memorization relies on the existence of trigger token embeddings. While Sec.
compares the behavior of the attention score with/without memorization, in
Fig. we add a mask to the attention scores to partially the trigger embeddings
and examine the memorization.

To be specific, we first generate images by a group of memorized prompts
of SD v1.4 and a group of non-memorized prompts and save the random seed
of this generation. Then we use the same prompts and seed to generate more
rounds. For each round, we remove non-<begin> token embeddings one by one
from small attention scores to large attention scores, by masking out the logits
of tokens. Note that this does not influence the embeddings in e, and V'(e.), and
only changes whether the embedding of a token is used or not.

Since memorization relies on trigger token embeddings and trigger tokens
always hold large attention scores, it is expected that the generated images will
not change much when only tokens with small attention are removed. This con-
jecture aligns with our experimental results: In Fig. we depict the similarity
score between the generation with removed tokens and the first-round genera-
tion. When the removal ratio increases, the similarity score of non-memorization
reduces much faster in the beginning, while memorized prompts have almost
no reduction when even 60% of the tokens with small attentions are removed.
Instead, when the removal ratio is lager than 90%, the similarity score of mem-
orization reduces much faster than non-memorization, it means more trigger
tokens are removed at this stage. Thus, we further confirm our observation that
the memorization relies on the existence of trigger token embeddings.

Remark. The reduction of similarity does not mean the reduction of gen-
eration quality. It only indicates the same seed can produce dissimilar images
from the same prompt. In Fig. we show that FID of memorization samples
is even improved. This is similar to the reason we mentioned in Sec. that
when memorization effect is mitigated, the generated images can become more
diverse, which brings a reduced FID.

A.2 Validation of Findings on SD v2.0

In this subsection, we implement the experiments to valid the generalization of
our findings on SD v2.0.

Finding 1. We plot the entropy of all the diffusion steps of SD v2.0 in Fig.[9] It
is shown that, for memorization samples, the entropy is much higher than non-
memorization, which is consistent with our Finding 1 that the trigger tokens
will divert the attention from the beginning tokens, resulting in a more diverse
attention distribution. Compared with SD v1.4, SD v2.0 has higher entropy even
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Fig. 8: (a)Similarity score between generations with and without removing tokens; (b)
FID between generations with and without removing tokens
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Fig. 9: Entropy of SD v2.0

when ¢t is large. This means the concentration of attention on trigger tokens are
more obvious than SD v1.4 when t is large.

Finding 2. There are two observations in Finding 2. One observation is for
different types of memorization and the other observation is focusing on a shared
feature of all the types. Due to the fact that SD v2.0 is trained on a de-duplicated
dataset, we can only observe TM and very few RM in it. Thus, we only validate
the shared observation that the non-memorization will have a faster reduction
of attention scores on summary tokens. We plot the attention sum of prompt
tokens and summary tokens in Fig. It can be observed that the attention
sum on the summary tokens of non-memorization samples reduces much faster
than that of memorization samples. This phenomenon is used in the detection
of memorization of SD v2.0.

Finding 3. To verify this finding on SD v2.0, we plot the entropy of each U-
Net layer of SD v2.0 in Fig. We can see that the overlapping of entropy in
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Fig. 10: Attention sum of prompt tokens and summary tokens on SD v2.0
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Fig. 11: Entropy of each U-Net layer in SD v2.0

different layers are still different and diverse. The third and fourth layers have a
clear separation.

In summary, all the findings in Sec. [] can be generalized to SD v2.0. In
Sec. we also use these findings to detect the memorization on SD v2.0.
These experiments shows the generalization of our findings to other text-to-
image models with cross attention.

A.3 Extension to T5-based and Transformer-based Diffusion
Models

In this subsection, we will provide results and analysis for T5-based models Eﬂ,
transformer-based models [9], and SD fine-tuned for high quality [2,[35]. We
conduct experiments to verify that our detection and mitigation methods also
work on these models, as in Tab. [2] and Tab.

To summarize the experiments, for detection in Tab. [2] (following settings in
Tab. |1}in the main paper), our method can achieve AUROC higher than 0.9 for
all new models. For mitigation in Tab. [3| (following settings in Fig. @ in the



Memorization and Cross Attention in Text-to-image Diffusion Models 21

Table 2: Extension of detection to other T2I models

Different Architecture High-Quality Fine-tuning
IF |1] Pixart-a [9] epiCRealism |2| Diffusion-DPO |35]
AUROC 0.929 0.903 0.905 0.958

Table 3: Extension of mitigation to other T2I models

w/ mitigation w/o mitigation

epiCRealism 0.24 0.59
Diffusion-DPO 0.30 0.68

main paper), the inference-time mitigation reduces the similarity significantly to
0.24 and 0.30 on |2] and |35].

To explain the behavior of the models in detail, while the high-level intuition
of concentrated attention on trigger tokens in memorization holds, there are
some slight differences among different models. For T5-based, T5 encoder is bi-
directional, which is different from the causal CLIP encoder in Stable Diffusion
(SD). This means that end and padding tokens do not necessarily summarize the
whole sentence. Besides, T5 encoder has no beginning tokens, while SD concen-
trates attention on the CLIP beginning token when focusing on denoising. Thus,
Pixart-a [9], which is T5- and transformer-based, concentrates on the end token
(This is possibly because end token contains less information and Pixart-a knows
end token). The trigger token will distract attention from end token, which leads
to disperse distribution and a high entropy. When finally using the entropy to
detect memorization, we can still observe the discrepancy with/without memo-
rization. The detection performance on Pixart-a shows that our main findings
still holds on T5-based and transformer-based diffusion models.

For ImageFloyd (IF) |1], it is special because the cross attention is built
between the image and the concatenation of prompt tokens and the image itself.
The attention is in a shape of D; X (D¢ + Dy), where Dy is image dimension, and
D, is prompt dimension. In the steps focusing on denoising, the image distributes
most of attention to the image itself. (The image covers most of attention, while
each dimension of image has a small attention.) Thus, for memorized prompts,
attention will concentrate on trigger tokens with no competitor token. This leads
to a low entropy in contrast to all other models.

For fine-tuned SD for high-quality, the aforementioned [2] and [35] are fined-
tuned from checkpoint of SD. We find that they also memorize most of prompts
of SD.
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Fig.12: (a)(b)(c) Sum of attention score on prompt tokens and summary tokens in
MM, RM and TM (the same results as Fig. [4); (d)(e)(f) The entropy calculated on
prompt tokens and summary tokens, i.e. EP**™P* and EJ"™™*  of MM, RM and TM.

B Entropy of Summary Tokens

In Sec. a we use By = Zi]iNsz —a; log (@;) to replace sum to make

its numerical values comparable with E; in Eq. @ In this section, we show that
E;"™*Y has the consistent conclusion with Finding 2, thus it can be used for
replacing sum in Finding 2.

In Fig. [12] we show both the attention sum and EP*™" on three types
of memorization. For the first observation of Finding 2, we can see that for
MM, the attention sum on summary tokens is larger than prompt tokens, while
the attention sums on summary tokens of RM and TM are lower than prompt
tokens. This difference between MM and the other two types is explained in
Fig. that MM tend to have more unique prompts and paying higher attention
on the summary tokens is easier to memorize the prompts. As for EP*™* and
ES"™aY e can see that MM have much higher EJ™™™Y than EP™™P*  while
in RM and TM, EJ"™™*Y is almost similar to EP™™P*. Although it is different
from the attention sum that the summary tokens in RM and TM are smaller
than prompt tokens, it is enough to show the different patterns of between MM
and the other two types of memorization.

For the second, observation of Finding 2, we can see that, in all three types
of memorization, both attention sum and entropy of summary tokens of non-
memorization reduce faster than those of memorization. This property is used
in the first detection metric in Eq. (6).

E;"™™MY s consistent with the attention sum in the two obser-
[swmmary
t

In summary,
vations in Finding 2, thus this is reasonable to replace the sum with
in Eq. @ to make the numerical values comparable with the first term.
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C Details of Experimental Settings

C.1 Baselines

Detection. For the baseline method from Carlini et al. [7], we generate n sam-
ples with different random seeds for each prompt, and calculate the Iy distance
between them in pairs. We use the smallest distance among the pairs as the
measurement. Since the memorization samples will produce the same results
no matter what the random seed is, the [y distance between generated images
of memorization should be small, while the non-memorization samples should
have larger distance. The weakness of this method is that it requires repeated
generation for one prompt, which is slow.

For the baseline method from Wen et al. |40, we compare the difference of the
model output between the suspect prompt and empty prompt. To stabilize the
results, we generate n samples on s diffusion steps, and use the averaged results
for detection. This method will also slow down the generation speed because it
needs additional inference operation on empty prompt, and may use repeated
generation for stabilized results.

Mitigation. Wen et al. |[40] provide two variants of mitigation methods for
inference and training. For inference-time mitigation, they update the initial
token embeddings of the prompt to make the model output closer to the empty
prompt. For training-time mitigation, they set up a threshold to remove the
samples with high difference from empty prompt. This also requires additional
inference operation on the empty prompt. In Appendix[C.3] we compare how to
select the threshold between their method and ours.

C.2 Metrics

Detection. We calculate the time cost on a single GPU of A5000 with batchsize
of 32 for SD v1.4 and 16 for SD v2.0.

Mitigation. Similarity Score is calculated between the generated images and
the training images paired with memorized prompts. For inference-time mitiga-
tion, the FID is calculated between generated images (including both memorized
prompts from |36] and 500 non-memorized prompts) and a subset of LAION |[29]
with 10,000 images. For training-time mitigation, CLIP score is calculated on
100 memorized prompts in training data, 200 non-memorized prompts in train-
ing data and 200 generated prompts by ChatGPT-4.

C.3 Training-time mitigation threshold

For both baseline method and ours, we need a threshold to remove the samples
from the training mini-batch. Based on the extracted memorized samples in |36],
we use the threshold of the best F1 score for the baseline method. To control
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the strength as shown in Fig. we adjust the threshold by adding a number
in the range of -2 to 1. For ours, since we have noticed that different diffusion
steps tend to have different entropy, we use each step’s Sth-percentile of the
entropy of memorized samples in [36] as the threshold for that diffusion step.
This can remove the samples more accurately based on each step. For larger
t, the threshold is larger since the entropy is larger in the early stage of the
diffusion process; conversely, for smaller ¢, the threshold is smaller. To control
the strength, we adjust the threshold by multiplying it with a factor. In our
experiment, we set the factor in the range of 1.1 to 1.35.



	Unveiling and Mitigating Memorization in Text-to-image Diffusion Models through  Cross Attention

