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Abstract. In this work, we describe a method for large-scale 3D cell-
tracking through a segmentation selection approach. The proposed method
is effective at tracking cells across large microscopy datasets on two
fronts: (i) It can solve problems containing millions of segmentation in-
stances in terabyte-scale 3D+t datasets; (ii) It achieves competitive re-
sults with or without deep learning, bypassing the requirement of 3D
annotated data, that is scarce in the fluorescence microscopy field. The
proposed method computes cell tracks and segments using a hierarchy
of segmentation hypotheses and selects disjoint segments by maximiz-
ing the overlap between adjacent frames. We show that this method is
the first to achieve state-of-the-art in both nuclei- and membrane-based
cell tracking by evaluating it on the 2D epithelial cell benchmark and
3D images from the cell tracking challenge. Furthermore, it has a faster
integer linear programming formulation, and the framework is flexible,
supporting segmentations from individual off-the-shelf cell segmentation
models or their combination as an ensemble. The code is available as
supplementary material.

1 Introduction

Tracking cells in terabyte-scale time-lapse volumetric image datasets of develop-
ing organisms acquired with the latest generation of light-sheet microscopes |21}
25./56] is still an open problem. This conceptual and practical challenge involves
segmenting individual cells and reconstructing their trajectories and lineages
across multiple rounds of cell divisions. The scale of the data hinders the ap-
plication of computationally intensive algorithms as these datasets easily con-
tain thousands to millions of segmentation instances. Moreover, the lack of 3D
ground-truth annotations also limits the application and performance of deep
learning (DL) and other machine learning methodologies.

Methods usually tackle the problem in two different steps: computing the
segmentation (or detection) and linking the previously detected instances given
an association score. These methods can employ off-the-shelf segmentation mod-
els [43153,57], and might use association scores from hand-crafted features |30].
However, segmentation mistakes undermine the association score, harming the
final tracking result. Because state-of-the-art segmentation methods are based
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on deep learning and require hard-to-obtain annotated data, their accuracy is
greatly impaired when annotations are not available.

More recent methods based on flow-field estimation [18H20L31,[58] circum-
vent these limitations by avoiding segmentation altogether and estimating the
position and motion of cells between frames, relying only on a marker in the
center of each cell and a link between the same cell and their divisions in adja-
cent frames. The association score is computed through the motion estimation.
This kind of cell-centroid supervision requires much less effort than annotating
volumetric segmentation instances.

Rather than avoiding segmentation, other approaches leverage the spatial
information and compute the cell segments and their tracks jointly by modeling
the cell nuclei as a mixture of Gaussians [3,52], computing multiple segmenta-
tion hypotheses using ellipsoid fitting on their contours 61|, or formulating the
splitting and linking of regions (i.e. cells) in the image as a graph-cut problem
in space and time |16},23}/59]. While these approaches provide an elegant frame-
work for joint segmentation and tracking, they are much more computationally
intensive when compared to flow-based methods.

In practice, cell segmentations are invaluable because it assists subsequent
downstream image analysis steps such as track validation and quantitative anal-
ysis. Thus, we propose a novel method with the following goals in mind:

— The segmentation instances should be computed jointly with tracking to
avoid dependence on the accuracy of pre-computed segmentation results and
to leverage both spatial and temporal information.

— The method should be computationally efficient and support out-of-memory
processing of multi-terabyte datasets.

— It should leverage existing pre-trained models or traditional image processing
for segmentation while achieving reasonable performance when ground-truth
labels are unavailable.

To accomplish this, we propose a new algorithm for joint segmentation and
tracking. It builds upon the concept of hierarchical segmentation and a novel
method for extracting disjoint segments from a hierarchy and, at the same time,
formulating it as an integer linear program (ILP) that respects the biological
constraints (e.g., cell divides into two).

We perform multiple experiments evaluating different use cases of the pro-
posed method and validate its performance against state-of-the-art-methods us-
ing the cell tracking challenge [62]| and the epithelial cell benchmark [16]. More-
over, we show our method can scale to large multi-terabyte scale real-world
microscopy datasets [67] with millions of cell instances.

2 Background and Related Works

2.1 Hierarchical Segmentation

Hierarchical segmentation has previously been used in cell tracking [61] but
in a very limited scenario. Here, we review a more general representation of
hierarchies and contours and their application to image segmentation.
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Flat image segmentation (i.e. non-hierarchical) concerns partitioning an im-
age into disjoint segments, while hierarchical segmentation produces nested re-
gions. Let V' be our basic units, the image voxels, a hierarchy H = {51, Sa, ..., Sn}
contains a sequence of segmentations, where every .S; is a collection of disjoint
non-empty sets and their union is V. The sequence is ordered, such that S;_; is
a refinement of 5;, so any element in S;_; is a subset of an individual region of
S;. Therefore, at the finest level, Sp, each region contains a single unit, and at
the coarsest, there is a single region S,, = {V'}, the whole image. By assigning
an increasing value \; for each partition S;, the hierarchy can be represented as
a dendrogram.

The hierarchical segmentation cannot be easily represented with a set of
discrete labels as done for flat segmentation. Instead, they are commonly repre-
sented using an Ultrametric Contour Maps (UCM) [4,371/39] where the boundary
between different regions receives the value \; of where their merging happened.

Several methodologies explore this duality between fuzzy contour maps (i.e.,
UCM, edge detection, affinity map) and hierarchies. Notably, Pont-Tuset et
al. [49] accelerated the computation of normalized cut [54] of affinity maps by
starting the clustering from a lower-resolution image and increasing its reso-
lution, and finally aligning and merging the results into a UCM. Maninis et
al. [32] used a convolutional neural network (CNN) to estimate boundaries of
different orientations and applied the oriented watershed transform [5] to obtain
the hierarchical segmentation.

In the more general context, these nested segmentations are a hierarchical
clustering of an edge-weighted graph G = (V, E), where V are the image voxels
and E the edges connecting nearby elements in the image planar lattice. For
example, the watershed framework from [39] was extended to edge-weighted
image graphs [12,37].

In the microscopy domain, segmentation from edge weights is extremely pop-
ular [10,/17,|65]. Because most applications expect a single label per instance,
methodologies based on correlation clustering (i.e. sum/multi-cut) |24}261/44}68|
are preferred over hierarchical [42] because they avoid the extremely challenging
step of selecting the segment from the hierarchy without using a naive horizontal
cut in the dendrogram. Kiran and Serra [27] proposed an algorithm that finds
the optimum flat partition in a hierarchy for a restricted set of energies. More
recently, GASP [6] was proposed to unite correlation and hierarchical clustering.

Our approach is not constrained to any hierarchical segmentation method;
we chose the watershed framework due to its simplicity and computational per-
formance.

2.2 Cell Tracking

Cell tracking has been a central problem for the bioimage community for more
than two decades [70|. Several different strategies have been explored, a non-
exhaustive list being: contour evolution [14]; sequential fitting of mixtures of
Gaussians [3|; dynamic programming using the Viterbi algorithm [30]; and prob-
abilistic graphical models that account for under/over-segmentation errors [52].
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Most related to our approach are joint segmentation and tracking methods,
where the final cell segments are found during the tracking step [9]. In [61], the
authors compute a hierarchical segmentation by fitting ellipsoids to their cells
detection binary map contours, then, they estimate their association score using
gradient boosting [15]; and obtain the tracks by solving a network flow ILP.

Jug et al. [23] proposed (and later improved [50]) the moral lineage tracing
(MLT) problem by formulating tracking as a minimum cost multi-cut (sum-
cut) subject to biological constraints: cells can divide but not merge, and that
they can appear or disappear from the field of view. This approach extended
the wide literature of multi-cut problems in the spatial domain (i.e., image
segmentation) |241/26,44/68| to include the time axis and additional constraints.
Despite the elegant framework, the NP-hardness of the multi-cut problem limits
its application to medium-size datasets, even with specialized algorithms [50]. In
comparison, our approach does the hierarchical segmentation of each frame by
max-cut (i.e. watershed framework), |11] reviews their relationships.

More recently, flow-based methods |18}41}[58] were proposed and have shown
the most competitive performance. In [19|, they estimate both the centroid de-
tection and the motions of cells using a CNN. The tracking is computed by
advecting backward in time using motion estimation and starting from the cells’
detections. Malin-Mayor et al. [20,|31] extends this method by proposing a loss
function that allows sparse annotation of the cells’ centroids and their links, ad-
ditionally, the lineages are obtained with an ILP solver rather than a heuristic
as in earlier work |18}|19L[58].

Other notable DL-learning-based tracking methods employ different strate-
gies: [45] tracks cells by clustering pixels from adjacent frames using their coordi-
nates and embeddings from a recurrent hourglass network. Starting from a set of
segments, Ben et al. |7] construct a directed graph and solves the tracking using
a graph neural network to classify the edges that belong to the cell lineages.

Scalability is not often highlighted in previous work. With the exception
of [31], DL methods cannot scale to large 3D datasets due to limited implemen-
tation, or they require a lot of annotated 3D data, which is unavailable. Most
non-DL methods cannot scale to hundreds of gigabytes because their algorithms
are not efficient 23},/50,/61], some exceptions being |3}30].

3 Method

Our method was developed for fluorescence microscopy images, where cells are
engineered to express localized fluorescence, making them or their boundaries
easily identifiable from the background. The challenge is to split the cells’ in-
stances, which cannot be easily resolved because of optical artifacts, and link
these instances through time.

To avoid committing to a single potentially erroneous candidate segment per
cell, we construct a hierarchy of segments. Ideally, the true cell instance will
be one of these candidate segments. This differs from methods that aggregate
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superpixels during tracking [23}/50] because the set of possible segments is fixed
during the ILP optimization.

While it is rather optimistic to assume that the hierarchy will always closely
fit the true segments, this approach can always find a single region at a finer level
that belongs to a unique true segment at the cost of not covering it completely.

We formulate the problem of finding the instances in the hierarchy as an
optimization problem to maximize the overlap between the unknown true in-
stances and a selection of disjoint segments from the hierarchy, which we will
call maximum total intersection over union (MTIoU).

Given a hierarchy H and a set of ground-truth segments G = {g1, g2, ..., gn },
the set of disjoint segmentation with MTIoU can be found with the following
ILP:

arg max = Z Z WpgTpg (1)

X

peEH qeG
s.t. yp=prq VpeH (2)
qeg
Zmpq§1 Vqgeg (3)
pEH
Yptys <1 VpgeHlpCq (4)
yp €{0,1} VpeH (5)
Tpg € {0,1} Vp,ge HxG (6)

where wp, is the intersection over union (IoU) between segment p and ¢; zpq
indicates if p is assigned to ¢; y, indicates if segment p was selected (y, = 1) with
Eq. |2| forcing a single assignment per segment; Eq. [3| forces a single assignment
per ground-truth segment; Eq. [] restricts the solution to only disjoint segments
(i.e. they belong to different branches of the hierarchy).

In practice, information about the true instances is not available, so we ap-
proximate this problem by solving the segmentation selection between hierarchies
of adjacent frames under the assumption that they are similar. Thus, the cell
segments will overlap in some nodes in the hierarchies.

By formulating the ILP considering every time point, not just a pair of frames,
and including the biological constraints, such as cell division, disappearing and
appearing cells [61], the resulting segmentation and their association between
hierarchies can reconstruct the cell lineages.

Therefore, the ILP formulation of the MTIoU between hierarchies for cell
tracking becomes:

arg max = Z Z Z WpqTpgt+
x te[2..T] pEH—1 gEH,

Z WaTap T WeTps + WsTsp (7)
pEH
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St Yg=Taqgt+ D Tpg VqEMH, VLE[LT] (8)
pEH: 1

Yp + Tsp = Tpg + Z Tpg VpEH ViEe[lT] 9)
qEH 41

Yp>Tsp ¥V DEH (10)
Yp+ys <1 YpgeMt, |pcq Yte|lT] (11)
yp €{0,1} VpeH (12)
2pq €{0,1} Vp,q € Hyoy x Hy V £ € [2.7] (13)

where H; are the candidate segments (i.e. hierarchy) of frame ¢t and H =
Usen..myHs. We consider H; = () when ¢ is out of range [1.T]; Zap, Zpg, Zsp
are the segment p appearance, disappearance, and division binary variables, and
their non-positive penalization parameters w,, wg, ws, respectively. For segments
from ¢t =1, we set w, = 0, and wg = 0 for ¢ = T as boundary conditions; y, is a
slack binary variable indicating if segment p is part of the solution. Equation [§]
and |§| are the constant flow constraints [61] such that for the selected segments,
there is an incoming segment from the previous frame or it is an appearing
segment, and the outflow allows up to 2 out-going segments (i.e. division) or
its disappearance; Eq. asserts there are only divisions from an existing cell;
Eq. [[T] restricts the solution to disjoint segments as in Eq. [ In Section [1.3] we
compare the run time of our ILP formulation with previous work.

3.1 Hierarchy construction

While not limited to any hierarchical segmentation method, we chose to compute
the hierarchies using the hierarchical watershed framework [46}/47], which allows
constructing hierarchies in log-linear time (sorting complexity) with respect to
the number of edges in a graph with the minimum-spanning tree algorithm |3§|
and Tarjan union-find [60].

For each frame t, we estimate a set of candidate segments, H;, from a binary
foreground, F}, and a fuzzy contour map, Cy, provided by the user. The fore-
ground F} indicates the location of cells against the background. The contour
map indicates where the cell boundaries (i.e. contours) may lie. Since the con-
nected components in F; are disconnected by definition, a hierarchy is computed
for each one and integrated into a single H; while ignoring the background.

Each hierarchy is constructed using the watershed hierarchy by area [35,/46|
on the undirected weighted graph from their respective connected component in
F;. The edge weight between a pair of pixels is their average intensity.

Using the full hierarchies on the tracking ILP (Eq. can easily make the
problem too large to solve. Therefore, three criteria were used to filter irrelevant
segments [48] and decrease the number of candidate solutions:

1. Minimum size: the hierarchy is pruned below a minimum size threshold;
2. Maximum size: the hierarchy is cut above a maximum size threshold;
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3. Non-relevant contours: segments with average contour strength below a thresh-
old are fused.

The minimum and maximum cell sizes are usually known for each organism,
and the non-relevant contours filtering can be tuned by observing the under
(over) segmentation of the solution. Figure [la]shows a hierarchy filtering exam-
ple.
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(a) Example of hierarchy filtering by mini-
mum size, maximum size, and contour strength;

(b) Example of linkage between two hierarchies
and their weights matrix w_ . which includes all
Wy, q- Solution considering w.. in blue and in red
solution of w? when p >= 2.

dashed lines show deleted elements. Leaves of
the hierarchy are not shown.

The MTIoU can suffer from over-segmentation when spurious segments with
high overlap between frames are present in the hierarchies. For example, in
Figure despite AB and C'D having perfect overlap (wap.cp = 1.0) when
solving Eq. [7} the solution selects segments A, B, C, D (blue solution) because
their sum of weights is larger. By taking a power p of w_, we reduce the over-
segmentation as it favors fewer segments with larger w_ values (red solution)
rather than many with smaller w._ values.

3.2 Scaling to terabyte-scale datasets

As described previously, one major challenge of joint segmentation and tracking
is the intense computational requirements. This section will discuss how our
approach can effectively scale to terabyte-scale datasets.

The hierarchical segmentation is computed per connected component of
each foreground map F;, greatly reducing the number of pixels considered. For
each hierarchy, the segments outside of the minimum and maximum size range
are removed. Next, the disjoint segmentation constraint, Eq. is computed
by going through each segment to its last ancestor. For each segment, we store
their center coordinates and bounding boxes for computing their IoU. Since the
segmentation of each volume (plane) is independent, it can be easily run in
parallel.

The association weight between segments is only computed for a subset
of k x N; pairs, where N, is the total number of segments on frame t. For
(t—1,t)-pair of frames, we start by computing a KDTree [63] with the segments’
coordinates from ¢t — 1 and querying the 2k-nearest neighbors within a certain
radius for each segment coordinate in ¢. From these 2k samples, we select the
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k with the highest IoU, thus, we avoid computing the w_ for every pair in
(t—1,t), as w_ is significantly sparse. Additionally, since the IoU only considers
the non-zero values of the segmentation masks, it can be computed using a
crop around the segments’ bounding box. When the bounding boxes between a
segment, and its neighbor do not intersect, its IoU is zero and does not require
further computation. The weights between different (¢ — 1,¢) are independent,
so each pair of frames can be run in parallel.

The ILP can easily reach millions of variables due to multiple candidate seg-
ments per cell. When that happens, it cannot be solved in a reasonable amount
of memory or time. However, its global solution can be approximated by solving
the problem in multiple overlapping time windows as in [31]. The regions between
overlapping windows are not used in the final solution except for a single frame,
where the segments from already computed solutions are used as constraints,
enforcing continuity of tracks, essentially stitching adjacent windows.

Malin-Mayor et al. [31] employed their own distributed computing sched-
uler to process these windows in parallel while avoiding concurrent processing
of overlapping windows. We propose a simpler two-pass interleaved scheduling
scheme: 1) Split the timelapse only along the time-axis into N overlapping win-
dows, where the overlap is smaller than a single window; ii) Solve the ILPs
of the even-numbered window; iii) Add the solutions from the even-numbered
ILPs as constraints; and iv) solve the odd-numbered ILPs. This simple strategy
guarantees that no overlapping window is processed simultaneously, and it can
be trivially executed in parallel at the cost of waiting for every even-numbered
window to finish before starting the odd-numbered executions. Further improve-
ments can be made by waiting for only adjacent pairs to finish (e.g. window 3
depends on 2 and 4).

4 Experiments

We evaluate our claims and the proposed method in four different experiments:
1. Multiple quantitative comparisons of the proposed algorithm against state-
of-the-art methods for cell tracking.
2. Analysis of an ensemble of segmentations with traditional segmentation al-
gorithms and off-the-shelf segmentation CNNs.
3. Runtime comparison of different ILP formulations.
4. A multi-terabyte dataset cell tracking use case.

When available, the experiments were evaluated using the metrics proposed
by the Cell Tracking Challenge (CTC) [62]: TRA, a score of operations required
to transform the resulting lineage graph to the ground-truth lineage [33]; SEG,
the average IoU between the predicted and the ground-truth segmentation in-
stances (a predicted instance is assigned to a ground-truth instance when it
overlaps with more than half of its pixels); and CTB, the average between the
TRA and SEG scores, this is the primary ranking score in the competition and
used to characterize state-of-the-art method.
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4.1 Quantitative comparison

Cell Tracking Challenge: This first quantitative experiment was run on five
datasets from the long running CTC: Fluo-C3DL-MDA231: Infected human
breast carcinoma cells; Fluo-N3DH-CE: C. Elegans developing embryo [36]; Fluo-
N3DL-DRO: D. Melanogaster developing embryo [3]; Fluo-N3DL-TRIF (TRIC):
Developing Tribolium Castaneum embryo (and its cartographical projection). In
each case, two timelapses are available for training and validation purposes, and
two other timelapses are used for testing. Test set results were evaluated by the
competition organizers, and their labels are not publicly available.

The MDA231 and CE datasets have ground-truth tracks and silver-standard
segmentation annotation automatically generated by a consensus [2] of the top-
ranking algorithms from previous iterations of CTC. The DRO, TRIF, and TRIC
datasets only have ground-truth tracks for a specific group of cells and a few 2D
labels. In these cases where not every lineage are labeled, the initial positions
of these cells’ tracks are provided during submission and must be used to select
only the cells that belong to these lineages. These sparse annotations make the
tracking much more challenging because less training data are available, and
during evaluation, other lineages must be removed, so missing links on the pre-
dicted lineages will prune the rest of the tracks and greatly decrease the final
score.

We used a U-Net CNN [51] for predicting the cell and edge detection maps,
and both maps were optimized using their own dice loss [13] with additional dice
losses on side edge-detection predictions [66] during training.

The DRO, TRIF, and TRIC do not have any 3D segmentation annotations.
Therefore, we tried two approaches. i) Using our U-Net and training it using
labels computed from a traditional segmentation algorithm. We denoted this as
pseudo-labels (PL). ii) Using filters to detect the cells and compute the contour
topology, denoted by image processing (IM).

In both cases, the foreground (i.e. cells) was detected using a difference of
Gaussians and thresholding it with Otsu. The contour maps were simply the in-
verse of the Gaussian blurred image. For the pseudo-labels, we used the contour
maps and foregrounds to run the hierarchical watershed and performed a hori-
zontal cut in the hierarchy to obtain the flat segments used to train our CNN.
In IM, the foreground and contour maps were used as the tracking input.

We optimized the hyper-parameters using grid search and cross-validation
on the training set to avoid a biased estimate of our final accuracy, so models
trained on dataset 01 were applied to dataset 02 and the other way around. More
details about these procedures, including their parameters, can be found in the
supplementary materials.

The non-DL solutions achieved better results (see supplementary) on these
datasets than DL with pseudo-labels, therefore, IM was used in our final sub-
mission. Next, the proposed method was evaluated on the hidden test set.

The competition organizers report the top three methods for each metric
and provide access to our ranking regardless of our position. The final results
are reported in Table
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Table 1: Results on the hidden test Table 2: Epithetial Cell Benchmark
dataset of the cell tracking challenge segmentation (SEG metric) results, top
at the time of article submission; sub- scores in bold, higher is better. Our track-
scripts indicate the method used accord- ing algorithm is indicated by t

ing to enumeration; our submission is in Method  Variation PER PRO
bold

FFN Default  0.879 0.796
Dataset Rank CTB TRA SEG MTL Default  0.904 0.818
1st 0.7972 0.8842 0.7102 TA Default - 0.758

ond 0.761 % 0.882@ 0.642 8

MDA 5 07570 0,880 0,632 PlantSeg Dot mocel 0T8T 9701
7th 0.683 0.818 0.549

o Original ~ 0.907 0.817

Lst 0'844|I| 0987@ 0'759 MALA  Our repeat 0.902 0.810

CE 2nd 0.829 °0.979 1 0.729 Our tracking’ 0.909 0.817

3rd 0.8082 0.975@ ¢.7220
4th - 0.967 0.722 Blur  Our tracking” 0.853 0.804

1st 0.708 0.802 0.613
DRO 2rsld 06170 0.785@ 0.6130 Table 3: Results of individual segmenta-

3rd 0591 0.7858 .397 @ tion methods and their ensemble
File Method TRA SEG CTB

1st 0.841 0.9552 0.746

TRIF  2nd 0.8042 0.936 0.6848 Watershed 0.905 0.593 0.749
3rd 0.7858 0.886 8 0.654 | Cellpose  0.863 0.671 0.767
1st 08670 0.9528 .791 @ Stardist 0.910 0.724 0.817
ond 0.8162 0.9420 0.766 2 Ensemble 0.956 0.740 0.848

TRIC

3rd 0.7872 0.854 0.680E

4th 0.754 i 0.654 Watershed 0.898 0.695 0.796

Cellpose 0.908 0.743 0.825
Stardist 0.941 0.818 0.880

Ensemble 0.956 0.826 0.891

The leaderboard’s methods at the time of submission were:

. KTH-SE: |30] image processing with tracking using Viterbi algorithm;

2. KIT-GE: EmbedTrack [29], a joint flow-based tracking and pixel embedding

segmentation method;

. MPI-GE-CBG: Description is not publicly available, source code indicates it

is a DL-based method with nearest neighbor linking;

. JAN-US: |[20] it is an improved version of |31], where they classify the cell

states to detect division and assist the ILP formulation and use a structured
SVM to find the optimal weights of the ILP automatically;

. LEID-NL: Model-evolution [14] with routines to split dividing cells and track

cells entering the field of view;

. MU-CZ: H-minima watershed [34] plus U-Net for cell contour and foreground

prediction, tracking uses an intersection-based heuristic;

. IGFL-FR: ELEPHANT [58] uses the cell detection and advection of DL flow

prediction linking as item [3}
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8. RWTH-GE: [55] Laplacian of Gaussian cell detection, with nearest neighbor
linking with manual curation for missing detections.

The large variety of top-ranking methods shows that there is not a single
best-tracking algorithm. Despite this, our approach obtained the best perfor-
mance in the combined score (CTB), used by the organizers to rank the leading
algorithm, on three of the five datasets — CE with supervised DL and TRIF
and DRO with image processing only — while no other methods led CTB in 3D
datasets more than once. In the TRIC dataset, most of our mistakes were on
the periphery of the projection, where the cells’ movements are inflated, making
our IoU weights significantly less effective. In MDA231, we achieved our worst
ranking. We suspect our edge-detection network did not generalize to the test
dataset. In DRO, we obtained the largest improvement in the whole competition,
going from 0.617 (2nd) to 0.708 (1st).

Epithelial Cell Benchmark [16]| evaluates a different tracking modality,
where the cells are densely packed, and the cells’ membranes are visible rather
than their nucleus. It contains eight 2D timelapses, divided into two cell types,
three peripodial (PER) and five proper discs (PRO) cells’ timelapses [1]. In
this context, graph-cut methodologies extended from the electron microscopy
segmentation domain are commonly used [171[65].

We compared with the original baselines MTL [50], FFN [22], TA 1], MALA [17]
and PlantSeg |65] which uses Multicut from ilastik [8] and GASP [6]. Addition-
ally, we reproduced MALA’s experiment EL achieving a score lower than the
original run but still competitive, Table [2| Refer to [16] for a more in-depth
description of baselines.

We evaluated our algorithm in two scenarios, marked with a 1 in Table
(i) the original frames filtered with a Gaussian kernel (¢ = 1.0) as our contour
map, (ii) using MALA’s edge predictions as input.

The minimal solution without deep learning (i) is comparable to some of the
DL approaches, especially in the PRO datasets, which have diverse cell sizes.
Our solution from MALA’s boundaries (ii) meets or surpasses other methods
despite having inferior predictions than the original MALA work (our repeat
row). The performance could be further improved by accessing MALA’s original
network weights. This displays the effectiveness of our approach at performing
the correct segmentation against state-of-the-art DL and graph segmentation
schemes. Videos are attached as supplementary.

4.2 Segmentation ensemble experiment

Most biologists cannot train their segmentation models or design complex image-
processing pipelines. Therefore, leveraging broadly available segmentation tools
is essential. We show that our method can use segmentations from different
algorithms and combine them to achieve superior performance using fuzzy con-
tour map representations on the training set of Fluo-N2DL-HeLa [40], a 2D
dataset of HeLa cells expressing H2b-GFP from CTC. We chose this dataset

! nttps://github.com/funkey/flywing
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since it contains high-quality images and annotations. Because it is a 2D dataset,
we can leverage state-of-the-art off-the-shelf 2D segmentation methods such as
Cellpose |57] and Stardist [53]. Therefore, this experiment aims to evaluate the
multi-label input use case and not benchmark against the state-of-the-art, espe-
cially since no fine-tuning is performed.

(a) GT (b) ensemble (c) watershed (d) cellpose (e) stardist

Fig. 2: Segmentation results, mistakes are indicated by the red arrows. (a) ground-
truth cell detection; (b) ensemble; (c-e) individual methods results.

We evaluate three different segmentation methods: a classical watershed from
h-minima using a distance transform as the watershed basins [28]64]; Cell-
pose [57] with "cyto2" weights; and Stardist [53] with "2d versatile fluorescence".

For each segmentation map, we extract a binary map indicating foreground
(i.e. cell) versus background and the distinct labels’ binary contours. The en-
semble maps were created by combining the foregrounds using the logical OR
operator and the contours by averaging. Table [3| presents the scores from run-
ning our proposed algorithm on the foreground and contour maps from the labels
of each method. The top score for the ensemble model shows that the contour
map representation is an effective way to combine multiple segmentations, and
our ILP picks segments that are better than any individual segmentation result,
consequently improving cell tracking. Figure [2| shows how this approach benefits
segmentation and tracking.

4.3 ILP run time comparison

Cells moving in and out of the
field of view and cell division con-
straints are critical aspects of the
cell-tracking ILP and can be for-
mulated differently. In this ex-
periment, we compare the per-
formance of our formula against
other recent ILP-based methods 0
for optimizing Eq. [7] Tiiretken et

al. |61] and Malin et al. [31], with

the same experimental setup and Fig. 3: Runtime comparison between ILP formu-
parameters. We included Eq. lations.

to Malin’s formulation to allow multiple segmentation hypotheses and set wg =0
for all methods because Malin does not penalize disappearance events.

6001 Formula

Turetken
= Ours
Malin—Mayor H

Time (secs)
iy
o
o

N
o
o

0 50 100 150 200 250
Window size
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We compared the average run time of 3 runs with increasingly longer time-
lapses (i.e. window) of the Fluo-N3DH-CE datasets. The window started from
the middle of the timelapse and increased at both ends. A linear fit for each
method reported slope coefficients of 1.75 4+ 0.12 for Tiiretken, 1.37 £+ 0.06 for
Ours, and 1.84 4+ 0.06 for Malin-Mayor, the smaller, the better. Figure [3| dis-
play the measurements and their linear regression. Therefore, our formulation is
faster and scales better with increasingly larger problems. All sizes except the
initial size of 10 produce reasonable tracking results.

4.4 Terabyte-scale tracking use case

We ran our algorithm on a 3D time-lapse dataset of a developing zebrafish em-
bryo [67] recorded with a light-sheet microscope. The recording starts at 12 hrs
post-fertilization and lasts 6.6 hrs with an acquisition interval of 30 secs. After
cropping and stabilizing the embryo region, the dataset’s uncompressed size is
about 3.4 TB, and its shape is 791 x 448 x 2174 x 2423 voxels (t, z, y, X).

The algorithm was executed in a compute cluster using SLURM [69], follow-
ing the strategies described in Section [3.2] For the tracking step, a window of
size 50 with an overlap of 5 frames on each side was used. For a fair comparison,
we limited our resources to 100 CPU cores and 20 GPUs as used in [31].

Processing took approximately a total of 9.5 hours of distributed comput-
ing, including: 1 hour and 20 min. to detect the foreground and predict the
contours using a U-Net as described in the other experiments, and trained on
pseudo-labels from a watershed segmentation; 2 hours and 7 min. to compute
the hierarchical segmentation for all frames; 40 minutes for the association be-
tween segments; 3 hours for the tracking first pass; 2 hours and 8 minutes for
the second pass; and 18 minutes to export the data. The first step used GPUs,
the remaining only CPU cores, processing in total 25 hours of GPU time and 31
days 22 hours of CPU time. Resulting in more than 21.5 million cell instances.
The ILP size is partially proportional to the number of resulting instances.

Results are shown in Figure ] and in a video in supplementary materials.
Annotations are not available for a quantitative analysis. However, we expect an
accuracy similar to embryonic datasets from the cell tracking challenge, Tab. [T}

In comparison, with similar resources, Malin-Mayor et al. [31] tracked a
mouse dataset in an earlier developmental stage (therefore, fewer and less densely
distributed nuclei) in 44 hours, segmenting about 7 million cell instances. Infor-
mation about the total GPU and CPU time is not available.

5 Limitations & Social Impact

While the methodology is more robust to segmentation mistakes than non-joint
segmentation and tracking methods, the space of possible segmentations is con-
strained from the input contour map. Therefore, contour maps that poorly cor-
respond to the cell boundaries greatly impair our method’s performance. And, in
rare cases where a hierarchy is consistently wrong and not moving, it violates our
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(a) (b) (d)

Fig. 4: Whole embryo segmentation results: (a) Maximum intensity projection; (b) 3D
rendering of segmentation labels; (¢) YX slice; and (d) ZY slice.

assumptions, and the algorithm might fail to distinguish it as single or multiple
cells.

The negative social impact of this work would be the employment of this
method to assist unethical /immoral biological research, as with any other bioin-
formatics tool.

6 Conclusion

In this paper, we introduced a novel approach to cell tracking in microscopy
data that selects cell segments from hierarchical segmentations. Our method
demonstrated state-of-the-art performance on three out of five datasets from
the Cell Tracking Challenge [62] and on the Epithelial Cell Benchmark [16]. To
date, it is the only method to excel in both nuclei and membrane-based cell
tracking while also scaling to terabyte-scale datasets.

However, the benefits of using contour maps for cell tracking extend beyond
surpassing benchmark metrics and improving segmentation performance. The
contour (i.e. affinity) space offers more flexibility than the traditional domain
of discrete labels, enabling the use of an ensemble of segmentation models and
differential models for edge detection.

Therefore, the outlined goal of developing an effective joint segmentation and
tracking method that supports a variety of inputs was achieved.

Overall, we believe our approach has significant potential for advancing cell
tracking in complex microscopy data and opening new avenues for exploration
in bioimaging research. In future work, a model could be used to predict the ILP
weights.
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