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1 Additional evaluations

Qualitative results. We include additional qualitative results in Figures[d and
Bl We recommend looking at the video results| to assess the quality of
our reconstruction compared to other methods. Notably, we observe that: (1)
Our reconstruction is consistent in time, which is not the case of BITE and
BARC which reconstruct frames independently. (2) The meshes reconstructed
with RAC achieve relatively good score across all metrics, except LPIPS, yet
they are qualitatively very poor, and they fall short in accurately representing
the subject’s true shape.

Qualitative ablations. We propose a qualitative comparison of CSE signal
with sparse key points in Fig.[l] BARC sparse-keypoint predictor provide strong
signal on front-facing views, however the prediction is inferior on challenging
views (i.e from the back). Additionaly, we qualitatively evaluate the result of
global orientation factorization in Fig.

2 Implicit duplex-mesh rendering

We provide additional details for our implicit duplex-mesh model. During the
rendering of I € [0, 1>*#>W from an arbitrary camera viewpoint P, we ex-
plained earlier that for each pixel u € [1..H] x [1..W]:

1. We compute x],, the first intersection between the ray in posed-space ry
and the posed outer boundary mesh F(IAJT7 B, 6). We repeat the same for the
inner mesh F(VT, 3,0) to get intersection point x¥.

2. Since x], and x}, are defined on the posed outer and inner mesh, we can
compute their corresponding position %X and %}, in the canonical space.

3. We march in the canonical space with Emission-Absorption (EA) over the
canonical ray t, defined between the two canonical points: %], and X},

Trajectory sampling Given a ray in posed-space ry, the computation of (x],,
x},) can lead to 3 scenarios:

— ry first intersects the outer and then the inner mesh. This is the standard
scenario.

— ry only intersect the outer, and not the inner mesh. In that case, we compute
x| as usual. However, since x}; cannot be defined on the inner mesh, we
replace it with the second intersection point between r, and F (1>T, B,0).

— ry does not intersect with the inner or the outer mesh. Here, we do not
render the pixel u.


https://remysabathier.github.io/animalavatar.github.io/
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Fig. 1: Qualitative results on COP3D with CSE supervision or sparse-keypoints (other
losses activated in both case).

Additionally, even if the inner and outer mesh do not overlap in the canonical
space, they may intersect in some cases when they are posed. This can lead to
unexpected scenarios where ry, first intersect the inner mesh and then the outer
mesh, or only the inner mesh. We simply decide to discard these points from the
rendering.

Optimization In the method section, we described how our approach simulta-
neously learns the shape 3, motion 6;, and texture 1 of a sequence. During the
optimization process, the implicit duplex-mesh model is randomly initialized and
progressively refined via the photometric loss E?hom. This loss is also backprop-
agated to the pose predictor. We note that the quality of texture reconstruction
is highly dependent on the quality of the pose reconstruction.

3 Shape regularizers

We include details about the different regularizers applied on the shape during
optimization.

As-Rigid-As-Possible (ARAP) In the context of shape manipulation and
deformation in computer graphics and geometric modeling, ARAP regularization
has emerged as a pivotal technique. The main objective is to preserve the local
rigidity of structures while allowing for global transformations, making it ideal
for applications where maintaining the original characteristics of the shape is
crucial. ARAP regularization achieves this by minimizing the deviation from a
rigid transformation at a local level, effectively balancing between rigidity and
flexibility.

In the specific context of our project, we observe that balancing the ARAP
loss is very important to achieve a harmonious blend of realism and flexibility,
and ensure that the dog’s movements are both natural and within the bounds of
plausible deformation. When the loss is set too high, it results in an overly rigid
dog model, exhibiting minimal motion and lacking fluidity. This rigidity, while
preserving local structure, inadvertently leads to an unnatural appearance in
motion sequences. Conversely, setting the ARAP loss too low often lead to invalid
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Fig. 2: Ablation on COP3D w/0 motion factorization.

deformations, where the mesh of the dog may contort or distort in unrealistic
ways. We follow implementation defined in . Please refer to the original paper
for the implementation details.

Edge regularization We include a regularization on the edge length between
connected vertices of the mesh V after the mesh is posed.

The principle behind the edge length regularizer is to minimize the variation
in the length of each edge during the deformation process (when the mesh is
posed). For a given edge connecting vertices v; and v;, the length of this edge
can be denoted as l;;. The goal is to keep l;; as close as possible to its original

length in canonical pose lfj‘f‘”onica'. Mathematically, this can be formulated as a
loss:
icals 2
E(tedge _ Z (lij _ lganonlcal)
J

(¢,7)€Edges(F)

By tuning the weight of the edge-length regularizer, we observe the same be-
haviour as the ARAP loss.
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Fig. 3: Texture reconstruction from BARC BITE pose predictions. We opti-
mize our duplex-mesh renderer model with fixed set of pose {6.} estimated by BARC
and BITE on sequences from COP3D.
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4 Independent Duplex-Mesh renderer

We emphasize that our texture rendering module isindependent from our
pose prediction framework, and can be applied on xed pose prediction§ ;g by
optimizing a photometric loss. We propose to extend BARC and BITE method
(which only predict pose) with our texture module, and show qualitative results
in Figure B Our texture model achieves strong reconstruction even on BARC and
BITE predictions. In practice, since BARC and BITE generate non-temporally
consistent pose, we observe a drop in texture quality for scene with substantial
motions from the camera or the subject.
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Fig. 4: Additional qualitative comparison
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