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A1l Impact of Different Symbolic Operators

Following Section 4, here we present the study on three different operator set-
tings, namely Operator Set 1, Operator Set 2, and Operator Set 3.
Operator Set 1 This set is used in the main paper, as shown below:

g, 9%, %, ag, m, v, sign(g), sign(m), ad, rs, ld, cd, 1, 2, identical, (-)?,
exrp, SZg’I’L, _()7 +7 —, X.

Operator Set 2 Compared to Set 1, the decay-related operators are removed.
This is because decay-related operators were introduced in the study of auto-
mated optimizer search [1], whereas few hand-designed optimizers had them. We
intend to see whether they are necessary. The operators in the set are:

g’ 927 gS, ag7 m, ’U7 Sign(g)7 S'Lgn(m), ad7 TS, 17 27 Zdentical7 (.)27 exp,
sign, +, —, X.

Operator Set 3 This is a relatively simple set, which only contains 11 operators.
As explained in the main paper, the operators g, m, v are the gradient, first-order
momentum, and second-order momentum, respectively. They are the most basic
and important elements in terms of determining parameter updates. Operators
(e.g., exp and +) are the basic unary and binary operators. This set is to show
whether these basic operators are sufficient or not for an effective optimizer.

g, m, v, identical, (-)?, exp, sign, —(-), +, —, X.

Table[T]displays the performance of optimizers learned by SOL across various
tasks using different operator sets. Four distinct models, MNISTNET, ConvNet,
GAT, and BERT, are used in the evaluation. For the MNISTNET model, Op-
erator Set 3 achieved the highest accuracy of 95.01%, while Operator Set 2 had
the lowest accuracy of 91.87%. Conversely, for the ConvNet model, Operator

* Corresponding author.
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Table 1: Performance of the optimizers learned by SOL under different operator sets.

Operator set |MNISTNET ConvNet GAT BERT

Operator set 1 94.82% 70.09% 66.20% 91.47%
Operator set 2 91.87% 67.01% 66.60% 85.96%
Operator set 3 95.01% 66.94% 63.20% 85.47%

Set 1 achieved the highest accuracy of 70.09%, while Operator Set 3 was the
worst, with an accuracy of 66.94%. On the GAT model, Operator Set 1 and
Operator Set 2 reached similar accuracy, while Operator Set 3 fell behind with
the lowest accuracy of 63.20% on the CiteSeer dataset. The BERT model on the
SST-2 dataset had its highest accuracy of 91.47% with Operator Set 1. The ac-
curacies with Operator Sets 2 and 3 were similar. In summary, different operator
sets impact the performance of different models quite differently. With just some
simple components, like Set 3, SOL is still capable of producing good-performing
optimizers. In general, having more components enables more expressions, sub-
sequently leading to better performance.

A2 Details of Hyperparameters Setting

This part supplements Section 4 of the main paper, providing more details on
the hyperparameters setting of five tasks, including hand-written digit classifi-
cation, image classification, adversarial attack, node classification, and BERT
fine-tuning. They are presented from A2.1 to A2.5 respectively.

A2.1 Task 1: Hand-written Digit Classification with MNISTNET

The goal of this task is to demonstrate that our proposed method can auto-
matically learn an optimizer for image tasks. The learning is conducted on the
training set of MNIST with MNISTNET. MNISTNET is an MLP with one
20-dimensional hidden layer, using Sigmoid activation. The learned optimizer is
evaluated on other three variants of MNISTNET: 1). MNISTNET-2Layer, which
doubles the number of layers in MNISTNET; 2). MNISTNET-Big, which dou-
bles the dimension of MNISTNET’s hidden layer; 3). MNISTNET-ReLU, which
replaces the Sigmoid activation in MNISTNET with ReLLU. The learning rate is
set to le-3, the batch size to 128, the max epoch to 50, the optimizer steps to
100, the unrolled length to 20, and the updates per epoch to 10. The learning
process can finish in 0.5h on a GeForce RTX 2080 Ti. In order to verify the
effectiveness and generalizability of the proposed method, we use the learned
optimizer to train MNISTNET and its three variants from scratch.

A2.2 Task 2: Image Classification with ConvNet and ResNet

The purpose of this experiment is to automatically learn a symbolic optimizer
for the task of classifying the CIFAR-10 dataset with ConvNet. The learning is
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directly conducted on the train set of CIFAR-10 with ConvNet. The hyperpa-
rameters setting is as follows: the learning rate to le-4, the batch size to 64, the
max epoch to 50, the optimizer steps to 100, the unrolled length to 20, and the
updates per epoch to 10. The proposed method can learn a symbolic optimizer
for this task within 3 hours on an NVIDIA V100. During the evaluation phase,
we reinitialize a new ConvNet and replicate multiple identical models. These
models are trained using different optimizers, both hand-designed (Adam, SGD,
etc) and automatically designed ones (PowSign, AddSign, Lion, conv2, and ours).

A2.3 Task 3: Adversarial Attack

The goal of this part is to investigate whether the proposed method can learn
symbolic optimizers under constraints. Adversarial attacks aim at finding a
norm-bounded perturbation to the input space that misleads the model pre-
dictions. If a perturbed image misleads the model’s predictions into a wrong
class, the attack is considered successful for that image. In this experiment, the
attack approaches (optimizers) used for comparison, PGD and APGD, are from
torchattacks |7], while the seven defense models come from robustbench [3|. The
metric is the attack success rate, e.g. the percentage of images that the opti-
mizers successfully attacked. In the evaluation phase, the learned optimizers are
used to attack Carmon2019 and other six defense models. The hyperparameters
follow the common settings in PGD and APGD. Each optimizer runs once for
100 steps on every image, and € and « is set to 8/255 and 2/255.

A2.4 Task 4: Node Classification on Graphs

The section is to study the effectiveness of our symbolic optimizers for GNNs.
The chosen task is node classification on graphs. We chose two classic models
in the field of GNN, GAT and JK-Net, for the experiment. The implementation
of the models is borrowed from the PyG [5] library and the structure and pa-
rameters of them are configured by default and not specifically modified. The
learning rate is set to le-3, and the batch size is set to 64. The optimizer steps
and unrolled length are set to 250 and 50, and the others are kept the same
as the previous tasks. We learn one optimizer for each model on an individual
graph dataset. The learning on this benchmark can be completed within 1 hour
on a single RTX 3090.

A2.5 Task 5: BERT Fine-tuning

The target there is to learn optimizers for finetuning a pretrained BERT model
on a set of NLP datasets. The pretrained model is referenced to Hugging Face [9].
The optimizer can be learned for different datasets. The hyperparameter setting
is as follows: for Cola, RTE, and SST-2 datasets, the max epoch is set to 50.
The optimizer steps and unrolled length are set to 100 and 20. For WNLI and
MRPC datasets, the max epoch is set to 100. The optimizer steps and unrolled
length are set to 150 and 30.
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A3 Experiment on Different Hyperparameters

As a continuation of Section 4, this section investigates the influence of different
task-related hyperparameters, that is, learning rate and batch size. The results
show that the hyperparameter setting in Section 5 of the main paper is reason-
able.

A3.1 Learning Rate Experiments

Learning rates have a noticeable impact on the optimizer training. As shown in
Fig. |1} on the MINIST dataset, MNISTNET converges faster with large rates. On
CIFAR-10, the differences between various learning rates are more noticeable, as
in Fig. 2] Under a large learning rate of ‘Ir=1e-3’, ConvNet does not converge.
The convergence under ‘Ir=1e-4’ is better but with oscillation. As for GAT on
the Citeseer dataset, the results are presented in Fig.|3] The learning rate of le-4
shows good convergence.

Loss Curves at Different Learning Rates

— Ir=1le-2
175 Ir=1e-3
— Ir=1e-4

0 60
Epochs

Fig. 1: Loss curves of MNISTNET on MNIST dataset with different learning rates.

Loss Curves at Different Learning Rates Loss Curves at Different Learning Rates

o 3 200 360
Epochs Epochs

Fig.2: Loss curves of ConvNet on Fig.3: Loss curves of GAT on Citeseer
CIFAR-10 with different learning rates. dataset with different learning rates.
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A3.2 Batch Size Experiments

Here we show how the data batch size affects the performance of neural networks
when using the learned optimizer. The results suggest that batch size is not
impactful on the training performance. As shown in Fig.[dland Fig.[f] the training
of both MNISTNET and GAT converges similarly at different batch sizes. Nearly
identical training performances are achieved on GAT. The exception is shown in
Fig.[5l When the batch size was as small as 32, the training of ConvNet struggled
a bit. Nevertheless, keeping the setting within a range would obtain consistent
and good performance.

Loss Curves at Different Batch Sizes

—— batch size=128
batch size=64
—— batch size=32

Epochs

Fig. 4: Loss curves of MNISTNET on MNIST dataset with different batch sizes.

Loss Curves at Different Batch Sizes Loss Curves at Different Batch Sizes
175
—— batch size=128 175 —— Batch Size=32
batch size=64 Batch Size=64

—— batch size=32 1.50 \ —— Batch Size=128

0 ) 200 300
Epochs Epochs

Fig.5: Loss curves of ConvNet on Fig.6: Loss curves of GAT on Citeseer
CIFAR-10 with different batch sizes. dataset with different batch sizes.
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A4 Searched Optimizers on Five Tasks

This section is the follow-up of Section 5, illustrating the generated optimizers.
We first provide the symbolic form of the searched optimizer on five tasks. Sub-
sequently, these optimizers are visualized in the form of expression trees. This

analysis leads to several interesting observations:

1.

2.

On the same task, even with different operator sets, the depths of the gen-

erated trees are similar to each other. See Fig. [7] and Fig.

On different tasks with the same operator set, the depth of the tree changes
to the complexity of the optimizer, more complex optimizers lead to deeper

trees, as as shown in Fig. [7] and Fig. 9]

The searched high-performance optimizer is prone to be wider rather than
being deeper. As for the simplest (in Fig. and most complex (in Fig. [9)
optimizer, the differences in depth and width are 1.9x and 14 x, respectively.

A4.1 Task 1: Hand-Written Digit Classification with MNISTNET

Using Operator Set 1, we search the symbolic optimizer for hand-written digit
classification tasks. The searched optimizer contains all the operators in the set,

which can be detailed as follows:

—0.010037%1—0.0165584*24-0.0470936 * ad — 0.0208686 * cd+0.06328 79 *
9—0.10127%g2+0.0615034*g3+0.0230904*1d+0.0882166*m+-0.0845613*
75+0.0490683+5g-+0.0810729%sm—0.0842005%v+0.0643081%(—0.840519x
1-0.46178%2—ad+0.840838 xag—0.564785*cd —0.73048 x g —0.738461 *
92—0.150937% g3 —0.319391 %ld — 0.192764 +m — 0.200511 x5 — 0.776264 *
$g—0.341622+ sm —0.291858xv) ¥ x2+2.03392148017883 + (0.0158682+ 1 —
0.0866373+2+0.236099*ad—0.0195902*ag—0.0149681*cd+0.113531 xg—
0.235193 * g2 + 0.192015 * g3 — 0.0125626 * Id 4- 0.262811 * m + 0.172704
rs + 0.212438 * sg + 0.248831 * s — 0.0611465 x v) * (0.0862622 * 1 +
0.171756 * 24 0.0288025 * ad — 0.163132 * ag + 0.232837 * cd — 0.0494352 *
g+0.181913%¢2—0.119592% g3+0.171832%Id—0.116764 % m —0.0562006 *
rs+0.0872317xsg —0.0983446 * s —0.0603059 * v) — 0.149987935416945 *
exp(0.111106%14-0.149787+2—0.200283*ad —0.0415903*ag+0.0650179x*
cd—0.220194%g+0.112761% g2 —0.148106 * g3+0.0416328 xId—0.0523462 *
m—0.147251 xrs—0.182519% sg —0.134201 % sm+0.189336 xv) +0.224269 *
sign(—0.0164683 x ag+ 0.0364517 x g2+ 0.0284836 * g3 + 0.0365508 x 1s) +
0.327721133225211 — 0.80355/ (exp(0.311639 * 1 — 0.941267 * 2 + 1.8612 *
ad~+0.746803 x ag — 0.805005 * cd — 0.485736 * g2+ 0.656839 * g3 — 1.6 7365 *
ld+1.23344%m+1.27884%rs+3.33465%sg+1.36153 % sm —2.46814%v)+1)
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Using Operator Set 3, a learned optimizer is shown as follows:

7.41885 % g + 6.80358 * m — 0.268909 * v — 2.7719578742981 * (—2.10696 *
g —2.06333 x m — 0.903194 * v) x (0.0643961 * g + 1.0527 * m + 2.46626 *
v) —12.5343 % (g +0.724247 xm — 0.982114  v) * 2 4 0.995361814474911
exp(2.66944 x g + 2.41472 x m — 0.0423017 x v) — 1.45437775013432 +
0.920182/(exp(—19.6227 * g — 18.0049 * m — 2.58719 x v) + 1)

+
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Fig. 8: Visualization result of the learned optimizer using the Operator Set 3 (as
mentioned in Sec. Al).

A4.2 Task 2: Image Classification with ConvNet and ResNet

The learned optimizer for this task is as follows:

—0.00225207 * 1 4+ 0.00148819 * 2 + 0.000921935 * ad + 0.00162161 * ag —
0.00104794 % cd + 0.00267767 * g — 0.00183933 * g2 — 0.00146948 * g3 —
0.00290243 * Id + 0.00166183 * rs + 0.00660202 * sg + 0.00169124 * sm +
0.00111049 * v — 0.043213018357241 * (0.0651711 * 1 + 0.0556003 * 2 —
0.0215169 * ag + 0.0146631 * cd+0.11027 x g2 — 0.0264856 * m + 0.166236 *
rs + 0.192456 * sg + 0.0936064 * sm — 0.0396645 * v) * (—0.120224 * 1 —
0.16459%2—0.0356411 *ad+0.16744 x ag — 0.0596665 * cd — 0.0179978 * g —
0.0779471% g2+ 0.0448037% g3 —0.0979423 xId—0.0763634 % m —0.106966 *
rs — 0.0978009 * sg — 0.0658281 * sm + 0.0689286 * v) + 0.00655705 x*
(—0.316667%1—0.71541%2—0.18129 x ad+ 0.0528747 x ag — 0.543897 * cd —
0.0829313* g —0.246089* g3 —0.313546 d+0.127971 % m —rs—0.550116 %
59 —0.306653 * sm — 0.105331 *v) x %2 — 0.472772687673569 * (0.0105729 *
1 —0.00698664 * 2 — 0.00432824 x ad — 0.00761302 * ag + 0.00491977 * cd —
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0.012571%g+-0.00863517+9g24-0.00689883+¢3-+0.0136261*Id—0.00780184x
75—0.0309947 %59 —0.0079399 * s —0.00521343 xv4-0.297170698642731 *
(0.0651711 %1+ 0.0556003 % 2 — 0.0215169 * ag + 0.0146631 * cd 4+ 0.11027
g2 — 0.0264856 * m + 0.166236 * rs + 0.192456 * sg + 0.0936064 * sm —
0.0396645*v) * (—0.120224 %1 —0.16459 %2 —0.0356411 *ad+0.16744xag —
0.0596665+cd—0.0179978xg—0.0779471 x g2+ 0.0448037x g3 — 0.0979423 *
ld — 0.0763634 x m — 0.106966 * rs — 0.0978009 * sg — 0.0658281 * sm +
0.0689286 * v) — 0.00687591 * (—0.316667 * 1 — 0.71541 %2 — 0.18129 * ad +
0.0528747 * ag — 0.543897 * cd — 0.0829313 * g — 0.246089 * g3 — 0.313546
1d+0.127971 % m —rs—0.550116 * sg — 0.306653 % sm — 0.105331 * v) * %2 +
0.314278xsign(0.0133245%ad+0.0154127xg2+0.0103594 xm —0.07456 14
sm) +0.111926 — 0.214104/(exp(0.91169 * 2 + 0.654391 * ad + 0.494202
cd—1.7263* g +1.76861 * g2 4 0.379465 x g3 — 0.380043 * ld — 1.62262 x s —
2.70369%sg—3.52032% sm —1.04011%v) 4+ 1)) * (0.0385644 % 1 — 0.0254837
2 — 0.0157872 * ad — 0.0277685 * ag + 0.0179448 * cd — 0.0458525 * g +
0.0314967 % g2+0.0251634 % g3+0.0497012xld — 0.0284571 s —0.113053 *
sg—0.0289607 % s —0.0190159 % v+ 0.163781940937042 % (0.0651711 % 1 +
0.0556003%2—0.0215169*ag+0.0146631xcd+0.11027+g2—0.0264856 xm+
0.166236#7s+0.192456* sg+0.0936064 x srn — 0.0396645 v ) * (—0.120224 %
1-0.16459%2—0.0356411*ad+0.16744%ag—0.0596665*cd—0.0179978%g—
0.0779471 % g2+ 0.0448037 % g3 —0.0979423 {d — 0.0763634 *m — 0.106966 *
rs—0.0978009%sg —0.0658281 % sm+0.0689286«v) —0.083266642503077 1 *
exp(0.0283303 * 1 + 0.0680335 * 2 + 0.044158 * ad — 0.0642208 * ag —
0.0163111%cd+0.0778092%g+0.0631605 g2+ 0.0536437* g3 —0.0432836 *
1d+0.0146082xm~+0.145738+7s+0.15691 xsg+0.114101 % sm) —0.461683
sign(0.0133245 * ad + 0.0154127 x g2 + 0.0103594 * m — 0.0745614 x sm) +
0.262024026922518+0.165085/ (exp(0.91169%2+0.654391 xad+0.494202
cd — 1.7263 * g + 1.76861 * g2 + 0.379465 * g3 — 0.380043 * {d — 1.62262 *
rs—2.70369 * sg — 3.52032 % s — 1.04011 xv) + 1)) — 0.100468931050517
(—0.115791718315353+140.0765162642644459%2+0.0474019467522985
ad + 0.0833762571796991 * ag — 0.0538803445368844 =« cd +
0.137674591712402 * g — 0.0945706214228778 g2 — 0.07555452635964 78 *
g3 — 0.149230649690482 = Id + 0.0854441051432725 * rs +
0.339447787989981x59+0.0869561576830485* sm~+0.0570963985945727 *
v+0.0913956860570681 * (0.0651711 * 1 +0.0556003 2 — 0.0215169 * ag +
0.0146631%cd+0.11027%g2—0.0264856xm+0.166236%rs+0.192456 * sg+
0.0936064%sm—0.0396645xv)*(—0.120224x1—0.16459%2—0.0356411*xad+
0.16744xag—0.0596665%cd—0.0179978%g—0.0779471xg24-0.0448037+g3—
0.0979423x1d—0.0763634 xm —0.106966 s —0.0978009 * sg — 0.0658281 *
sm~+0.0689286*v) +0.00187277611756505 % (—0.316667 %1 —0.71541 %2 —
0.18129%ad+0.0528747xag—0.543897 xcd—0.0829313 % g —0.246089 x g3 —
0.313546%1d+0.127971xm—rs—0.550116* sg — 0.306653 * s —0.105331 *
v) *%240.286300929537599 % ep(0.0283303 1 +0.0680335 + 2+ 0.044158 %
ad — 0.0642208 x ag — 0.0163111 * cd + 0.0778092 * g + 0.0631605 * g2 +
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0.0536437xg3—0.0432836%(d+0.0146082+m+0.145738+rs+0.15691 xsg+
0.114101%sm)+0.142481703433551 % sign(0.0133245%ad+0.0154127x g2+
0.0103594 * m — 0.0745614 * sm) — 1 — 0.148808462866861 / (exp(0.91169
2+0.654391 % ad+0.494202 % cd — 1.7263 + g+ 1.76861 * g2+ 0.379465 % g3 —
0.3800431d—1.62262x7s—2.70369%sg —3.52032% sm —1.04011%v) +1)) *
*2+0.0635023863560535%exp(0.0283303%1+0.0680335%2+0.044158+ad—
0.0642208xag—0.0163111*cd+0.0778092% g+0.0631605* g2+0.0536437 *
93—0.0432836+1d+0.0146082%m+0.145738 ¥1rs+0.15691 % sg+0.114101 *
sm)—+0.186105928113977 xexp(—0.0426706%1+0.0281971%2-+0.01 74682
ad 4 0.0307251 * ag — 0.0198555 * cd + 0.0507346 * g — 0.0348503 * g2 —
0.0278427% g3 —0.0549932 % [d+0.0314871 xrs+0.12509 * sg + 0.0320443
sm+0.0210407 v — 0.598920345306396 * (0.0651711 % 1 + 0.0556003 * 2 —
0.0215169*ag+0.0146631+cd+0.11027+9g2—0.0264856%m+-0.166236 rs+
0.192456xs9+0.0936064 sm—0.0396645%v)*(—0.120224%1—0.16459+2—
0.0356411%ad+0.16744xag—0.0596665%cd—0.0179978%g—0.0779471%xg2+
0.0448037* g3 —0.0979423 xld — 0.0763634 *m — 0.106966 * s — 0.0978009 *
59—0.0658281%sm~+0.0689286+v)+0.00436663% (—0.316667%1—0.71541*
2—0.18129*ad+0.0528747 xag — 0.543897 x cd — 0.0829313 * g — 0.246089
93 — 0.313546 * Id + 0.127971 * m — rs — 0.550116 * sg — 0.306653 * sm —
0.105331%v)*%240.0986908041916254 xexp(0.0283303*1+0.0680335 2+
0.044158*ad —0.0642208 *ag —0.0163111 x cd+0.0778092 % g +0.0631605 *
92 + 0.0536437 * g3 — 0.0432836 * Id + 0.0146082 * m + 0.145738 * rs +
0.15691%sg+0.114101 % sm) —0.536157 * sign(0.0133245 x ad+0.0154127 *
92+0.0103594%m—0.0745614+sm ) +0.28095/ (exp(0.911692+0.654391 *
ad+0.494202%cd —1.7263 % g+ 1.76861 % g2+ 0.379465 g3 —0.380043 x [d —
1.62262%1rs—2.70369% sg — 3.52032 % sm —1.04011*v)+1)) —0.00718121
sign(0.0133245 x ad + 0.0154127 % g2 4 0.0103594 x m — 0.0745614 % sm) +
0.281208 * sign(0.00319707 * 1 — 0.00211266 * 2 — 0.00130879 * ad —
0.00230207 * ag + 0.00148767 * cd — 0.00380127 * g + 0.00261115 * g2 +
0.0020861 * g3 + 0.00412034 * id — 0.00235916 * s — 0.00937235 * sg —
0.00240091 % sm —0.00157646*v—0.0124156 (—0.316667+1 —0.71541 %2 —
0.18129xad+0.0528747*ag—0.543897 xcd —0.0829313% g —0.246089* g3 —
0.313546%1d+0.127971 xm —rs—0.550116xsg —0.306653 x s — 0.105331 *
v) % %2+ 0.430474 * sign(0.0133245 x ad + 0.0154127 * g2 + 0.0103594 * m —
0.0745614 * sm) — 0.0495119/(exp(0.91169 * 2 4+ 0.654391 * ad + 0.494202 *
cd —1.7263 * g + 1.76861 * g2 + 0.379465 * g3 — 0.380043 * [d — 1.62262 *
rs—2.70369 % sg —3.52032% sm —1.04011xv) + 1)) — 0.180486147012986 —
0.646377/(4.38667458007599 * exp(—1.63949 % 1 + 1.08339 x 2+ 0.671161
ad + 1.18052 * ag — 0.762888 * cd + 1.94932 x g — 1.33902 * g2 — 1.06977 *
93 —2.11295 x Id + 1.2098 * s + 4.80622 * sg + 1.23121 * sm + 0.808424 =
v — 8.31490457057953 * (0.0651711 * 1 4+ 0.0556003 * 2 — 0.0215169 * ag +
0.0146631%cd+0.11027+g2—0.0264856 xm+0.166236 75+0.192456 * sg+
0.0936064 * sm — 0.0396645 % v) * (—0.120224 % 1 — 0.16459 % 2 — 0.03564 11
ad + 0.16744 x ag — 0.0596665 * cd — 0.0179978 x g — 0.0779471 * g2 +

Page 10 of



0.0448037* g3 —0.0979423 x[d—0.0763634 xm — 0.106966 75 — 0.0978009 *
sg—0.0658281xsm+0.0689286+v)+0.335987*(—0.316667+1—0.71541%2—
0.18129%ad+0.0528747+xag—0.543897 xcd—0.0829313 % g —0.246089 x g3 —
0.313546%1d+0.127971xm—rs—0.550116* sg — 0.306653 * s —0.105331 *
v) % %2+ 1.29992321488984 * exp(0.0283303 * 1 + 0.0680335 * 2+ 0.044158
ad — 0.0642208 x ag — 0.0163111 * cd + 0.0778092 * g + 0.0631605 * g2 +
0.0536437%g3—0.0432836x[d+0.0146082xm+-0.145738+rs+0.15691 xsg+
0.114101%sm)+4.1616* sign(0.0133245xad+0.0154127 x g2+ 0.0103594 *
m —0.0745614 * sm) +3.0343 /(exp(0.91169 x 2+ 0.654391 * ad + 0.494202
cd—1.7263 % g+ 1.76861 * g2+ 0.379465 % g3 — 0.380043 * Ild — 1.62262 x s —
2.70369%sg—3.52032+sm—1.04011%v)+1))+1)+0.0163605/ (exp(0.91169x
2+40.654391 xad+0.494202xcd —1.7263 % g+ 1.76861 % g2+ 0.379465 * g3 —
0.380043 xld —1.62262 *7s — 2.70369 * sg — 3.52032 « sm — 1.04011 xv) + 1)
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Operator Set 3 leads to a simpler optimizer:

0.102143 * g + 0.0117175 * m — 0.0140747 * v + 0.864309370517731 *
(—0.00805779 * g + 0.0228272 * v) * (0.0287635 * g — 0.00320967 * m —
0.00763224 * v) — 0.00566467 * (0.864157 * g — 0.318123 * m — v) * *2 +
0.109192226956052 * exp(0.133936 * g — 0.0711278 * m + 0.100658 * v) +
0.867163 * sign(m) -+ 0.222696180512744 — 0.621515/(exp(2.89289 + g —
1.61355 %« m + 1.51116 * v) + 1)

Max Depth: 8
Max Width: 18

|
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Fig. 10: Visualization result of the learned optimizer on image classification task using
Operator Set 3.

A4.3 Task 3: Adversarial Attack

The learned optimizers are various for different datasets, and we list one here:

0.00683269 * 1 — 0.00599411 * 2 4 0.00178444 * ag — 0.00505797 * cd —
0.00849557 * g2 — 0.00336823 * {d — 0.0128306 * s + 0.00167983 * sg +
0.0017175%sm—0.0193408% (—0.350257*1 —0.412662 %2+ 0.148494 x ad +
0.383073 % ag+0.475591 % cd+0.322842 % g — Id +0.130405 * m — 0.363798 *
$g—0.927402%sm—0.215613*v)*+x2—0.0949978157877922x (0.013677x1 —
0.0267022%2—0.128706 % ad+0.0699394 x ag — 0.0485617 * cd — 0.0573416 *
g2 — 0.0209277 * g3 — 0.0576853 * m + 0.0316892 * rs + 0.0689177 * sg —
0.136216%sm)*(—0.045794%2+0.019509%ad+0.0226713xag—0.0573271 %
cd — 0.0156795 * g + 0.0163707 * g3 — 0.0295388 * Id — 0.0503048 * m —
0.0309127 * sg — 0.0836704 * sm + 0.0254273 % v) + 0.194774098792485 x*
exp(—0.0652319 * 2 + 0.0529878 * ad — 0.0150722 * ag + 0.0705007 * cd —
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0.0275894%g+0.0198634%g2+-0.0444771xg3+0.0101207+{d+0.116584xm+
0.0215959x7540.0345769*sg—0.0316463 % sm —0.0871854+v) +0.960753 *
sign(0.0167558 * ad — 0.0416298 * g2 + 0.0482962 * m + 0.0597023 * rs +
0.0102078*v) +1.05749361952264 —1.63131/(exp(—1.45154 2 —1.32984 %
ad+1.67192*ag—0.641758*cd—0.538581+g+-0.66377*g2—0.761025*]d—
0.527093xm—0.484157xrs+1.65607*sg+0.442391%sm+0.457984%v)+1)

A4.4 Task 4: Node Classification on Graphs

A learned optimizer for GAT on CiteSeer is as follows:

0.0676905%1+0.119319+2+0.123756 xad —0.0835141xag+0.13581 * cd —
0.0586684 % g+0.0535168 % g3 +0.0766878 xId — 0.0106838 * m + 0.112527
rs + 0.123622 * sg 4 0.0218404 * sm + 0.0667255 * v 4+ 1.0401976108551 *
(0.0989868%1+0.0710186+2+0.121383xad—0.101962xag+0.138073 xcd —
0.0502113%g+0.0272929%g2+0.124847%g3+0.140257x1d+0.0475843 xm+
0.117119%75+0.0960646 % sg+0.123655* sm+0.159361 *v) * (0.142387x 1+
0.116471%2+0.110529%ad—0.122029*ag+0.0895985 « cd+0.0353035 * g+
0.051553 % g2+0.0315914 % g3+ 0.0646394 * [d + 0.135936 * m + 0.0590229
75+ 0.0246908 x sg +0.119717 % sm+0.0788753 x v) — 0.267051029929753
exp(—0.16724%1—0.139669+2—0.127604 xad +0.089278 xag — 0.0599062
cd—0.118255%g+0.0304215%g2—0.0174042% g3 —0.14302x(d —0.0724208*
m — 0.0482935 * rs — 0.0689473 * sg — 0.200168 * sm — 0.0559158 * v) +
1.19661 * sign(—0.0180616 * 1 + 0.0212496 * v) — 0.267729531994227 +
0.844628/(exp(—2.38852 1 — 1.9969 * 2 — 1.46045 * ad + 0.835161 x ag —
3.1015 x cd — 1.64951 * g — 1.41879 * g2 — 0.757469 * g3 — 0.236982 * Id —
2.9331 % m — 1.90056 * rs — 1.31141 * sg — 0.59152 % st — 1.71712 % v) + 1)

A4.5 Task 5: BERT Fine-tuning

Below is a learned optimizer for SST-2 dataset:

0.739265 % g+ 0.561438 x m + 0.586163 * v — 2.04334e — 6 % (—g + 0.981843 %
v) * %2+ 0.209439501166344 % (0.0761669 * g + 0.0690125  m + 0.0778506
v) * (0.0796514 * g +0.060741 * m + 0.0770472 * v) — 0.474898769050401
exp(—0.193474 x g — 0.216027 * m — 0.18707 * v) + 0.0810726 * sign(m) +
0.183848364740174 +0.570163/(exp(—5.09114 % g — 3.85242 % m — 2.9287
v) +1)

From the examples above, we can see that SOL use most of the symbols in
the search space. The symbolic rules learned by SOL may be deep in structure,
but we can visually inspect them. The ordering of the weight values of the three
key direction update parameters m, v, g is usually g > m > v, which indicates
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the importance of the three in determining the update direction. sm is not
often found in hand-designed optimizers, but often possesses a large weight in
SOL updating rules, which suggests that the sign of momentum deserves more
attention. In addition, the exponential operation also appears often, suggesting
its value in the design of optimizers.

A5 Wall-clock Time Analysis

To verify the efficiency of SOL, following Subsection 5.2, we present the wall-
clock time, i.e., training time, compared to other commonly used optimizers. As
indicated in Table [2, SOL consumes longer training time to achieve the best
accuracy compared to hand-designed optimizers, e.g., SGD, SGD+mom, and
Adam. On the other hand, SOL is faster than the automated SymbolicL.20,
with better accuracy.

Table 2: The training time on CIFAR-10 with ResNet-18

Optimizer SGD SGD-+mom Adam‘SymbolicL2O Ours
Training Time(s) 2000.97  1996.30 2006.02‘ 4248.97 3921.93

In addition, we provide training time on tuning the LLaMA-7B task. As
shown in Fig. [T} SOL has a faster convergence speed than AdamW. This would
further justify the efficiency of SOL.

20 —— Ours

Loss
P
w

1.0

4 6
Wall-clock Time(h)

Fig. 11: The training time on tuning LLaMA-7B.

A6 More Experiments on Adversarial Attack

This section is the continuation of Subsection 5.3. To further investigate the ef-
fectiveness of SOL on adversarial attack tasks, we conducted experiments with
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three attack iterations and different attack principles. Since white-box adversar-
ial attacks are costly to compute, we utilized the low attack iteration settings
for the experiment. As presented in Table [B] SOL achieves the best among all
the models.

Table 3: Attack success rate of optimizers against defense models on CIFAR-10 with
three attack iterations.

Models Carmon Gowal Sehwag Wu  Engstrom Wong
Methods 2019 |2| 2020 |6] 2020 |8] 2020 |11] 2019 |4] 2020 |10]

PGD 26.17% 26.50% 30.47%  30.86% 32.42% 42.58%
APGD 29.30% 33.88% 35.16% 37.11% 39.45% 44.53%
Ours 31.64% 34.02% 35.55% 37.50% 43.75% 49.22%

Since the experiments in the main text and Table [3] use the same attack
principle as PGD. This attack principle is a simple one in the community, and
SOL can get better performance in such principle. Therefore, we aim to try more
advanced principles to justify how SOL can easily adapt to these principles and

still outperform other competitors. The experimental results are presented in
Table [dl SOL is still the best among PGD, APGD, and even ACG [12].

Table 4: Attack success rate of optimizers against defense models on CIFAR-10 with
APGD attack principles.

Models Carmon Gowal Sehwag Wu  Engstrom Wong
Methods 2019 |2| 2020 |6] 2020 |8] 2020 |11] 2019 |4] 2020 |10]

PGD 38.67% 35.93% 40.63% 41.41% 49.38% 54.69%
APGD 39.06% 35.93% 41.02%  41.80% 49.90% 55.08%
ACG 40.03% 36.90% 42.41%  43.60% 49.25% 55.44%

Ours (APGD princ.) 40.43% 38.43% 42.57% 44.29% 49.90% 55.86%
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