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A Methodology: More Details

A.1 Generating Torso and Limbs

In Fig. 3 of the main paper, we provided a figure to show a brief overview for
generating the abstract shapes. Here, we present more details on limb and torso
generation for both variants in Sec. 3.2.
Cube Variant All the vectors and points mentioned here are depicted in Fig. 3
of the main paper. Our limbs and torso are formed by cuboids with orthogonal
edges formed via appropriate cross-products; limbs have a long axis (a to b)
along the bone with a square cross-section, while the torso is longest along the
spine and has a rectangular cross-section. To generate the limbs, we obtain an
auxiliary vector, u1 = (b−a)×n, where n is any of the three axes (n ∈ {x̂, ŷ, ẑ})
and not parallel to the other vector (b−a). Using a series of cross-product with
u1 and b − a, we get our control points for each limb cuboid. For the torso,
we start by extracting the body centered coordinate system [7]. We set the
auxiliary vectors, u1 to the right vector and u2 to the forward vector – both
defined in accordance with [7]. From here, we can use scalar multiplication and
vector addition to find 4 end-points (p1, p2, p3, p4) around the hip phip and 4
end-points (p5, p6, p7, p8) around the neck pneck.

Algorithm 1: Cube Abstract Shape Generation
Data: Pcam ∈ R3×N , fcam, ccam, colors ∈ RN×3

Result: A
1 X3D ← compute_cuboids(Pcam);
2 X2D ← project_points(X3D, fcam, ccam);
3 H2D ← QHull(X2D);
4 D← sort(compute_distance(Pcam));
5 A ∈ RW×H×3;
6 for i in descending order of D do
7 polyi ← extract_polygon(H2D[i]);
8 A[polyi]← Colorsi
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Algorithm 2: Flat Abstract Shape Generation
Data: P2D ∈ R2×N , L ∈ l × l, colors ∈ RN×3

Result: A
1 Lorder ← topological_sort(L);
2 Prect ← compute_rectangles(P2D);
3 A ∈ RW×H×3;
4 for i in Lorder do
5 if area(Precti) < ϵa then
6 Precti ←inflate (Precti);

7 A[recti]← colorsi

Flat Variant The flat variant is generated using the 2D keypoints (P2D) and
limb occlusion matrix (L, cf. Sec. 3.2 of the main paper) obtained from images.
A topological sort of L gives a z-ordering to draw the limbs, which are computed
from P2D. To draw each limb segments, we find four points with some vector
calculation similar to the cube variant. If the area enclosed by these four points
is smaller than a threshold (ϵa), we take the two furthest points and make them
the principal axis to generate a new set of four points. These four points help to
inflate the area. Through experiments, we found that (ϵa = 1000 pixels) gives
the best output.

A.2 Naïve Viewpoint Encoding

The naïve viewpoint encoding was mentioned in Sec. 3.3 of the main paper,
which uses the azimuth (θ) and elevation (ϕ) (relative to the subject) to encode
the viewpoint in a 2D Gaussian heatmap without any alteration. The azimuth
(θ) and elevation (ϕ) is regressed directly and can be used as a baseline approach
to compare our novel viewpoint encoding. Here, we map the θ and ϕ value on a
discretized matrix. We can start from any camera row/column in our synthetic
environment and assign indices. If we pick camera (i, j), on the matrix, at index
(i, j), we create a Gaussian heatmap centered with origin (i, j). Using a heatmap
allows us to perform a fully-convolutional training. However, this naïve approach
would not ensure a 1-to-1 mapping as shown in Fig 4a (of the main paper): if the
person rotates and a different camera generates the same image, we will have two
viewpoint encoding for the same input image. This happens because indexing of
the cameras around the room does not change with subject’s orientation.

A.3 Pose Reconstruction

Here, we add more details to the pose reconstruction (cf. Sec 3.4). Let Ĥv and
Ĥp be the output of viewpoint and pose network respectively. The non-maxima
suppression on Ĥv yields camera indices (̂i, ĵ) (no relation to the (i, j) in Ap-
pendix A.2), and spherical angles (θ̂, ϕ̂) from Ĥp. In an arbitrary synthetic room
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Fig. 1: A high level breakdown of final layers of the networks.

with an arbitrary seam line, we pick a subject forward vector, Fs facing away
from the seam line and parallel to the ground. Let the rotation matrix of camera
at (̂i, ĵ) relative to Fs be Rîĵ . We obtain the Cartesian unit vectors Bîĵ from
(θ̂, ϕ̂) and the relative pose in world space by, Bd = RîĵBîĵ . Then, we apply
depth first traversal on Bd starting from the origin to reconstruct the pose using
the bone lengths stored in our synthetic environment.

Note that this process reconstructs the pose in terms of the relative angles of
the limbs defined from an arbitrary co-ordinate system rather than the position
of the joints; and the pose is decoupled from the position of the camera in the
input image. To compare against other methods, it is trivial to reconstruct joint
positions given an assumed skeleton scale. As hypothesis suggests thus far and
also backed by experimental results in Sec. 5 (main paper), the predicted pose
will be related to the actual pose by a rotation alignment only.

In Fig. 5 (main paper), we show unseen test output from our actual network.
Specifically, in Fig. , note how the reconstructed pose is rotated from the ground-
truth pose in Fig. 5c. The arrow emanating from the subject’s left in Fig. 5d,
indicates the relative position of the camera when the picture was taken.

B Network Architecture

Our network is fairly simple since our main focus was in data processing. We use
a 4-stage HRNet [4] as a backbone for both pose and viewpoint network. The
output of the final stage is feed into a series of convolution blocks (cf. Fig. 1 for a
granular breakdown of these blocks. All the convolutional layers in A, B, D, and
E takes 32 input channels and outputs 32 output channels. Only exception is C
and F (the final layers). In C, the convolutional layer outputs a single channel
and in F, a transposed convolutional layer outputs 13 channels (for each skeletal
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(a) Input Image (b) Abstract Image (c) Predicted 3D Pose

Fig. 2: Qualitative results on 3DPW dataset with models were trained on H36M
dataset.

(a) Input Image (b) Abstract Image (c) Predicted 3D Pose

Fig. 3: Qualitative results from a real-world image. Picture of Dr. Hayes.

joint connection a.k.a edges). We used a transposed convolutional layer in F,
only to scale the output up to a 128× 128 grid.

C Cross-Dataset Experiments

Cross-dataset experiment refers to training on one dataset, and testing on differ-
ent datasets. In Sec. 5.3 (of the main paper), we mentioned how results obtained
from Martinez et al . [3] and Zhao et al . [8] uses z-score normalization on the
test set to get competitive results. Here, we will elaborate the specifics.

The original methods required a form of z-score normalization that calcu-
lates the mean and standard deviation from the training set of H36M [1]. In our
experiments, we have seen that using the original mean and standard deviation
from H36M [1] to evaluate the other three datasets – GPA [6], 3DPW [2], and
SURREAL [5] – yields poor results for the other methods – our method is not
affected by such normalizations because we don’t need it. However, to give them
the benefit of the doubt, we performed such normalizations on their behalf (cf.
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Sec. 5.3). With this consideration, we recalculate the mean and standard devia-
tion for Martinez et al . [3] and Zhao et al . [8] at the time of evaluation; which
means a network trained on H36M [1] is used to evaluate test-set normalized
by each dataset’s own mean and standard deviation. This is infeasible in real-
life scenario since such no such normalization is possible “in the field” with a
never-before-seen camera setup.

We present some qualitative results in

References

1. Ionescu, C., Papava, D., Olaru, V., Sminchisescu, C.: Human3.6m: Large scale
datasets and predictive methods for 3d human sensing in natural environments.
IEEE Transactions on Pattern Analysis and Machine Intelligence 36(7), 1325–1339
(2014). https://doi.org/10.1109/TPAMI.2013.248

2. von Marcard, T., Henschel, R., Black, M., Rosenhahn, B., Pons-Moll, G.: Recovering
accurate 3d human pose in the wild using imus and a moving camera. In: European
Conference on Computer Vision (ECCV) (sep 2018)

3. Martinez, J., Hossain, R., Romero, J., Little, J.J.: A simple yet effective baseline for
3d human pose estimation. In: Proceedings of the IEEE international conference on
computer vision. pp. 2640–2649 (2017)

4. Sun, K., Xiao, B., Liu, D., Wang, J.: Deep high-resolution representation learning
for human pose estimation. In: CVPR (2019)

5. Varol, G., Romero, J., Martin, X., Mahmood, N., Black, M.J., Laptev, I., Schmid,
C.: Learning from synthetic humans. In: CVPR (2017)

6. Wang, Z., Chen, L., Rathore, S., Shin, D., Fowlkes, C.: Geometric pose affordance:
3d human pose with scene constraints. In: Arxiv (2019)

7. Wang, Z., Shin, D., Fowlkes, C.C.: Predicting camera viewpoint improves cross-
dataset generalization for 3d human pose estimation. In: European Conference on
Computer Vision. pp. 523–540. Springer (2020)

8. Zhao, L., Peng, X., Tian, Y., Kapadia, M., Metaxas, D.N.: Semantic graph convo-
lutional networks for 3d human pose regression. In: Proceedings of the IEEE/CVF
conference on computer vision and pattern recognition. pp. 3425–3435 (2019)

https://doi.org/10.1109/TPAMI.2013.248
https://doi.org/10.1109/TPAMI.2013.248

	Supplementary Mateiral for ECCV 2024 Paper: Human Pose Recognition via Occlusion Preserving Abstract Images

