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A Limitations & Future Works

Due to computational resource constraints, we did not conduct experiments on
larger datasets (ImageNet-21K and JFT300M), larger models (more than 100M
parameters), and other modalities (text, video, and audio). In future works, we
will investigate the generalization of our approach to these domains and tasks.

B More Comparisons and Ablation Studies

Comparison with previous attentions. We replace our partial attention with
previous attention designs and other experimental settings are kept unchanged.
Table [T reports the performances of the proposed methods and other integrated
methods. PartialFormer-B1 outperforms other attention designs while running
faster. Typically, our B1 outperforms HiLo attention [19] by 1.5% while running
1.8x faster, Bi-level Routing attention [36] by 1.2% with 1.6x faster, and Vicin-
ity attention 21| by 2.9% while running 1.3x faster. It verifies that our attention
method enables better feature extraction.

Table 1: Replacing partial attention in PartialFormer-B1 with previous attentions
and other settings kept unchanged. Latency is measured on CPU Intel(R) Core(TM)
i5-6600 CPU@3.30GHz with full precision and a batch size of 16. {This result is taken
from the original paper without re-training.

Method GFLOPs Params(M) Top-1 Acc|Latency (ms)
QuadTree-B-b07 [|22] 0.700 3.500 72.0 —
PartialFormer-B1 with Vicinity attention [21] 0.657 8.227 76.4 66.09
PartialFormer-B1 with Bi-level Routing attention [36]| 0.819 8.295 78.1 81.56
PartialFormer-B1 with HiLo attention [19] 0.903 8.197 77.8 91.64
PartialFormer-B1: Partial Attention (Ours) 0.734 8.264 79.3 50.60

Application of PartialFormer. We also conduct experiments on the video
classification task using the Kinetics-400 dataset [9]. Following Video Swin Trans-
former [15], we transfer pre-trained weights on ImageNet-1K [3]| to the video
model and inflate 2D convolution weights to 3D convolution weights. Training
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receipts are similar to Video Swin Transformer. Table [2|shows the consistent im-
provements of the proposed method across image and video tasks. PartialFormer-
B3 surpasses Swin-T [15] by 1.7% and 1.9% on ImageNet-1K and Kinetics-400
respectively while GFLOPs are significantly reduced. The results clarify the ef-
ficiency and generalization ability of the proposed method.

Table 2: Results of PartialFormer-B3 on image and video tasks

Method Image Classification: ImageNet-1K Video Classification: Kinetics-400
GFLOPs Top-1 Acc Pretrain View GFLOPs Top-1 Acc Top-5 Acc

Swin-T [15] 4.5 81.3 ImageNet-1K  4x3 88 78.8 93.6

PartialFormer-B3 (Ours)| 3.4 83.0 ImageNet-1K 4x3 76 80.7 94.7

MS-COCO keypoint detection. We also evaluate PartialFormer on 2D key-
point detection using SimpleBaseline [29] for general-purpose backbones. We
follow receipts in [14}24,/29] and present performances in Table 3] As a result,
PartialFormer-B3 surpasses baseline methods such as ResNet-50 [8] by 1.4%,
PVT-T [24] by 1.8%, and Swin-T [14] by 0.8%, with less computational costs.

Table 3: 2D keypoint detection results.

Backbone Crop size|[Param(M) GFLOPs|AP*? APE> APP
RSN-18 [1] 256192 9.1 2.3 70.4 88.7 77.9
ResNet-50 [ 256192 34.0 5.5 71.8 89.8 79.6
ResNet-101 [g] 256 %192 53.0 9.1 72.8 90.4 80.9
PVT-S [24] 256192 28.2 4.1 71.4 89.6 79.4
Swin-T [14] 256192 32.8 6.1 72.4 90.1 80.6
PartialFormer-B1|{256x192 9.8 1.7 70.6 89.5 78.8
PartialFormer-B2|256x192| 23.0 2.9 72.7 90.2 80.8
PartialFormer-B3(256x192| 38.4 4.4 73.2 90.3 81.6

Expansion ratio e. The role of HeadMLP is to model dependencies across heads
and also promote diversity of attention maps. Each head is fully connected to
the others. When using one FC layer (e = 1), the performance improves by 0.2%
with a minor increase in cost.

Channel reduction r. ChannelMLP design is used to further reduce the com-
putation cost of SQA. As r increases from 1 to 16, the performance decreases by
0.3%. For a better balance between Top-1 accuracy and GFLOPs, we set r = 8
for all PartialFormer variants and ablation studies.

Position Embedding. CPVT |2] is used to capture the relative position be-
tween image tokens via depthwise convolution. As shown in Table [6] the perfor-
mance improves 0.2% Top-1 accuracy.
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Table 4: Expansion ratio e in HeadMLP.

Model Head MLP |#params(M) GFLOPs|Top-1 Acc
. - 8.230 0.647 78.3

P?E}tll?\}g\zgier']gl e=1 8.232 0.653 78.5

W e=2 8.239 0.668 78.6

Table 5: Channel reduction r in ChannelMLP.

Model Channel MLP |#params(M) GFLOPs|Top-1 Acc
r=1 8.344 0.707 7.4

PartialFormer-B1 r=4 8.289 0.706 77.2

with SQA r==8 8.261 0.706 77.2
r=16 8.248 0.706 77.1

Table 6: The role of CPVT |2| (w/: with, w.o/: without)

Model Module |#params(M) GFLOPs|Top-1 Acc
. w/CPVT | 8.264 0734 | 793
Partiallormer-Bl| 0 opyp| 939 0.730 | 79.1

Table 7: Comparison with efficient mobile methods. Latency is measured on CPU
Intel(R) Core(TM) i5-6600 CPU@3.30GHz with full precision and a batch size of 16.

Method #Pub  |GFLOPs #Param(M) Top-1 Acc|Latency(ms)
EdgeViT-XS |[18§] ECCV’22 1.1 6.7 7.5 71.38
FAT-BO |6] NeurIPS’23| 0.7 4.5 77.6 43.84
tiny-MOAT-1 |31] ICLR’23 1.2 5.1 78.3 51.39
EMO-5M |33 ICCV’23 0.9 5.1 78.4 84.03
SwiftFormer-S [20] | ICCV’23 1.0 6.1 78.5 48.95
ConvNeXt V2-F |27]| CVPR’23 0.8 5.2 78.5 70.42
PartialFormer-B1 - 0.7 8.2 79.3 50.60

C Visualization of Foreground and Background
Separation

There exists spatial redundancy in natural images. The computational costs are
significantly reduced by squeezing redundant regions and only focusing on rele-
vant regions. This could enable the models to have trade-offs between efficiency
and effectiveness. The relevant regions are grouped into the foreground set and
redundant regions are grouped in the background set. This is achieved by the
token separation step, visualized in Figure[l] As a result, the foreground set con-
tains object regions and the background set comprises less important regions.
As the number of foreground tokens changes based on the content of different
input images, the token separation process is conditioned on the input feature
X via Mean(X); Sort(); Gather() operations. Hence, separating the image tokens
into foreground and background tokens according to the image feature helps ac-
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Input Image Stage | Stage 2 Stage 3

Fig. 1: Visualization of foreground (FG) and background (BG) regions across stages in
token separation step. FG and BG tokens are shown in white and black, respectively.

commodate variations in different input images. As shown in Figure [} relevant
regions in the foreground set are still kept while spatial redundancy across stages
is greatly reduced.

D Throughput Comparison

Figure [2] illustrates various self-attention mechanisms. Our partial attention fo-
cuses on relevant regions by forcing each foreground query to attend to important
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Fig.2: Comparison of our attention and other attention regions. (a) Global self-
attention [5, 23]: each FG/BG (foreground/background) query attends to full image
tokens. (b) Spatial reduction attention [24, 25, 34, 35]: each FG/BG query attends to
down-sampled keys/values. (c) Window attention [14] performs attention in each win-
dow region. (d) Cross-shaped window attention [4] expands square windows to cross-
shaped windows. (e) Deformable attention [28]: each FG/BG query attends to shifted
keys/values (depthwise convolution+o sets). (f) Our partial attention: each FG query
attends to foreground regions.

Table 8: Performance of our PartialFormer and previous vision Transformers.
Throughput (images/second) is evaluated on the CPU Intel(R) Xeon(R) Gold
5220R@2.20GHz and GPU Tesla V100 with the full precision and batch size of 16
(on CPU) and 1024 (on GPU).

FLOPs Params Top-1 Acc |Throughput (imgs/s)

Models Attention Type| o M % CPU GPU
PVT [24] Spatial reduction attention '\Ifl g; 2411 gig 22 17%711
Swin [14] Window attention ; g? gg gég 2; 1761%5
Focal [32] Multi-scale attention g gi gi ggé gg gig
CSWin [4] Cross-shaped window attention ; gg gg ggg Zg 191)674
DAT [28] Deformable attention g g:g gg gg:g g:? 1618766
PartialFormer  |Partial attention (Ours) 22 gg 22 ggg g? 183:1573

regions. Other methods perform attention on full image tokens [5,23], downsam-
pled regions [24, 25, 34, 35], window regions [4, 14], or shifted keys/values [28],
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Fig. 3: Grad-CAM visualization of our PartialFormer-B3 and Swin-T [14].

and all foreground/background queries are used to compute attention patterns.
It results in computation redundancy.

Table 7 shows the latency comparisons between small models. As a result,
PartialFormer-B1 has similar latency to mobile models such as SwiftFormer and
MOAT while achieving better accuracy.
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