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Abstract. Video Frame Interpolation (VFI) aims to predict interme-
diate frames between consecutive low frame rate inputs. To handle the
real-world complex motion between frames, event cameras, which cap-
ture high-frequency brightness changes at micro-second temporal reso-
lution, are used to aid interpolation, denoted as Event-VFI. One crit-
ical step of Event-VFI is optical flow estimation. Prior methods that
adopt either a two-segment formulation or a parametric trajectory model
cannot correctly recover large and complex motions between frames,
which suffer from accumulated error in flow estimation. To solve this
problem, we propose TimeLens-XL, a physically grounded lightweight
network that decomposes large motion between two frames into a se-
quence of small motions for better accuracy. It estimates the entire mo-
tion trajectory recursively and samples the bi-directional flow for VFI.
Benefiting from the accurate and robust flow prediction, intermediate
frames can be efficiently synthesized with simple warping and blending.
As a result, the network is extremely lightweight, with only 1/5~1/10
computational cost and model size of prior works, while also achieving
state-of-the-art performance on several challenging benchmarks. To our
knowledge, TimeLens-XL is the first real-time (27FPS) Event-VFI al-
gorithm at a resolution of 1280 x 720 using a single RTX 3090 GPU.
Furthermore, we have collected a new RGB+Event dataset (HQ-EVFT)
consisting of more than 100 challenging scenes with large complex mo-
tions and accurately synchronized high-quality RGB-EVS streams. HQ-
EVFI addresses several limitations presented in prior datasets and can
serve as a new benchmark. Please visit our project website at https:
//openimaginglab.github.io/TimeLens-XL/ for the code and dataset.
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1 Introduction

There are many scenarios that require capturing fast-moving objects, such as
recording sports movements by athletes, analyzing car collisions for automo-
biles, and monitoring chemical or biological processes for scientific discovery.
High-speed cameras are widely the common solution, but they are expensive
and require strong illumination to operate. Video frame interpolation (VFI) is
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Fig. 1: We present TimeLens-XL Net (TXLNet), a real-time video frame interpolation
method for large motion with a hybrid neuromorphic camera. Taking two consecutive
frames (lg and 1) and the events (Eox 1) as input, our methods estimate the complete
dense optical flow fields within the period (shown in the second row, drawing motion
trajectories from =0 to = 1), with which we can then flexibly sample the optical
flow at any time step 0 < <1 for video frame interpolation. As shown, our proposed
methods can recover motion trajectories of large complex motion (nonlinear, non-rigid,
and severely occluded), thus, outperforming state-of-the-art prior work with only 1=5

computational cost.

an effective alternative that synthesizes high-frame-rate videos from low-frame-
rate videos captured by normal cameras. Therefore, VFI has a wide range of
applications, including super slow-motion video generation [7, 10,20, 25], virtual
reality [1], and video compression [34]. Traditional RGB-based VFI (RGB-VFI)
methods [1,9,10,19,20,241,35-37] rely solely on input from a conventional frame-
based camera and have constrains on motions between two frames, such as linear
motion [10,20], quadratic motion [19,36] or directly using network to learn from
two consecutive frames [4,9,24,35,37]. Due to this limitation, these methods often
fail when applied to complex and large motions presented in real scenes [33].

Inspired by human visual system, event sensors |3, 28] measure per-pixel in-
tensity change and output temporally dense but spatially sparse event streams.
Since event sensors capture motion information complementary to regular RGB
image sensors, and considering that event cameras are more economically viable
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compared to high-speed cameras, hybrid RGB-EVS sensors have become increas-
ingly attractive to mass production [14]. Recent works [6,12,31-33] demonstrated
significant performance improvement using both event and RGB sensors (Event-
VFI) compared to RGB-VFI.

Nevertheless, as shown in Fig. 1, Event-VFTI are still limited at handling large
complex motion. The root cause lies in the estimation of optical flow, especially
in the presence of large complex motion. Most prior Event-VFI methods, such as
TimeLens [33] and CBMNet [12], formulate the optical flow estimation as two-
segment, i.e., estimating .o and f,u; for each inserted frame at 0 < <1
independently. This two-segment flow estimation cannot model complex motion
trajectory between frames and often results in inconsistency and bias in the
output optical flow. TimeLens++ [32] attempted to mitigate this issue using
Bezier spline curves to model motion trajectory, but this parametric motoin
representation still cannot model complex 2D motion that is affected by occlusion
and depth discontinuity.

In this paper, we propose a novel approach, named TimeLens-XL, to recover
the per-pixel motion trajectory for Event-VFI. Our key idea is to decompose the
large complex motion between two end-frames into multi-step small motion, i.e.,
four, v wrwn1 and recursively estimate the entire motion trajectory using a
physically-grounded network module. Since the motion between each small step
T . 1. is almost linear, the estimation can be done accurately and efficiently.
Once all small-step optical flow fields are estimated, one can sample the motion
trajectory flexibly for VFI at any desired frame rate. This methodology is par-
ticularly effective for processing input videos characterized by low frame rates,
where there are large and complex motion. Thanks to the accurately estimated
optical flow, intermediate video frames can then be efficiently synthesized with
simple warping and blending, which makes our method computationally much
more efficient than prior methods (with only 1=10  1=5 computational cost and
model size compared to prior work). Experiments on several challenging bench-
mark datasets have demonstrated that TimeLens-XL achieves state-of-the-art
performance with much less computational cost, especially for scenes with large
and complex motion. TimeLens-XL can run at 26 28FPS with 1280 720
resolution with a single NVIDIA RTX 3090 GPU, which to our knowledge is the
first RGB4+EVS real-time VFI method.

Lastly, we have designed and captured a new RGB+EVS dataset, named
High-Quality RGB+EVS Video Frame Interpolation dataset (HQ-EVFI), with
large complex motions and high-quality accurately synchronized RGB and event
streams. In prior real-captured datasets, such as BS-ERGB [33] and ERF-X170FPS [12],
images were notably compromised by high noises, demosaicing artifacts, mis-
synchronized between RGB images and events, or inconsistent color biases. These
degradations affect performance evaluation. To address these issues and con-
struct a high-quality evaluation benchmark dataset, we carefully design the cap-
turing environment to reduce artifacts and precisely align the RGB and event
cameras, both spatially and temporally. The HQ-EVFI dataset consists of 71
sequences at 727 602 resolution with accurately synchronized RGB videos (142
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FPS) and event streams, which cover a variety of scenes and motion patterns
and can serve as a new benchmark for both RGB-VFI and Event-VFI.

2 Related Work

2.1 RGB-based Video Frame Interpolation (RGB-VFI)

There are two types of RGB-VFI methods: ow-free and ow-based methods.
Flow-free approaches directly generate intermediate frames without explicit mo-
tion estimation [4,22, 25]. To handle large motion, FILM [27] proposed a scale-
agnostic motion estimator and EMA-VFI [37] and AMT [17] have adopted
attention mechanisms to model inter-frame information. Despite their simplic-
ity and e ciency, ow-free methods often lead to image quality degradation,
particularly in the form of blur and artifacts, as the proposed implicit motion
representation has a limited representation power to capture all possible motion
patterns in the real world, especially for large motion [16].

Conversely, ow-based methods estimate the optical ow explicitly and in-
terpolate the intermediate frames guided by the optical ow [9, 15,21, 26]. In
this context, most interpolation methods are based on a linear motion assump-
tion [10, 20], which is inadequate for complex real-world motions. [36] and [19]
try to mitigate this limitation using a quadratic ow model. Still, even with
a more complex motion model, there is a fundamental limitation in RGB-only
VFI, due to a lack of accurate motion information between two RGB frames.

2.2 Event-based Video Frame Interpolation (Event-VFI)

To overcome the fundamental limitation of RGB-VFI, recent works have begun
to utilize event cameras to obtain temporal-dense motion information between
frames. Event cameras [3, 28] asynchronously record per-pixel intensity changes
when the logarithmic change in latent irradiance exceeds a preset threshold.
In contrast to RGB cameras, event cameras have high temporal resolution,
and ultra-low latency on the order of microseconds, which is useful for VFI.
[32,33] rstly introduced the TimeLens and TimeLens++ framework by combin-
ing synthesis-based and ow-based methods. The motion estimation module rst
directly estimates the ow between two RGB frames from event streams and then
re nes them with synthesis prediction results. Later, [6] employed an unsuper-
vised cycle-consistent strategy to eliminate the requirement for high-speed train-
ing data. Additionally, REFID [31] proposed a bidirectional recurrent network
to jointly address interpolation and deblurring. CBMNet [12] augmented the
ow estimation module with multiple cost volumes for better quality, with more
computation cost. However, these Event-VFI methods are limited at handling
large complex motions due to either the aforementioned two-segment formula-
tion or the parametric curve models. In contrast, the proposed TimeLens-XL
estimates the nonlinear per-pixel motion trajectories between two input frames,
and therefore can better model more complex motion.
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Fig.2: Overall architecture of the proposed video frame interpolation method. Left:
The input to the network are the two RGB frames 1o and |1 as well as the event
streamsttgé, which are transformed to features 1o, |1, and Eo 1 with the Image
Encoder and the ResBlock for events. Middle: TimeLens-XL is to recover the entire
motion trajectories between the two frames lo and |1 by iteratively estimating the
motion between two timesteps tx and tx+1 with the Flow Updater (Fig. 3). Right: After
we estimate the complete motion trajectories, to synthesize an intermediate frame at
0< < 1, we can simply sample and integrate the motion trajectories to obtain the
two optical ows 1 o and f*, 1, which are then used in frame blending to interpolate
the video frame.

3 Method

The proposed video frame interpolation method is built on a core module, named
TimeLens-XL, which e ectively estimates complete nonlinear motion trajectories
for all pixels between the two end frames by iteratively merging RGB frames and
event streams. To illustrate how TimeLens-XL works, we rst revisit the basics
of optical ow estimation and event sensors in Sec. 3.1. We then introduce the
proposed TLXNet presented in Fig. 2 and show why Event-VFI should be
processed iteratively and present our network (TimeLens-XL) designed based
on the physical image formation model in Sec. 3.2. Finally, we introduce the
frame blending module in Sec. 3.3.

3.1 Preliminary

Optical ow fy +¢ = (u;v) 2 R" W 2 petween two framesfly;lyy g 2
RH W s derived under constant brightness assumption with Taylor expansion:

@i @{

—u+ —v+(lI I{)=0: 1

@X @y ( t+ t t) ( )
Existing frame-based optical ow estimation methods [10,19,20,36] solve this ill-
posed equation with smoothness assumptions, advanced optimization techniques,
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or deep neural networks. Nevertheless, predicting accurate and reliable optical
ow for video frame interpolation is still quite challenging, especially in the
presence of large complex motion between two end framdg and 1. Since the
intermediate frames between o and | ; are missing, the complete complex motion
trajectories are hard to recover, which often results in ghosts and distortion
artifacts for video frame interpolation, as shown in Fig. 1.

Neuromorphic sensors, also called event sensors, capture continuous streams
of scene illumination change events, which seem ideal for capturing motion infor-
mation and have been successfully utilized for video frame interpolation [6, 12,

]. Speci cally, the image formation model for an event sensor is as follows:
8 |
2 Lif log=*—>c
Et=_ Lif logtt< ¢
0; otherwise

where E; and c are the event polarity and the pre-de ned contrast threshold.

Based on this model, one can imagine recovering the intermediate framés; g
betweenly and I, using the event streamsf E;g recursively, and thus estimate
the complete motion trajectory. For example, many works [11, 18, 30] use the
following approximation:

VAT

i+t Iy exp cEd (2)
t

However, since the image formation model of event sensors is non-di erentiable,
the above approximation is sub-optimal. More recent methods [ ] employed
deep neural networks () for this estimation:

(e = FE G751y ; (3)

where i, ; is the prediction of I1+ ¢ , and ( ;) is the network that predicts

illumination change between timestampst and t + t . In practice, to recover
an intermediate frame |; betweenlg and |1, the above estimated is done both
forward (from I to I;) and backward (from 1, to 1) [6,12, 1,

(= ( fEdle; P= , fE gily - (4)

With the estimated intermediate frames, the forward and backward optical
ows fy o and fy 1 are computed using networks ¢ () and (), which are
then used to interpolate the video frame by warping |9 and I; accordingly.
This approach, however, is limited to handling complex large motion, because it
estimates only two segments of the motion trajectory betweer o and | 1, namely,
fu o and fy 1. For large complex motions such as the ones shown in Fig. 1,
using only the two-segment ows to approximate the entire motion trajectory
will inevitably introduce errors.
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3.2 TimeLens-XL

To address the problem of large complex motion in Event-VFI, our core idea is
to break the motion trajectories into multiple small motion steps and estimate
these motion steps iteratively. Speci cally, suppose we sampl®& steps between
two end RGB frameslg and |1 attime tg =0 <t < <ty <tn+ =1, the
iterative estimation can be formulated as:

(s i3 fFE g il fio w0 (5)

K+t 0 Ptk ot T

wherek = 0;1; ;N 1,1, andf},, 1 are the estimated intermediate
frame at ty+1 and the optical ow between two sampling time steps (tx and
tx+1 ). The warped frame and inter-frame optical ow are jointly estimated which
is dierent from Eq. (4). Here for simplicity, we use the same equation to
represent the forward and backward estimation, but in practice, we use two
separate networks for the forward and backward motion trajectories estimation,
as illustrated in Fig. 2. After estimating the entire motion trajectories between
frames |y and |1, to generate an intermediate frame at time0 < < 1, we
simply sample and integrate the motion trajectories to obtain the optical ow
', o and ", 1 for video frame interpolation.

We thus propose a learning-based framework shown in Fig. 2, namely TimeLens-
XL Net (TLXNet) to implement the above idea. TLXNet mainly has three parts:
feature encoding, TimeLens-XL module, and frame blending. The feature encod-
ing module extracts representations from inputs (i.e., the two end framed and
I, as well as the event streams£Eg, ; 2 R? W P) for further processing, where
P is the channel number of event voxel; the TimeLens-XL module iteratively
constructs a bi-directional motion eld between RGB frames at pre-determined
time steps; and the frame blending module samples optical ow from the motion
eld constructed by TimeLens-XL and predicts the two optical ow f*, ¢ and
f*, 1 for nal video frame interpolation at any time step 0< < 1. More for-
mally, the feature encoding module o( ; ; ) encodes the input end frames and
the event streams into feature maps with convolution layers and Res-Blocks,

lo;l1;Er 1= o(los11;Eor 1) (6)

where the feature mapd o 2 R* '+ C1 1,2 R%* % 1 andEy 2 R+ * C2
are at a quarter size of the original spatial resolution for computational e ciency,
and C; and C, are the channel dimensions of the feature maps.

The TimeLens-XL module is to construct a complete bi-directional motion
eld at N time steps0O <t; < <ty < 1 based on Eg. (5). As shown in
Fig. 2, this calculation is implemented using an iterative Flow Updater module.
The Flow Updater module takes the feature mapsf\k and the optical ow f’}k! 0
from previous time steptx as well as the corresponding events within the next
time step &, ., as input, and outputs the features maps and optical ows at
the next time step ty+1 . More speci cally, the calculation of Eg. (6) is done in
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Fig. 3: The Flow Updater in TimeLens-XL is the module to estimate the intermediate
frame [+ and the ow fi+( 1 o from the previous timestep (i.e., ', fii o, and the
events B, + ¢ ). Speci cally, the network 1( ;) is to update the intermediate frame
feature with the events input, and the network  ,(; ;) is to update the estimate of
optical ow from time step ttot+ t .

the following steps:

(o = 1M Bt 1) (7)
front e = 20, ifhr 0il0) (8)
f/}kﬂ! 0= ﬁm! te T Te1 o0 )

where ; and , are the two network modules to update the intermediate frame
features and the optical ow as shown in Fig. 3. For simplicity, we only show the
forward ow estimation here. Similar equations are used for the backward ow
estimation. The above equation is looped over all the time steps front; to ty

in the TimeLens-XL and thus produces the dense motion eldfy,, o and | 1
fork=1; o\

3.3 Frame Blending

At last, with the estimated complete dense motion eld, in order to interpolate
a video frame at time 0 < < 1, we can simply sample the motion eld at
time and integrate the motion eld to obtain the optical ow f', g andf", ;.
Then, these bi-direction ow elds are fed into the frame blending module to
interpolate the frame at time

= 3 lgluf of 1 (10)

The frame blending module 3 is inspired by the IFBlock in RIFE [9], which
jointly performs ow correction, up-sampling, and fusion mask estimation. How-
ever, unlike the original IFBlock, we feed the network with one additional times-
tamp . This additional input enables the network to sample any timestamp,
while most previous interpolation networks can only generate the middle times-
tamp ((to + t1)=2) We directly utilize the upsampled ow to warp from input
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frames and fuse with the generated mask. Finally, we feed the fused frame to a
Res-Block to further re ne interpolation results.

Note that the TimeLens-XL network is designed to be computationally very
e cient. The feature encoding module ¢ consists of only a few Conv layers
and Res-Blocks. The Flow Updater uses the same small networks; and
for all time steps. The frame blending module 3 is also lightweight with a few
Conv layers and Res-Blocks. The detailed network architecture and parameter
selection are given in the supplementary documents. As a result, the proposed
TLXNet uses only a fraction of network parameters and achieves aboub 20
times speedup compared to prior work. Thanks to the lightweight design, our
method can achieve real-time video frame interpolation at exible interpolation
rates for the rst time.

4 Experimental Results

4.1 Implementation Details

In this section, we introduce two networks based on the method in Sec. 3:
TLXNet and TLXNet+. These two networks share the same architecture but
are di erent on con gurations, please view the supplementary documents for
more details. Current methods are implemented with ambiguous training and
evaluation settings. For example, TimeLens is trained on the Vimeo dataset
which only supports 2 interpolation, and then tests on GOPRO [23] evalua-
tion dataset for 8 and 16 interpolation; while REFID [31] and CBMNet [12]
are trained and evaluated on GOPRO datasets with various interpolation scalars.
Such implementation di erences lead to performance degradation, not regarding
the method itself, and are obviously unreasonable. For fair comparisons, We re-
train state-of-the-art Event-VFI methods, including CBMNet [12], REFID [31],
and TimeLens [33] using their publicly released code and training strategies from
papers. These Event-VFI methods are rst trained on the GOPRO dataset [38]
and then ne-tuned on real-captured datasets. For RGB-based algorithms [9,10],
we adopt the released weights and models for all evaluations.

Di erent from existing warping-based methods [12, 32, 33], TLXNet is an
end-to-end trainable network, allowing all components to be optimized simul-
taneously from scratch in a single training phase. This design eliminates the
need for a pre-training stage, simplifying the training process. For training, we
crop input images into 256 256 patches. The Adam optimizer [13] is employed,
initiating with a learning rate of 2 10 “, which gradually decreases follow-
ing a cosine annealing strategy to a minimum ofL 10 7. Our loss function is
a weighted combination of Charbonnier [2] loss and LPIPS [38] loss, with re-
spective weights of 1.0 and 0.1, applied to the interpolation results. Training is
conducted on the GOPRO dataset [38] with a batch size of 1 for 200K itera-
tions, requiring approximately 15 hours on a single NVIDIA RTX 3090 GPU.
We further tune all algorithms on real-world datasets and then evaluate them.
We nish all experiments on PyTorch framework.
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Fig. 4: Dataset Visualization: The gure initiates with our event-RGB camera system,
succeeded by selected samples from our dataset. It underscores our ability to secure
sharp, well-aligned images. The visualization includes events accumulated over 0.007s
and motion depicted through stacking 10 consecutive RGB frames ( 0.07s), demon-
strating our dataset contains complex motion and dynamic scenes.

4.2 Data Preparation

Synthetic Dataset To demonstrate the e ectiveness of the proposed TLXNet,
we train and test on GOPRO [23] dataset. In addition, we perform evaluations
on the Adobe240FPS [29] dataset without further ne-tuning. Both GOPRO and
Adobe240FPS datasets are captured at 240 FPS. To produce synthetic events,
we adopt RIFE [9] for 8 interpolation, and then synthesize events with the
v2e [8] simulator. We skip 7, 15, and 31 frames for settings of 8, 16, and
32 interpolation, respectively. Numeric comparisons are calculated using all
interpolation results.
Current Real-world Dataset. Evaluating Event-VFI methods on real-world
datasets is critically necessary. Currently, there are two publically available real-
captured datasets with both training and evaluation sets for Event-VFI, which
are BS-ERGB [32] and ERF-X170FPS [12]. Due to severe misalignment of RGB
and events, as well as severe RGB degradation of ERF-X170FPS [12], we mainly
conduct experiments on BS-ERGB [32] in Sec. 4.4. Even though BS-ERGB con-
tains well-aligned RGB and event signals, the severe noise that exists in some
RGB images prevents BS-ERGB from providing a reliable evaluation of Event-
VFI methods. Thus to address this gap and promote the eld of Event-VFI, we
collected a new dataset. More details are provided in the following.
New Collected Real-world HQ-EVFI Dataset. Our collected dataset HQ-
EVFI contains high-quality RGB sequences that capture complex and broad mo-
tions, and it has well-synchronized event and RGB signals, ensuring a reliable
real-world benchmark for Event-VFI methods. Similar to ERF-X170FPS [12],
our setup incorporates a beam splitter to align the elds of view of the event
and RGB cameras. Integrating the Prophesee EVK4-HD (280 720) event cam-
era with the high-resolution MER2-301-125U3C @048 1536 RGB camera. To
more accurately align event and RGB images, we adopted a ickering checker-
board for precise calibration. To achieve 142FPS video capture, we adjusted the
RGB camera's resolution t0 1048 836 Capturing sharp images of fast-moving
objects required short exposure times, ranging from 0.05 to 0.5 microseconds, to
prevent blurring, but this increased noise. To counter this, we employed two LS-
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