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In this appendix, we provide the following material:

– additional experimental analyses on multiple decoder hyper-parameters and
various voxel sizes in Section A,

– qualitative visualization for comparison with state-of-the-art methods, vari-
ous voxel sizes, diffusion process, and more generated shapes in Section B,

– a demo to show high-fidelity and diverse point clouds generation in Section C.

Decoder Training 1-NNA (↓) COV (↑)
Depth Cost (hours) CD EMD CD EMD

4 11 50.09 50.02 59.79 61.45
2 7 51.26 50.85 55.63 57.28

(a) Decoder depth.

Decoder Training 1-NNA (↓) COV (↑)
Width Cost (hours) CD EMD CD EMD

384 11 50.09 50.02 59.79 61.45
192 8 51.78 51.51 55.21 56.17

(b) Decoder width.

Window Training 1-NNA (↓) COV (↑)
Size Cost (hours) CD EMD CD EMD

4 8 50.35 50.27 58.53 60.79
2 6 51.08 50.87 56.82 58.05

(c) Window size.

# WA Training 1-NNA (↓) COV (↑)
Layers Cost (hours) CD EMD CD EMD

2 8 50.35 50.27 58.53 60.79
3 7 51.26 51.03 56.31 57.56

(d) Number of Window Attention Layers.
Table 1: Ablation studies on decoder depth, width, window sizes, and the number
of window attention layers.

A Additional Experimental Analyses

In this section, we perform additional ablation studies to explore the effect of
multiple hyper-parameters design in decoder and window attention. We also
conduct additional experiments to demonstrate the advantage of the proposed
FastDiT-3D against DiT-3D [3] on different voxel sizes in terms of training costs
and performance.
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Method Voxel Training 1-NNA (↓) COV (↑)
Size Cost (hours) CD EMD CD EMD

32 DiT-3D [3] 91 51.99 50.76 54.76 57.37
FastDiT-3D (ours) 8 50.35 50.27 58.53 60.79

64 DiT-3D [3] 319 51.22 50.52 55.25 57.52
FastDiT-3D (ours) 25 50.29 50.23 58.57 60.83

128 DiT-3D [3] 1668 50.95 50.36 56.03 58.16
FastDiT-3D (ours) 108 50.01 50.03 59.95 62.08

Table 2: Quantitative results on various voxel sizes (32, 64, 128). Our model has
the lowest training costs while achieving competitive results, compared to DiT-3D [3],
the state-of-the-art approach.

A.1 Multiple Hyper-parameters Design in Decoder

Multiple hyper-parameters including decoder depth/width, window size, and
number of window attention layers, in the 3D window attention decoder are also
critical for us to reduce expensive training costs and achieve superior perfor-
mance. To explore the impact of those key factors, we ablated the decoder depth
from f4; 2g, the decoder width from f384; 192g, the window size from f4; 2g,
and the number of window attention layers from f2; 3g. The quantitative results
on chair generation are compared in Table 1. As shown in the table, when the
decoder depth and decoder width are 4 and 384, our FastDiT-3D without win-
dow attention layers achieves the best results while having decent training costs.
Adding window attention with the window size of 4 and the number of layers of
2 further decreases the training hours and achieves competitive performance.

A.2 Quantitative Results on Various Voxel Sizes

To validate the efficiency and effectiveness of the proposed FastDiT-3D on dif-
ferent voxel sizes, we varied the voxel size V from f32; 64; 128g, and compared
our framework with DiT-3D [3], the state-of-the-art approach for point clouds
generation. The quantitative comparison results are reported in Table 2. We can
observe that when the voxel size is 32, our FastDiT-3D achieves better results
than DiT-3D [3] in terms of all metrics while using only 8.8% training GPU
hours. With the increase in the voxel size, we achieve better generation perfor-
mance and training gains compared to the strong baseline. In particular, the
proposed FastDiT-3D improves all metrics in terms of generating 128-resolution
voxel point clouds and uses only 6.5% of the training time in DiT-3D [3], reduc-
ing the training time from 1668 A100 GPU hours to 108 A100 GPU hours. These
significant results further demonstrate the efficiency of our method in generating
high-fidelity and diverse 3D point clouds.

B Qualitative Visualizations

In order to qualitatively demonstrate the effectiveness of the proposed FastDiT-
3D in 3D point clouds generation, we compare the generated point clouds with
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previous approaches. Meanwhile, we showcase qualitative visualizations of gen-
erated point clouds on the chair category using various voxel sizes. Furthermore,
we also visualize the diffusion process of different categories generation from
the denoising sampling steps. Finally, we provide more visualization of 3D point
clouds generated by our approach.

B.1 Comparisons with State-of-the-art Works

In this work, we propose a novel framework for generating high-fidelity and
diverse 3D point clouds. To qualitatively demonstrate the effectiveness of the
proposed FastDiT-3D, we compare our method with previous approaches: 1)
SetVAE [1]: a hierarchical variational autoencoder for latent variables to learn
coarse-to-fine dependencies and permutation invariance; 2) DPM [2]): the first
denoising diffusion probabilistic models (DDPM) method that applied a Markov
chain conditioned on shape latent variables as the reverse diffusion process for
point clouds; 3) PVD [4]: a robust DDPM baseline that adopts the point-voxel
representation of 3D shapes; 4) DiT-3D [3]: the state-of-the-art diffusion trans-
former for 3D point cloud generation.

The qualitative visualization results are reported in Figure 1. As can be ob-
served, 3D point clouds generated by our FastDiT-3D are both high-fidelity and
diverse. The non-DDPM approach, SetVAE [1], performs the worst compared
to other DDPM methods, although they applied a hierarchical variational au-
toencoder tailored for coarse-to-fine dependencies. Furthermore, the proposed
framework produces more high-fidelity point clouds compared to DPM [2] and
PVD [4] methods. Finally, we achieve better performance than DiT-3D [3] which
applied a plain diffusion transformer to aggregate representations from full vox-
els. These meaningful visualizations demonstrate the effectiveness of our method
in high-fidelity and diverse 3D point clouds generation by adaptively learning
background or foreground information from voxelized point clouds with an ex-
treme masking ratio.

B.2 Various Voxel Sizes

To validate the effectiveness of our framework in generating high-fidelity and di-
verse 3D point clouds in different voxel sizes, we visualize generated point clouds
in different voxel size from f32; 64; 128g on the chair category in Figure 2. As
can be seen, with the increase of the voxel size, our FastDiT-3D achieves better
results in high-fidelity 3D point clouds generation. More importantly, the pro-
posed framework produces more fine-grained details when it comes to generating
128-resolution 3D point clouds. These meaningful qualitative visualizations fur-
thermore show the superiority of our approach in generating high-fidelity 3D
point clouds on different voxel sizes.

B.3 Diffusion Process

In order to further demonstrate the effectiveness of the proposed FastDiT-3D,
we visualize the diffusion process of generating different categories on 1000 sam-
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pling steps. Specifically, we sample five intermediate shapes in the previous 900
steps and four intermediate shapes in the last 100 steps for better visualization.
Note that for each column, we show the generation results from random noise
to the final 3D shapes in a top-to-bottom order. Figure 3 shows the qualita-
tive visualizations of the diffusion process for chair generation, which validates
the effectiveness of the proposed FastDiT-3D in generating high-fidelity and
diverse 3D point clouds. The qualitative visualizations of other categories in
Figure 4 and 5 also demonstrate the efficiency of the proposed framework in
multi-category generation.

B.4 More Visualizations of Generated Shapes

To further validate the effectiveness of our method in generating high-fidelity and
diverse 3D point clouds, we visualize more qualitative results generated by our
FastDiT-3D from chair, airplane, and car categories in Figure 6, 7, and 8. These
meaningful results from different categories further showcase the effectiveness of
our framework in generating high-fidelity and diverse 3D point clouds.

C Demo

The demo is provided as a mp4 file in the supplementary material folder for re-
view. Our anonymous website is available here: https://github.com/anonymous-
fastdit3d/anonymous-fastdit3d.github.io.
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Fig. 1: Qualitative comparisons with state-of-the-art methods for high-fidelity and
diverse 3D point cloud generation. Our proposed FastDiT-3D produces better results
for each category.
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Fig. 2: Qualitative visualizations of generated point clouds on chair category for
various voxel sizes. Rows denote 32, 64, and 128 in top-to-bottom order. The results
showcase the efficiency of our method in generating high-fidelity and diverse 3D point
clouds.
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Fig. 3: Qualitative visualizations of diffusion process for chair generation. The
generation results from random noise to the final 3D shapes are shown in top-to-
bottom order in each column.
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Fig. 4: Qualitative visualizations of diffusion process for airplane generation. The
generation results from random noise to the final 3D shapes are shown in top-to-bottom
order in each column.
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Fig. 5: Qualitative visualizations of diffusion process for car generation. The gen-
eration results from random noise to the final 3D shapes are shown in top-to-bottom
order in each column.
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