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Abstract. The problem of Rehearsal-Free Continual Learning (RFCL)
aims to continually learn new knowledge while preventing forgetting of
the old knowledge, without storing any old samples and prototypes. The
latest methods leverage large-scale pre-trained models as the backbone
and use key-query matching to generate trainable prompts to learn new
knowledge. However, the domain gap between the pre-training dataset
and the downstream datasets can easily lead to inaccuracies in key-
query matching prompt selection when directly generating queries using
the pre-trained model, which hampers learning new knowledge. Thus,
in this paper, we propose a beyond prompt learning approach to the
RFCL task, called Continual Adapter (C-ADA). It mainly comprises a
parameter-extensible continual adapter layer (CAL) and a scaling and
shifting (S&S) module in parallel with the pre-trained model. C-ADA
flexibly extends specific weights in CAL to learn new knowledge for each
task and freezes old weights to preserve prior knowledge, thereby avoid-
ing matching errors and operational inefficiencies introduced by key-
query matching. To reduce the gap, C-ADA employs an S&S module
to transfer the feature space from pre-trained datasets to downstream
datasets. Moreover, we propose an orthogonal loss to mitigate the in-
teraction between old and new knowledge. Our approach achieves sig-
nificantly improved performance and training speed, outperforming the
current state-of-the-art (SOTA) method. Additionally, we conduct ex-
periments on domain-incremental learning, surpassing the SOTA, and
demonstrating the generality of our approach in different settings.

Keywords: Continual Learning, Rehearsal-Free

1 Introduction

In recent years, with the emerging applications of deploying DNN models to dy-
namic and continuous environments such as autonomous driving [36, 44]. Con-
tinual Learning (CL) [18,35,38,51,53] has drawn a rapidly increasing research
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Fig.1: Prior prompt-based approaches pass through the pre-trained model to
generate the query and employ key-query matching to select prompts, which are in-
serted into the pre-trained model again (each layer has a unique prompt). Continual
Adapter approach (C-ADA) strategy eliminates the need for key-query matching
by introducing the CAL and S&S, which brings significant improvement in learning
the new knowledge. Moreover, C-ADA only needs to pass the pre-trained model once,
highlighting the training speed.

interest both in the literature and industry. Classical CL methods focus on ad-
dressing the problem of catastrophic forgetting [13], wherein the models suffer
dramatic performance decreases on previous tasks once training on new data.
The majority of research studies [8,15,18,35,41,53,57, 58| attempt to reduce
forgetting by retaining a subset of previous image samples or prototypes and
replaying them in new tasks, referred to as the rehearsal-based methods.
However, on the concerns of data privacy and deployment efficiency, the ap-
plications of these methods in real-world scenarios are hampered. Therefore, we
focus on a more challenging rehearsal-free CL (RFCL) [23,25,38,50,51], which
does not store any previous samples or prototypes.

Latest approaches [38,40,50,51] leverage prompt learning techniques to solve
the RFCL problem. Due to freezing the large-scale pre-trained model, learning
new knowledge (i.e. plasticity) becomes more challenging rather than
reducing the forgetting (i.e. stability) [38]. To acquire new knowledge,
prompt-based methods utilize key-query matching to obtain trainable prompts.
As depicted in Figure 1(a), these methods first generate a feature representa-
tion (i.e. query) for each instance using the pre-trained model. Subsequently,
they select or generate prompts for each instance based on the cosine similarity
between the query and keys, followed by a second pass through the pre-trained
model. Despite their promising progress, they are faced with two challenges. 1)
Due to the substantial gap between the pre-trained dataset and the downstream
datasets, the query embeddings directly generated by the pre-trained model are
prone to confusion, leading to inaccurate key-query matching prompt selection.
The inaccurate selection seriously hampers the learning ability of the model. 2)
These methods require two forward passes, one for calculating the query and
another for logit, leading to relatively low efficiency. Therefore, there are inher-
ent shortcomings in prompt-based methods for RFCL tasks, motivating us to
explore a novel approach distinct from prompt-learning techniques.
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Taking into account the inherent drawbacks mentioned above, in this pa-
per, we shift our focus to adapter tuning [19] and propose a simple yet effective
adapter variant, named Continual Adapter (C-ADA) for rehearsal-free con-
tinual learning. Compared to prompt-learning techniques, C-ADA eliminates the
necessity for key-query matching, fundamentally avoiding issues arising from er-
roneous key-query matches that could lead to conflicts in training parameters.
As depicted in Figure 1 (c), this results in a substantial enhancement in the
accuracy of C-ADA for new tasks, and C-ADA achieves this with just a single
forward pass, greatly boosting training speed. Moreover, in contrast to lacking
incremental capability adapter fine-tuning methods [5,19], we replace the adapter
layer with a plug-and-play, parameter-expandable adapter layer, named Continu-
ous Adapter Layer (CAL). The CAL expands the specific learnable weights in a
new dimension (middle dimension) to acquire new knowledge and freeze the pre-
viously learned weights to retain old knowledge, which empowers the model with
the capacity to tackle complex continual scenarios. This fundamentally encour-
ages knowledge reuse, as the previous projection weights will contribute to future
projection weights, facilitating the learning of new knowledge. We also introduce
an orthogonal loss function to alleviate the conflict between new weights and
previous weights, which significantly reduces the forgetting of old tasks. To fur-
ther solve the problem of the gap between pre-trained datasets and downstream
datasets, C-ADA includes scaling and shifting (S&S) module with negligible pa-
rameters to transfer the feature space from pre-trained datasets to downstream
datasets before the incremental phase. Compared to the current SOTA methods,
our model demonstrates significant improvements in both performance and train-
ing speed under equivalent parameter counts for RFCL. Furthermore, to validate
its generality, we extend the method to the Domain-incremental Learning (DIL)
setting and once again outperform the SOTA methods. The key contributions of
this paper are summarized as follows:

— We propose a simple yet effective approach called C-ADA, which eliminates
the necessity for key-query matching, for RFCL, characterized by better plas-
ticity and more efficient training compared to existing continual prompting
approaches.

— We design a novel CAL module, which comprises a parameter-extensible
down-projection and up-projection. It facilitates the preservation of previ-
ously acquired knowledge and the learning of new knowledge.

— We develop an S&S module to further reduce the divergence between the
pre-training dataset and the downstream datasets, thereby enhancing the
learning of new tasks. Additionally, we introduce an orthogonal loss to mit-
igate the interaction between old and new knowledge, which significantly
contributes to the preservation of old knowledge.

— We conduct extensive experiments on well-established rehearsal-free bench-
marks and achieve a new SOTA performance. Meanwhile, we evaluate our
approach on the DIL setting and again outperform the state of the art,
highlighting the generality.
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2 Related work

2.1 Rehearsal-Based Continual Learning

[8,11,15,39,41,45,47-49,53,57,58] retain prior information (old exemplars or
prototypes) for subsequent tasks, aimed at mitigating catastrophic forgetting by
replay them in the new tasks. Exemplars-based methods [8,11,15,41,45,53] store a
portion of old exemplars in a memory buffer. These exemplars are trained along-
side the current samples to optimize the model. For instance, iCaRL [35] and
its variants [18,41,53] prevent forgetting by employing the herding technique for
exemplar selection and designing distinct distillation losses. However, exemplar-
based methods not only require extra memory but also experience a significant
performance decline as the buffer size decreases. Exemplars-free methods [57,58]
typically store a prototype per class to refine the classifier. For example, [57]
memorizes and augments prototypes to maintain the decision boundary. Some
latest methods SLCA [55], RanPAC [29], HiDe-Prompt [46] combine the pre-
trained model and prototypes to achieve better performance. Since they are not
rehearsal-free continual learning, we have excluded comparisons with them.

Nevertheless, preserving previous information may introduce privacy and
data leakage risks, often impractical in real-world applications. This motivates
us to concentrate on the rehearsal-free setting, which offers enhanced privacy
protection and real-world application.

2.2 Rehearsal-Free Continual Learning

Early rehearsal-free methods [1,25, 54| utilize regularization to alleviate model
forgetting. While these approaches demonstrate strong performance in task-
incremental continual learning, their effectiveness diminishes in the more chal-
lenging class-incremental learning settings. Generative-based methods [6,14,37]
employ deep model inversion to generate images from previous tasks. While these
methods perform well in some scenarios, inversion is hampered by slow training
speed and high computational costs. Recent studies [16, 38,40, 50,51, 56] have
incorporated large pre-trained models and prompt learning into the realm of
continual learning. Large-scale pre-trained models have demonstrated remark-
able generalization performance and robust anti-forgetting capabilities. There-
fore, prompt-based methods serve as our primary comparison benchmarks and
they will be subsequently elaborated upon in detail.

2.3 Prompting for Continual Learning

Prompt learning has garnered widespread success in both natural language pro-
cessing (NLP) [7,20, 33] and computer vision (CV) [21, 32, 34, 42]. Tt lever-
ages prompts to fine-tune large-scale pre-trained models for downstream tasks.
Firstly, L2P [51] pioneers the integration of prompt learning into the field of
continual learning field. It proposes a key-query matching strategy for prompt
selection from the prompt pool, followed by the insertion of these prompts into
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the pre-trained model. The subsequent works are based on this key-query match-
ing strategy. DualPrompt [50] employs a set of task-specific prompts and selects
prompts based on the closest key-query matching during inference. Furthermore,
CODA [38] utilizes key-query matching to assign weights to prompts and can
be optimized in an end-to-end fashion. APG [40] proposes a learnable adaptive
prompt generator eases the reliance on intensive pretraining. S-Prompts [49]
focuses on domain-incremental learning by acquiring distinct prompts for each
domain and utilizing KNN to select prompts during inference. In this paper, we
thoroughly compared these methods to CIL and DIL protocols and extensively
discussed their shortcomings.

3 Methods

3.1 Problem Setting

The continual learning aims to enable the model to learn non-stationary data
from sequential tasks while preserving the knowledge obtained from previous
tasks. We define a set of tasks Dy, Dsy,...,Dr, where Dy = {(z;%,y;%)} Y, is the t-
th task with N; samples, and z;* and y;" is the i-th images and its label. The label
sets of D; are defined as C;. The objective of rehearsal-free continual learning is
to employ a unified model for classifying test images from all previously learned
tasks while not storing any old samples or prototypes.

Depending on the specific problems, continual learning can be divided into
multiple settings, which differ in challenge and practicality. In this paper, we
mainly focus on addressing the challenging class-incremental learning setting. In
this scenario, the class of each task is non-overlapping, denoted as C;y NCs--- N
Cr = ) and the task identity can not be obtained in the inference phase. Further-
more, to assess the robustness and generalization of our approach, we extend our
experiments to domain-incremental continual learning setting. In this scenario,
each task has the same classes but exhibits distinct data distributions, expressed
aSC1 :CQZ"'ZCT.

3.2 Framework and Formulation

Figure 2 illustrates the framework of the Continual Adapter (C-ADA) approach.
The C-ADA incorporates the S&S module and the plug-and-play Continual
Adapter Layer (CAL) into the pre-trained model, endowing it with robust capa-
bilities for addressing continual learning challenges. Concretely, the S&S module
is exclusively trained before the incremental training to mitigate the domain
gap and is subsequently frozen during further training. The CAL comprises
a parameter-extensible down-projection, a ReLLU activation, and a parameter-
extensible up-projection. During incremental learning, the down-projection and
up-projection expand the trainable weights to learn the new knowledge and freeze
the previous weights to maintain the old knowledge. Moreover, we propose an
orthogonal loss to alleviate the conflict between previous weights and trainable
weights in each CAL.
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Fig. 2: The framework of our C-ADA approach. For simplicity, we omit the skip con-
nection and Layernorm in the figure. or loss represents the orthogonal loss. We attach
our S&S and CAL, which are in parallel with the projection layer and MLP, to the
shallow N layers of ViT and freeze the pre-trained backbone. For each new task, we
expand two trainable weights in the CAL to learn the new knowledge and freeze the
previous weights. Different from prior works, our approach uses a novel adapter variant
to eliminate the necessity for key-query matching. Only trainable weights and classi-
fier parameters are optimized which is parameter efficient and no old information (old
images or prototypes) are stored which is privacy preserving.

The basic backbone consists of a pre-trained vision transformer feature ex-
tractor f = f(-;0) and a classifier ¢ = g(-;¢). Given an input image xz €
RAXWXC from D,. The image is reshaped and projected by the patch embed-
ding layer, resulting in the embedding feature z, € RL*P, where L is the token
length, and D is the embedding dimension. These embedding features are not
only input to the pre-training module within the ViT block but also to the par-
allel CAL and S&S modules. The output of the backbone and parallel is added
and fed into the next layer. Finally, The output features z, from the last ViT
block are fed into the g to perform classification tasks.

3.3 Scale and Shift Module

Due to the significant domain gap between the pre-training dataset and the
downstream dataset, our C-ADA approach introduces a flexible and independent
module, named scaling and shifting (S&S), to revise the feature space before
incremental training for more efficient fine-tuning (higher plasticity).

Concretely, the S&S module includes the trainable parameter a@ € RP and
B € RP as the scale and shift factors, respectively, to learn the domain informa-
tion of downstream tasks. The S&S operation is calculated as follows:

y=a@zr+p (1)
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where @ is the dot product. We employ the S&S operation before the incremental
training by using the data from the first phase (i.e. D1). Then we freeze the
trainable parameters during the incremental phases.

3.4 Continual Adapter Layer

Structure of Continual Adapter Layer To address the challenges of effi-
ciency and lightweight, the CAL is designed as a bottleneck module. It consists
of a parameter-extensible down-projection, a ReLLU layer for non-linear property,
and a parameter-extensible up-projection. The down-projection embeds the old
and new knowledge into a latent embedding along with the ReLLU function, and
the up-projection extracts a dimension-fixed knowledge representation from the
latent embedding. For each new task, we first initialize and append two learn-
able linear weights to the down-projection and up-projection, respectively, and
freeze the previous weights. Such design ensures that the CAL is extendable
for learning new knowledge and stable in maintaining old knowledge, maintain-
ing the input and output feature dimensions unchanged. Assuming the current
task t, we assign the weights in the CAL into two types: the frozen weights
W1 .. W=D and the trainable weight W' (W represents both the Wép and
me). The frozen weights effectively preserve the previous knowledge to mitigate
catastrophic forgetting, while simultaneously optimizing the trainable parame-
ters to learn new knowledge.

Without loss of generality, we define the input and output of the current
layer as z; and x;, respectively. In task t, we can adapt the input by the CAL
as follows:

W = Wi, .., W1 W T

dp > dp
_ 1 t—1 t
W, = WL, .., Wil W T,

up
W}, e RP* Wi e R*P

z; = ReLU(z; - W) - Wy,

(2)

In the next task, we freeze the Wfip and sz to maintain the old knowledge
and convert two new weights Wfizl and Wi‘gl to the trainable weights.

Parameters of Continual Adapter Layer. In this paper, we follow the stan-
dard RFCL setting where the total task number is known before training. To
compare fairly, we adjust the value of d to maintain a consistent number of pa-
rameters across different settings. For real-world applications, we can keep the
size of d constant and continually expand the specific weights for new tasks. Re-
markably, even when d is set to a minimal value, such as d=1, it still exhibits com-
mendable performance. Therefore C-ADA is lightweight, and memory-efficient
in real-world applications.

Position of Continual Adapter Layer. As depicted in [9,43], the Multi-Head
Self-Attention (MHSA) block employs the attention mechanism to capture global
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information, while the MLP block prevents the ViT output from degeneration.
Both components play pivotal roles in the ViT structure. Consequently, we in-
vestigate performing a comprehensive tuning of both the MHSA block and MLP
block, instead of exclusively emphasizing one over the other. To fine-tune the
MHSA block, we choose to insert the CAL in parallel with the Projection Layer
instead of the Attention module. This decision is motivated by the observation
that, despite various advanced transformer-based models using different atten-
tion mechanisms within the MHSA block [12,26,28], they consistently include a
projection layer. On the contrary, we insert the CAL in parallel with the entire
MLP block to fine-tune the MLP block.

Without loss of generality, we define the input as z; and initially feed it into
the Attention module to obtain x,, which serves as the input to the Projection
Layer and CAL;j:

T
xq = Atten(z;) = Softmax (Q\/]g ) V,

£ = Proj(z,). i = A- CAL, (S&S(x,). ®)

/
T, =211 + 22,

Then the output scz is further sent to the MLP block and CAL,. This process is
formally formulated as follows,

Ty = MLP($;), Tg = A CALQ(S&S(I’;)),

Ti+1 = X1 + X2,

(4)

where CAL; and CALy are in parallel with the projection layer and MLP block,
respectively. Proj represents the Projection Layer and A represents a scale factor
(typically set to 0.1). Then, the output x;; is sent to the next layer and repeats
the above process.

3.5 Loss Function

Orthogonal Loss. When training the new task, the learned new knowledge
will interfere with old knowledge, potentially resulting in catastrophic forgetting.
Thus we propose to solve this problem by initialization and loss function. We
apply the Gram-Schmidt process to initialize the trainable parameters at the
start of each new task. Orthogonal initialization contributes to the diminishment
of the scope when the model parameter is updated, thereby fostering enhanced
stability and overall performance. After the first task, we employ the orthogonal
loss to keep trainable weights orthogonal to previous weights.

Lor =W, T - AWy s Wi Hl2 + [[Wi, - {W o, WS l2 (5)

dp up up? D

where ||-||2 represent the Lo-norm and T represents the matrix transpose. The
loss function forces the model to optimize current weight W? to be orthogonal
to previous weight W1, ..., Wi~1_ Intuitively, orthogonal vectors exhibit reduced
mutual influence. As a result, this design aims to minimize interference between
new and old knowledge to reduce catastrophic forgetting.
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Classification Loss. Similar to the previous methods, we use the CE loss to
optimize the model to learn the new knowledge

Lee=L(g(f(x;Wap, Wy, 0):6),y) (6)

where x is the input image and y is the corresponding label. ¢ is the parameters
of the classifier and 6 is the parameters of the pre-train model.

Total Optimization Objective. For task t, our full optimization consists of
a classification loss L. and an orthogonal loss L,

min ¢£Ce +0Lor (7)

where W/, W/  and ¢ are the learnable parameters of task t. We set the d to 1
for all the experiments. During each training phase, our models can be optimized

in an end-to-end fashion.

4 Experiments

In this paper, we mainly aim to solve the rehearsal-free class-incremental learning
problem. To evaluate our methods, we follow the RFCL settings proposed in
previous works [38,50,51] and conduct comprehensive experiments.

Besides, to prove the robustness and generality of our method on other con-
tinual learning settings, we conduct experiments compared with the SOTA meth-
ods [49] on the domain-incremental learning settings. Extensive ablation studies
prove the effectiveness of our methods.

4.1 Evaluation Benchmarks

Datasets. We use the Split CIFAR-100 [24] and Split ImageNet-R [17] for class-
incremental setting, CORe50 [27] and DomainNet [30] for domain-incremental
setting.

CIFAR-100 is a widely-used benchmark in continual learning, which con-
tains 60000 images of 32 x 32 size from 100 classes. We split CIFAR-100 into
the 10-task benchmark following previous works.

ImageNet-R has 200 classes and includes newly collected data of different
styles. It provides a fair and challenging problem setting due to the significant
gap between training data and pre-trained data. We split the dataset into the
5-task benchmark, the original 10-task benchmark and the 20-task benchmark.

CORe50 has 50 classes from 11 distinct domains. Following the domain-
incremental setting, we use 8 domains for (120000 images) for continual training
and the rest of the domains for testing.

DomainNet is a large dataset with 345 classes and 600000 images. These
images are split into 6 domains (Clipart, Infograph, Paint, Quickdraw, Real, and
Sketch) for continual learning like S-Prompts [49].
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Table 1: Results (%) on ImageNet-R and CIFAR-100. The results are all ob-
tained by CODA [38] directly. P represents the total number of tasks. UB represents
the full fine-tuning result from [10]. We report Anx (%), Param (%) and FLOPs (G)
to bring intuitive comparison. C-ADA uses fewer parameters and doubles the training
speed, greatly surpassing other methods.

ImageNet-R CIFAR-100
Methods P=5 P=10 P=20 P=10 FLOPs
A (T) Param (1) A () Param (1) Ax (1) Param (1) Ay (f) Param (1)
UB 77.13 100/100 77.13 100/100 77.13 100/100 | 89.30  100/100 -
ER (5000) | 71.72 100/100 64.43 100/100 52.43 100/100 | 76.20 100/100 -
FT 18.74 100/100 10.12 100/100  4.75  100/100 | 9.92  100/100 -
FT++ 60.42 100/100 48.93 100/100 35.98 100/100 | 49.91 100/100 -
LwF.MC 74.56  100/100 66.73 100/100 54.05 100/100 | 64.83  100/100 -
L2P 70.83 0.7/100.7 69.29 0.7/100.7 65.89 0.7/100.7 | 82.50 0.7/100.7 | 35.2
Deep L2P 73.93 9.6/109.6 71.66 9.6/109.6 68.42 9.6/109.6 | 84.30 9.6/109.6 | 35.2
DualPrompt| 73.05 0.5/100.5 71.32 0.8/100.8 67.87 1.3/101.3 | 83.05 0.8/100.8 | 35.2
CODA-P-S | 75.19 0.7/100.7 73.93 0.7/100.7 70.53 0.7/100.7 | 84.59 0.6/100.6 | 35.2
C-ADA 77.93 0.7/100.7 76.66 0.7/100.7 73.47 0.7/100.7 | 87.18 0.6/100.6 17.6

Comparing Methods. We compare our method with several baselines and
state-of-the-art (SOTA) continual learning methods. For a fair comparison, all
the methods are based on a ViT-B/16 backbone pre-trained on ImageNet-1K.
Under class-incremental settings, we regard L2P [51], DualPrompt [50], and
CODA [38] ? as the main competitors, which are rehearsal-free methods. Un-
der domain-incremental settings, despite S-Prompt [49] storing the prototypes
of previous domains instead of the rehearsal-free method, it is still the main
comparison method as the SOTA of domain-incremental learning.

Implementation Details. Similar to CODA [38], we use the Adam [22] op-
timizer with §; = 0.9 and 8y = 0.999, and a batch size of 128 images in four
GPUs. For every image, we resize it to 224x224 and normalize them to [0,1].
The learning rate is set to 5e =5 for all the settings with cosine-decaying. For fair
comparisons, we set the total middle dimension to 60 (sum of two CALSs) and
insert the CAL into layers 0-4, which achieves a similar parameter amount to
previous works [38,50]. We train the CIFAR-100 for 20 epochs, ImageNet-R for
50 epochs, CORe50 and DomainNet for 10 epoch. During the training phase,
we substitute predictions from previous-task logits with negative infinity during
the training of a new task. This design leads to a softmax prediction of "0" for
these previous task classes and ensures that gradients do not affect the linear
heads of past task classes like previous works. [38,50,51]

4.2 Main Results

Class-incremental learning. We report the results on two class-incremental
datasets in Table 1 following the previous work [38].

3 For the sake of fairness, we primarily selected CODA-P-S with the same parameter count as

C-ADA for comparison.
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Table 2: Results (%) on CORe50 and DomainNet. Ay gives the accuracy av-
eraged over tasks and buffer size represents the number of old exemplars stored in the
memory buffer. The results are all obtained by S-Prompt [49] directly. We reproduce
the CODA on these settings for further comparison. We ensure that all methods have
the same pre-trained model (ViT-B/16).

Method |Buffer size|An (1)
Upper-Bound - 84.01 Method Buffer size|An (1)
ER 80.10 Upper-Bound - 63.22
GDumb 74.92 DyTox 50/class | 62.94
BiC 79.28 EWC 47.62
DER-++ | 50/class | 79.70 LwF 49.19
Co’L 79.75 SimCLR 44.20
DyTox 79.21 BYOL 49.70
L2P 81.07 Barlow Twins 0/class | 48.90
EWC 74.82 Supervised Contrastive 50.90
LwF 75.45 L2P 40.15
L2P 0/class | 78.33 CODA-P-S 47.56
CODA-P-S 85.41 S-Prompts 50.62
S-Prompts 83.13 C-ADA 53.00
C-ADA 89.45

ImageNet-R: We report the results with 5-tasks, 10-tasks, and 20-tasks
to evaluate the robustness of the model under different settings in Table 1. It is
worth noting that our method significantly surpasses the previous methods in av-
erage accuracy under different settings with as much as +2.74%, +2.73% and
+2.94% over CODA, +4.88%, +5.41% and +5.60% over DualPrompt (sec-
ond best method). This phenomenon shows that our method is robust to differ-
ent class increment settings. Moreover, since our method only requires forward
propagation one time. We achieved an obvious increase in training speed while
improving accuracy. Combining accuracy and training speed brings better prac-
ticality in the real world.

CIFAR-100: We note that our approach also brings similar results to the
ImageNet-R benchmarks, with an improvement of +2.59% compared with
CODA, +4.13% compared with DualPrompt.

Domain-incremental learning. We report the results on two domain-incremental
datasets in Table 2. Besides, we reproduced CODA on these datasets to bring
intuitive comparison.

CORe50 and DomainNet are widely used domain dataset for continual
learning. Following the setting of S-Prompt [49], we divide the baseline methods
into two groups, exemplars-based methods [2-4, 11,31, 52] and exemplars-free
methods [19] /rehearsal-free methods [38,51]. Exemplars-based methods store 50
old exemplars per class in the memory buffer. These methods often have better
accuracy but are accompanied by the risk of privacy leakage and memory over-
head. Our method surpasses the CODA by +4.04% and +5.44% on CORe50
and DomainNet benchmark. Besides, it is worth noting that our method even out-
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Table 3: Ablation Results (%) on
10-task ImageNet-R and CIFAR-
100. Ay gives the accuracy averaged over
tasks. We ablate the key components in

turn and report the results.

Fig. 3: Average accuracy Ay (%) vs
tuning parameters (%). We report the
results on the 20-tasks ImageNet-R.

performs S-Prompt, which is specifically designed for domain-incremental learn-
ing, with improvements of +6.32% and +2.38%. This interesting phenomenon
demonstrates the robustness and effectiveness of our method in various continual
learning settings.

4.3 Key Components Ablation

We conducted ablation experiments to analyze the importance of each com-
ponent. We incrementally introduced key components on both the 10-tasks
ImageNet-R and CIFAR-100 datasets, and the results are presented in Table 3.
Firstly, we ablate the S&S module, the performance has dropped (0.73%J/ on
ImageNet-R). This shows that revising the feature space before training is ben-
eficial to improving subsequent learning ability. Secondly, removing the orthog-
onal loss leads to severe performance degradation on average accuracy (3.76%.]
on ImageNet-R). This outcome aligns with our expectations, as ablating the
orthogonal loss results in our method lacking a mechanism to prevent forget-
ting, leading to severe catastrophic forgetting. Thirdly, when we ablated the
CAL component, we observed a noticeable drop in performance(7.72%| on
ImageNet-R). The removal of the CAL implies that our model relies solely on
adjusting the classifier to tune the model, which obviously leads to unsatisfac-
tory results, particularly when dealing with the downstream datasets having a
significant gap from the pre-trained dataset.

4.4 Scaling Trainable Parameters

We conduct experiments to discuss the relationship between the trainable pa-
rameters amount and the performance.

The trainable parameters amount can be adjusted by changing the middle
dimension of the CAL. The total number of middle dimensions of the two CALs
in each block is chosen from {20, 40, 60, 80, 100, 120, 140, 160}, corresponding
to {0.35%, 0.54%, 0.71%, 0.90%, 1.12%, 1.27%, 1.45%, 1.61%} trainable param-
eters. We report the results on 20-tasks ImageNet-R in Figure 3. The figure
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shows that more trainable parameters contribute to achieving a higher accu-
racy. Moreover, we can notice that even with the fewer trainable parameters,
our model consistently demonstrates superior performance when compared to
CODA (71.92% An, 0.35% Param of C-ADA vs 70.53% Ay, 0.7% Param of
CODA). This fully illustrates that our approach improves the plasticity com-
pared with previous works.

4.5 Attaching Layer and Position

Intuitively, each layer of the ViT exhibits distinct feature extraction capabili-
ties [50]. The impact of tuning different layers may be quite different in CL.
Furthermore, each module of the layer plays different roles, which causes attach-
ing CAL to various positions within the layer may yield divergent outcomes.
Therefore, it is crucial to explore layers and positions to attach the CAL under
the CL settings. Note that the total number of trainable parameters remains
consistent across all experiments described below (middle dim = d * t).

Layer of CAL. For simplicity, we assume that the attaching layers are con-
tiguous. We report the result in Table 4.

Firstly, we attach the CAL to all the layers to get a preliminary result (Layer
0 to Layer 11). Next, we use binary search to analyze the importance of shal-
low (Layer 0 to Layer 5) and deep (Layer 6 to Layer 11) layers. We observe
that attaching to shallow layers gets superior results compared to attaching to
deeper layers. This phenomenon is consistent with the observation from previous
work [50]. Then we continue to reduce the number of attached layers in shallow
layers. Experimental results show that attaching from layer = 0 to layer = 4
performs the best. We use this conclusion to analyze the attached modules.

Position of CAL. By analyzing common parts of the ViT architecture, we
select three alternative attaching positions: QKV attention layer (W, Wy, W)
in the MHSA block, projection layer in the MHSA block, and the MLP block.
We report the result in Table 5.

Firstly, we analyze the effects of only attaching these three positions, respec-
tively. We observe that attaching the CAL to the projection layer has a better
effect than in the QKV attention layer. This phenomenon makes us attach the
CAL to the projection layer to tune the MHSA block. Then we opt to combine
the tuning of different positions. We observe that attaching the CAL to different
positions resulted in certain improvements (about 0.4%). Interestingly, it seems
to have little to do with how to assign the middle dimensions. This shows to
some extent that our method is robust.

4.6 Extra Evaluation Metrics

Although we emphasize that Ay, Param, and FLOPs are the more important
metrics, there are still some common metrics in the CL field.
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Table 5: Results (%) on ImageNet-
R 10 tasks. We fix the attaching lay-
ers (layer 0 to layer 4) to analyze two
aspects: the attaching positions and the
middle dimension of each CAL.

Table 4: Results (%) on ImageNet-
R 10 tasks. We analyze the difference
of attaching to different layers. We keep
the total tunable parameters constant by
modifying the middle dimension,

Attach Layer |middle dim|An () Attach P051t.10n middle dim|{Ax (1)

- QKV Attention 60 76.04

Layer 0 ~ Layer 11 30 75.23 MLP 60 76.93
Layer 6 ~ Layer 11 50 72.51 Proj 60 76.25
Layer 0 ~ Layer 5 50 76.21 Proj - MLP | 20 + 40 76.52
Layer 1 ~ Layer 5| 60 | 76.29 Proj + MLP | 30 + 30 | 76.57
Layer 0 ~ Layer 4 60 76.66 Proj + MLP | 50 + 10 76‘51
Layer 2 ~ Layer 5| 80 | 75.72 Proj + MLP | 10 4 50 | 76.61
Layer O ~ Layer 3| 80 | 75.75 Proj + MLP | 40 4 20 |76.66

Fn: Average forgetting metrics, represent the drop in task performance av-
eraged over N tasks.

bwt: Backward transfer, assesses the quality of representation.

fwt: Forward transfer, represents the influence of existing knowledge on the
performance of subsequent concepts.

In Table 6, we can see that across various metrics, C-ADA demonstrates
superior performance. Notably, in terms of fwt, which represents the capacity
to learn new knowledge, it significantly outperforms the other methods. This
emphasizes the effectiveness of C-ADA in learning new knowledge.

Table 6: Results (%) on ImageNet-R. The Fi results are all obtained by CODA
[38] directly. We reproduce the bwt and fwt metrics for further comparison.

Methods P=5 P=10 P=20 P=10 P=10
Fx () Fn () Fw () | bwi(t) | Jui()
L2P 3.36 £0.18 2.03 £0.19 1.24 +£0.14(—3.69 £ 0.07|—0.32 4+ 0.04
DualPrompt|2.64 +£0.17 1.71 +0.24 1.07 £0.14|—3.48 + 0.06|—0.09 + 0.04
CODA 2.65+£0.15 1.60 +0.20 1.00 £ 0.15{—3.24 £ 0.06| 0.01 £ 0.03
C-ADA 2.55+0.14 1.58 £ 0.18 1.02 +0.12|-3.12 + 0.05| 0.34 + 0.03

5 Conclusion

In this paper, we present a novel adapter variant, named Continual Adapter (C-
ADA), for RFCL. Our approach assembles a parameter-extensible adapter layer (CAL)
and an S&S module in parallel with the pre-trained model. Importantly, C-ADA
eliminates the necessity for key-query matching to achieve better plasticity and
efficient training. We set a new SOTA on well-established benchmarks of RFCL

and outperform the mainstream methods of DIL. This underscores the generality

and robustness of our approach across various continual learning settings.
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