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Fig. 1: With solely a textual prompt in natural language describing the desired spatial
positions and orientations of objects within the scene, SceneTeller is able to generate
realistic and high-quality 3D spaces. Additionally, by facilitating modifications to the
style of the entire scene or individual objects within the scene through edit instructions,
SceneTeller offers a practical and flexible framework for designing personalized rooms.
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Abstract. Designing high-quality indoor 3D scenes is important in many
practical applications, such as room planning or game development. Con-
ventionally, this has been a time-consuming process which requires both
artistic skill and familiarity with professional software, making it hardly
accessible for layman users. However, recent advances in generative AI
have established solid foundation for democratizing 3D design. In this
paper, we propose a pioneering approach for text-based 3D room design.
Given a prompt in natural language describing the object placement in
the room, our method produces a high-quality 3D scene corresponding to
it. With an additional text prompt the users can change the appearance
of the entire scene or of individual objects in it. Built using in-context
learning, CAD model retrieval and 3D-Gaussian-Splatting-based styl-
ization, our turnkey pipeline produces state-of-the-art 3D scenes, while
being easy to use even for novices. Our project page is available at
https://sceneteller.github.io/.

Keywords: Text-to-3D scene generation · Language-guided generation
· 3D Gaussian splatting scene stylization

1 Introduction

3D scene design has numerous applications in domains like architecture or game
development. Designing high-quality 3D scenes, however, is a laborious and time-
consuming process, challenging even for highly-skilled domain experts utilizing
professional tools. This complexity often leaves novice users unable to customize
their own spaces. Recent advancements in automatic text-to-image synthesis
[22,41] have led to massive progress in text-to-3D creation [36–38], enabling the
generation of 3D content only from text input. Such works create foundation for
democratizing 3D design, supporting its accessibility for non-experts.

A pioneering work by Poole et al. [36] introduced object-centric text-to-3D
generation based on 2D diffusion models coupled with NeRFs [31]. Several sub-
sequent works proposed ways to improve the geometric accuracy, multi-view
consistency, and appearance quality [6,27,30,50]. Despite their success in object-
level generation, hallucinating complex large-scale scenes with multiple objects
is still remaining a challenging problem. Some recent 3D scene generation meth-
ods [11, 35, 52] require a 3D layout as input, limiting their usability for novices.
Others [16, 23] produce results that violate global object arrangements and are
not multi-view consistent.

Aiming to address both these shortcomings - insufficient user friendliness
and unsatisfactory global consistency - we introduce SceneTeller, a framework
for text-based 3D scene generation. 1) We start with a premise that a 3D scene
generation framework should offer control over the placement and style of indi-
vidual objects, allowing novice users to design their customized spaces through
simple interactions with the system. Our approach achieves this by relying on
text-based user interaction for scene and appearance specification. 2) In order
to generate compositionally plausible 3D scenes, it is important to incorporate
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some degree of global information guidance. We implement this by conditioning
the method on global layout descriptions.

To this end, we split the task of generating high-quality 3D scenes into three
steps: 3D layout generation, object population and style editing. 1) When pre-
sented with a prompt describing the desired spatial positions and orientations of
objects, SceneTeller generates an initial 3D layout of the scene by exploiting the
Large Language Models (LLMs) through in-context learning, to ensure global
consistency. 2) The generated layout is then used to assemble a 3D scene and
populate it with CAD models from a database. 3) To facilitate scene editing, the
assembled scene is fitted with a 3D Gaussian Splatting [24] representation. This
representation is then used to stylize the scene according to the user-provided
edit prompt targeting the entire scene or individual objects within it.

Extensive quantitative and qualitative evaluations show that SceneTeller per-
forms significantly better than state-of-the-art methods, offering superior geo-
metric fidelity and compositional plausibility. In brief, our contributions to the
existing body of work can be summarized as follows:

– We introduce a turnkey pipeline for high-quality 3D scene generation yield-
ing complex, realistic and globally consistent 3D scenes, given only scene
descriptions in natural language. Our pipeline supports object- and scene-
level appearance editing.

– We propose a novel LLM-based module for 3D layout generation trained
through in-context learning, which provides control over individual object
placement.

– We experimentally demonstrate that SceneTeller generates 3D scenes of
higher quality and better consistency than state-of-the-art methods, while
boasting unprecedented user friendliness and flexibility.

2 Related Work

2.1 3D Scene Representations

Rendering 3D scenes using implicit neural networks has seen remarkable suc-
cess, notably with NeRF’s [31] photo-realistic image synthesis. Extensions of
NeRF improve reconstruction quality [3, 25], training and rendering speed [5,
17, 32, 39, 43, 55], and handling large-scale scenes [7, 45]. Despite advancements,
NeRF-based methods still struggle with slow rendering speeds. Recently, 3D
Gaussian splatting (3DGS) was proposed for real-time, high-quality rendering
using anisotropic 3D Gaussians and fast tile-based rasterization. Our framework
employs 3DGS for scene representation and allows edits on these Gaussians,
generating high-quality, 3D consistent scenes.

2.2 Text-to-3D Generation

Object-centric Generation. 3D generation from textual prompts has re-
cently grown in popularity. DreamFusion [36] introduces Score Distillation Sam-
pling (SDS) to optimize NeRF representations by leveraging an off-the-shelf
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2D diffusion model, paving the way towards text-driven 3D content creation
[29,37,38,57]. Following [36], Magic3D [27] employs a coarse-to-fine optimization
scheme, exploiting low-resolution diffusion priors, and then enhancing the tex-
ture. To achieve high-fidelity mesh generation, Fantasia3D [6] disentangles the
appearance from geometry. Latent-NeRF [30] optimizes a NeRF in the latent
space of StableDiffusion [41], and additionally proposes incorporating 3D priors
to generate a target geometry. To address the over-smoothing, over-saturation
and lack of diversity problems within the SDS, ProfilicDreamer [50] proposes a
principled particle-based variational framework, namely Variational Score Distil-
lation (VSD). Following the same motivation, [49] presents Perturb-and-Average
Scoring to estimate the score for non-noisy images.

With the recent introduction of 3D Gaussian Splatting [24], several works
attempt to combine 3DGS and diffusion models. GaussianDreamer [54] employs
a 3D diffusion model to generate the initialized point clouds for 3D Gaussians,
and then further optimize the Gaussians using SDS with a 2D diffusion model.
[9, 47] follows a two-stage pipeline for geometry optimization and appearance
refinement. GaussianDiffusion [26] focuses on the challenge of achieving multi-
view consistency in 3D generation and proposes combining structured noise with
a variational 3DGS technique. Despite their success in generating object-level
scenes, both NeRF-based and 3DGS-based methods fall short in hallucinating
complex scenes with multiple objects.

Scene Generation. To represent multiple objects within the scenes, existing
works [11, 28, 35, 52] rely on compositional NeRFs that are initialized based on
user-defined object proxies. However, they are ususally restricted to produce only
narrow inward-facing views of the rooms. Also, the requirement of having 3D
layouts as input is restrictive for final users. Orthogonal to those, SceneScape [16]
and Text2Room [23] generate scenes following the render-refine-repeat paradigm
by iteratively warping and inpainting the previously generated image according
to the specified camera motion. This strategy does not allow object-level control
during scene generation, and the results tend to exhibit multi-view inconsisten-
cies. LucidDreamer [10] employs the same paradigm for an initial point cloud
reconstruction, and then further optimizes the scene using 3DGS. Recently, sev-
eral works introduced techniques for 3DGS scene editing, by manipulating the
training images using 2D diffusion models [8,13,48] and incorporating the edited
images into 3DGS scenes for further optimization. Concurrent to our work, [56]
initializes a 3DGS scene from the layouts created using LLMs and optimizes it
using a diffusion model. However, [56] lacks control over the generated layout in
terms of positions and orientations of objects.

2.3 LLMs for Vision

With the inclusion of grounding information in LLMs, they demonstrate en-
hanced reasoning capabilities for visual concepts. Recently, the visual reason-
ing abilities of LLMs have been utilized for 3D tasks such as avatar genera-
tion [40], instruction-driven 3D modeling [44], 3D editing [14]. Exploiting the
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spatial reasoning capabilities of LLMs, LayoutGPT [15] extends beyond its 2D
counterparts [34] to generate random 3D layouts of specific room types through
in-context learning. However, LayoutGPT lacks support for controlling the gen-
erated layout. The 3D layout generation module of SceneTeller is the first of its
kind allowing control over individual object placement in accordance with the
provided natural language prompts describing the desired positions of objects.

3 Method

Fig. 2: Overview of our method. Given a textual prompt in natural language delin-
eating the desired spatial positions and orientations of objects within the scene, a 3D
scene layout is generated using in-context learning. An initial 3D scene is assembled for
the predicted layout, which is then fitted with a 3D Gaussian Splatting representation.
This representation is then used to stylize the scene according to the user-provided
text prompt, and subsequently render the final images of the scene.

The pipeline of SceneTeller is divided into three main stages: language-driven
3D layout generation, 3D scene assembling from the layout and 3D scene styl-
ization. In the first stage, a 3D scene layout is generated based on the given text
prompt (Sec. 3.1). Then, an initial 3D scene is assembled for the predicted lay-
out (Sec. 3.2). After that, a 3D Gaussian Splatting representation is fitted to the
assembled scene. This representation is then used to stylize the scene according
to the user-provided text prompt, and subsequently render the final images of
the scene (Sec. 3.3. The scheme of the framework is illustrated in Fig. 2

3.1 Language-driven 3D Layout Generation

The task of this module is to produce a collection of object bounding boxes
conditioned on a brief textural description of their spatial positions within the
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scene in plain language. More formally, the input is a conditionC, consisting
of a textual description Y, along with the scene type and scene dimensions
information. The output is a 3D layout represented as a set of 3D bounding
boxesb i 2 B = f b i gN

i =1 for each of theN referenced objects. Each 3D bounding
box b i = ( ci ; t i ; si ; oi ) consists of the following components: category nameci ,
box center t i = ( x i ; yi ; zi ) 2 R3, box dimensions si = ( wi ; hi ; di ) 2 R3 and
orientation oi 2 R.

The textual description Y is comprised of multiple sentences, each specifying
the position and orientation of a single object within a canonical coordinate sys-
tem. The canonical system is chosen to represent the scene in a 2D perspective,
to ensure that the descriptions closely resemble those produced by a human ob-
server. Y is initially generated using a rule-based approach formulated in three
steps as follows: 1) The canonical coordinate system is partitioned into a 3� 3
grid, creating rectangular patches. 2) Each of the predicted objects is assigned
to a patch based on the center positiont i and orientation oi of its bounding box
within these patches. 3) Per-object sentences are then formulated according to
which patch the object is assigned to and object's orientation,e.g. for the object
assigned to the top-left patch, with category nameci and 90 degrees orientation,
we generate:�A ci is placed at the top-left corner of the room, with a perpen-
dicular orientation.� Given the relatively limited linguistic variation inherent
in rule-based descriptions, initial textual templates are provided to an LLM to
serve as a basis for paraphrasing.

LayoutGPT [15] focused on improving an LLM's interpretation of the spa-
tial knowledge by using a structured format featuring attribute-value pairs. We
follow a similar strategy and adopt the standard CSS (Cascading Style Sheets)
format to describe b i . Bounding box values are mapped to standard CSS format
attributes and category name is employed as the selector.

Prompt Construction. Recent progress in the �eld has showcased the im-
pressive in-context learning capabilities of LLMs, which entail conditioning these
models with both natural language instructions and a select set of task demon-
strations. Following this conditioning, the LLM is then tasked with completing
further instances based on the provided demonstrations. In line with this, our
prompts to LLM include three main parts: task speci�cations, in-context exem-
plars and the query condition:

� Task speci�cations: Following prior work [42, 51] on enhancing LLMs in-
struction following capabilities, a task description is incorporated at the
beginning of each prompt, which explains the goal of the task, establishes a
standard for the 3D layout format in CSS style and provides unit informa-
tion for attributes. Additionally, constraints are integrated into the prompts
to guide the LLM and minimize errors (e.g., predicting overlapping boxes or
placing objects out of bounds), during task completion.

� In-context learning: Supporting exemplars for the in-context learning are
selected by adopting the retrieval-based approach used in [2, 15, 53]. When
provided with a set of supporting exemplarsS = f (Cs

m ; bs
m )gM

m =1 and the
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queried condition Cq, the function f (Cs
k ; Cq) = krl k � rl qk2 + krw k � rwqk2

is computed between each element of the set andCq following [15], whererl
and rw are the length and width of the scenes. Top-k supporting exemplars
with the shortest distance to Cq are selected for in-context learning, provided
to LLM with the same format with Cq.

� Query condition: The inference conditionCq, for which we want to predict
the layout.

3.2 3D Scene Assembling from Layouts

To assemble a scene based on the generated layouts, we rely on object retrieval.
More speci�cally, for each of the bounding boxes, the nearest 3D model of the
corresponding predicted category is retrieved from the furniture dataset based
on the Euclidean distance of the bounding box dimensions as follows:

d(si ; scand ) =
p

(wi � wcand ))2 + ( hi � hcand ))2 + ( di � dcand ))2; (1)

wherescand denotes the bounding box dimensions for the candidate object from
the dataset. The retrieved 3D model is placed within the scene according to the
predicted box center t i and orientation angle oi .

3.3 3D Scene Stylization

Given a generated 3D scene, the users should be able to modify either the over-
all appearance of the scene or speci�c objects within it. Our approach facili-
tates scene editing by training a 3D Gaussian splatting model representing the
generated scene and re�ning this representation according to the provided edit
instruction, o�ering a �exible framework for 3D scene generation.

3D Gaussian Splatting Scene Representation. 3D Gaussian splatting
(3DGS) [24] is a recent pioneering work for novel view generation, which repre-
sents the underlying scene as a collection of anisotropic 3D Gaussians de�ned by
their center positions � 2 R3 and 3D covariance matrices� parameterized as:

� = RSST R T : (2)

R denotes the rotation matrix and S is the scale matrix. Each 3D Gaussian
is assigned a colorc represented with spherical harmonics (SH) coe�cients, to
capture the view-dependent appearance. To allow� -blending of splats, Gaussians
are associated with an opacity value� 2 R.

Unlike NeRF [31] which relies on volume rendering, 3DGS enables faster
training and rendering through di�erentiable rasterization. A set of 3D Gaussians
is rendered by projecting into the camera's image plane as 2D Gaussians, and
assigned to individual image tiles. The color of each pixelp on the image plane
is then determined as follows:
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C(p) =
X

i 2N

ci � i

i � 1Y

j =1

(1 � � j ); � i = � i e� 1
2 (p � � i )T � � 1

i (p � � i ) (3)

where N denotes the Gaussians in this tile,� i represents the in�uence of the
Gaussian on the image pixel and� i , � i , ci , � i are the position, covariance,
color and opacity of the i -th Gaussian respectively. For optimization, a weighted
combination of L 1 loss and SSIM loss is employed.

To initialize the centers of the 3D Gaussians, we utilize the mesh vertices of
the retrieved objects and create a scene point cloud. This generated scene point
cloud replaces the Structure-from-Motion (SfM) points used in the original work.
To obtain the required training images for 3DGS optimization, we render the
generated scene into RGB imagesI . We additionally render 2D segmentation
masksM to be used for 3D Gaussian scene editing.

Scene Editing. For editing our 3DGS scenes based on the provided edit in-
struction, we build on top of Instruct-GS2GS [48] which in turn extends Instruct-
NeRF2NeRF [20] for 3DGS scenes. Given the images used for training the
3DGS scene, Instruct-GS2GS updates the images individually using a di�usion
model, namely Instruct-Pix2Pix [4]. The di�usion model takes three inputs: 1)
an unedited conditioning image I v

0 , a text instruction cT and the noisy version
of the current render I v

i at optimization step i , where v denotes the viewpoint
from which the images are captured. Formally, the process of updating a single
image is de�ned as:

I v
i +1  U� (I v

i ; t; I v
0 ; cT ); (4)

wheret is the noise level within the constant range[tmin ; tmax ], U� is the sampling
process of DDIM [41] andI v

i +1 is the edited image respecting the text instruction
cT and the unedited conditioning imageI v

0 . The training is performed by editing
all the training images during a dataset update at every 2.5k training iterations.

Despite achieving general scene-level stylization, [48] lacks of support for
more �ne-grained object-level editing. To enable object-level edits, we use the
binary masks mf ogK

k =1
. Each mf ogK

k =1
is obtained by binarizing 2D segmentation

masks M for the set of objects to edit f ogK
k=1 . The set f ogK

k=1 is de�ned by
extracting the referenced category names from the text instructioncT . Having
the unedited conditioning imageI v

0 , the edited imageI v
i +1 , and the binary mask

mf ogK
k =1

, we keep only the edits at the pixels of the target object set:

I v
i +1 = mf ogK

k =1
� I v

i +1 + (1 � mf ogK
k =1

) � I v
0 ; (5)

where � denotes element-wise multiplication of the image pixels. This way, the
other pixels within I v

i +1 are set to their unedited versions, enabling an object-level
editing of training images. While training the 3DGS scene with the edited images,
the mask mf ogK

k =1
is also applied for L 1 and SSIM losses, ensuring gradient

propagation only to the target objects.
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4 Experiments

Datasets. To create a set of supporting exemplars for the layout generation,
we employ the 3D-FRONT dataset [18], a large-scale indoor scene dataset with
18,797 rooms furnished with 3D textured objects from 3D-FUTURE [19]. Fol-
lowing the same pre-processing steps as [33] and excluding non-rectangular �oor
plans from the test set similar to [15], we obtained 3397 train, 453 validation,
423 test bedroom and 690 train, 98 validation, 53 test living room scenes. During
3D scene assembling, 3D models are retrieved from the 3D-FUTURE dataset.

Implementation Details. We use ChatCompletions API 3, which enables a
series of dialogue exchanges between the user and the LLM, to query GPT-
4 [1]. BlenderProc4 is employed to render 250 images per assembled scene with
512 � 512 resolution. After relocating the center of each scene to the origin of
the coordinate system, we sample camera positions on the upper hemisphere
at a distance of 1.5r from the center where r is the diagonal length of the
room, with an elevation angle of 35 degrees. We use the Splatfacto model from
NeRFstudio [46] for 3DGS training, by optimizing each scene for a maximum of
20k iterations. For editing the 3DGS training images, we use InstructPix2Pix [4]
as the di�usion model, with classifer guidance scalessT = [3 :5; 12:5] for the
text and sI = 1 :5 for the image. The dataset updates are performed every
2.5k iterations following Instruct-GS2GS [48]. The InstructGS2GS training takes
approximately 15-20 minutes per scene on a single A6000, most of it spent on
di�usion model sampling. The rendering speed is 101.21 fps.

4.1 3D Layout Generation

Evaluation Setup and Baselines. In this section we evaluate the �rst stage of
our approach, therefore we only focus on assessing the generated layouts. To our
knowledge, SceneTeller is the �rst approach that conducts conditional layout
generation guided by text prompts to control the position and orientation of ev-
ery object, targeting a user-friendly framework for novices. Hence, replicating an
interaction mode that is natural for humans is pivotal for our framework. Based
on this, our layout generation performance is compared with the performance of
humans solving the same task. In particular, each participant of our user study
is presented with a series of textual descriptions, each accompanied by an empty
layout according to the room dimensions. For each text prompt, participants
are requested to draw bounding boxes and label them with the object names.
Each text prompt is given to at least 2, at most 3 participants. This study is
conducted with 12 participants and 40 text prompts. To generate text prompts,
40 layouts are selected from the test set and their text prompts are generated
by providing the initially rule-based formed sentences to GPT for paraphrasing,
as described in Sec. 3.1.
3 See https://platform.openai.com/docs/api-reference/chat
4 See https://github.com/DLR-RM/BlenderProc
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Metrics. Based on the predicted number of bounding boxes in each category,
we report recall, precision and accuracy [15]. An accuracy score of 100 indicates
that the number of bounding boxes and their corresponding categories precisely
match the ground-truth annotations. Otherwise, a score of 0 is assigned to the
scene. All values are in percentage (%). We additionally report mean Intersection
over Union (mIoU) between the predicted and ground-truth bounding boxes and
out-of-bound rates, indicating the percentage of scenes where furniture extends
beyond the �oor plan boundary. We refer to the supplementary material for
detailed metric descriptions.

Results. Tab. 1 presents the quantitative evaluation results of 3D layout gen-
eration. Our in-context-learning-based 3D layout generation module performs
better than human participants in terms of mIoU, showcasing the e�ectiveness
of LLMs' visual reasoning capabilities. In-context exemplars further enhance this
performance by aiding in reasoning about the current data distribution. However,
human participants possess their own understanding of the physical world, lead-
ing to variations in their notions of object sizes and prompt reasoning, resulting
in slightly poorer performance in this assessment. Both our layout generation
module and human participants performed excellently in terms of predicting
the number of bounding boxes per category. Humans sometimes forget or miss
objects mentioned in the prompt, which explains their slightly imperfect recall
score. The ground-truth layouts from the dataset involve objects slightly exceed-
ing the �oor plan boundary, leading to 15.15% OOB rate. Human participants
are able to place the objects within the layout more accurately.

Table 1: Quantitative evaluation of 3D layout generation. The proposed in-
context learning based 3D layout generation module performs better than human par-
ticipants in terms of predicting object sizes, enhanced by in-context exemplars aiding
in reasoning about the current data distribution. All values are in percentage (%).

Method OOB # rec." prec." acc." mIoU "

Ours 56.78 100.00 100.00 100.00 44.60
Human 12.09 98.79 100.00 95.00 28.70

GT 15.15 100.00 100.00 100.00100.00

4.2 3D Scene Generation

Baselines. Our approach is evaluated and compared with three state-of-the-art
3D scene generation methods. Set-the-scene [11] employs compositional NeRFs
that are initialized based on user-de�ned object proxies to have more control
over individual objects. To compare with [11], layouts generated by our method
are provided as input to their pipeline. GSGEN [9] is a 3DGS-based approach,
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