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Abstract. Radar-based perception has gained increasing attention in
autonomous driving, yet the inherent sparsity of radars poses challenges.
Radar raw data often contains excessive noise, whereas radar point clouds
retain only limited information. In this work, we holistically treat the
sparse nature of radar data by introducing an adaptive subsampling
method together with a tailored network architecture that exploits the
sparsity patterns to discover global and local dependencies in the radar
signal. Our subsampling module selects a subset of pixels from range-
doppler (RD) spectra that contribute most to the downstream percep-
tion tasks. To improve the feature extraction on sparse subsampled data,
we propose a new way of applying graph neural networks on radar data
and design a novel two-branch backbone to capture both global and local
neighbor information. An attentive fusion module is applied to combine
features from both branches. Experiments on the RADIal dataset show
that our SparseRadNet exceeds state-of-the-art (SOTA) performance in
object detection and achieves close to SOTA accuracy in freespace seg-
mentation, meanwhile using sparse subsampled input data.

1 Introduction

Environmental perception is vital in autonomous driving. Cameras, LiDARs,
and radars capture surrounding data, supporting perception tasks like object
detection and segmentation. Unlike vision-based sensors, radars rely on elec-
tromagnetic wave reflection, making them more robust to different illumination
and weather conditions [39]. The Doppler effect enables radars to measure ob-
ject radial velocity, aiding in motion planning [46]. Current industry trends fa-
vor multiple-input multiple-output (MIMO) radar systems |36, where multiple
transmitting (Tx) and receiving antennas (Rx) form a virtual array to increase
spatial resolution and mitigate the sparsity issue of radar data to some extent.

In this work, we study radar-only perception. Radar data can be categorized
into radar raw data and point clouds, with the latter obtained after applying
the constant false alarm rate (CFAR) algorithm. Radar point clouds are more
interpretable by humans and can often be directly input into existing 3D per-
ception models with minor modifications [1}/32]. However, this simplicity comes
at the cost of losing valuable information present in raw data after the CFAR
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Fig. 1: Examples of the (a) RD spectrum, (b) dynamic sampling mask, and (c)-(f) dy-
namic edges built in our GNN blocks with different number of feature space neighbors.

algorithm. In recent years, there has been a growing preference for perception
based on radar raw data, which can have various input forms such as range-angle-
Doppler (RAD) tensor [50], range-Doppler (RD) spectrum , analog-to-digital
converter (ADC) data [49], etc.

Existing radar perception models primarily perform convolutional neural net-
works (CNNs) on radar raw data, while the sparse nature of raw data is rarely
explored. Since radar signals are reflection-based, a large portion of raw data
pixels contain only noise rather than meaningful reflection from objects, differ-
ent from the background environment in camera images or the empty spaces in
LiDAR point clouds. This also happens to high definition (HD) radars, as shown
in Fig. [Ta] Therefore, directly applying dense CNNs to raw data is inefficient.

In this work, we focus on the sparsity issue of radar raw data, aiming to filter
out irrelevant noise and process selected crucial information using a suitable net-
work architecture. Huijben et al. [19] introduce deep probabilistic subsampling
(DPS) to select a subset of input pixels. DPS is end-to-end trained with the
gradient from downstream tasks, €.g. image classification or signal reconstruc-
tion . We develop a DPS-like method for radar perception scenarios. Instead
of using a static sampling mask for any input , we dynamically generate a
sampling mask for each radar frame. The reason is that for tasks like image clas-
sification, important parts are usually located at the center of an image, which
is not the case in object detection. Our radar signal subsampling method sam-
ples a given number of pixels that contribute most to perception. It masks out
noisy pixels without target reflection and allows for data compression. Our sub-

sampling method selects a more representative subset compared to traditional
sub-selection algorithms like CA-CFAR or constant threshold .

On the other hand, applying dense convolution on the subsampled data
causes unnecessary computational costs. To concentrate on valid parts of the
sparse data, we propose a new approach of applying graph neural networks
(GNNs) to radar data. Unlike previous radar GNN models that build static
graphs on either radar point clouds or on all raw data pixels [28], we only
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take subsampled pixels as nodes and build dynamic edges according to feature

space distances. Our approach does not suffer from the information loss in point

cloud-based models, and it also avoids the generation of excessively large graphs.

Sparse CNNs (SCNNs) are highly efficient in processing sparse data. We design

a novel two-branch backbone that combines GNNs and SCNNs to capture both

global and local neighbor information. We also apply an attentive fusion module

to fuse global and local features, whose context window is adjusted based on
prior knowledge. Our SparseRadNet is evaluated on the RADIal dataset |34].

Given an RD spectrum, we subsample it to only 3% of the pixels as model

input. Our model exceeds SOTA performance in object detection and achieves

close to SOTA accuracy in freespace segmentation, meanwhile using significantly
subsampled input data.
Our main contributions can be summarized as follows:

— We introduce a deep radar subsampling module for radar perception scenarios,
compressing radar raw data and removing noise.

— We propose a new architecture that exploits the sparsity of the subsampled
signals. Our two-branch backbone combines GNNs and SCNNs to leverage
both global and local neighbor information and uses an attentive fusion mod-
ule to fuse features from different aspects.

— We outperform all previous models in object detection on the RADIal dataset.
Ablation studies show the synergies of the different modules in our network.

2 Related Work

2.1 Radar Perception Model

Radar perception models can be categorized based on the data format. Radar
signal processing starts with collected ADC data processed by the range and
Doppler DFT (Discrete Fourier Transform) resulting in an RD spectrum [53].
Then a third azimuth DFT is applied to generate a RAD tensor. Alternatively,
the CFAR algorithm can be executed prior to the azimuth DFT to identify target
responses and generate a radar point cloud.

Point cloud. Radar point clouds can be adapted as input to PointNet-like
neural networks [33| with minor adjustments [1,5/8|. To increase density, methods
usually accumulate points [32] or stack feature maps from multiple frames [41].
Schumann et al. [38] handle moving and static points separately with recurrent
layers and stacked histograms. Li et al. [24] introduce temporal relation layers
to capture object-level relations. RTCNet [31] extends point-wise features with
corresponding vectors in the RAD tensor. KPConvPillars [43] proposes to use
GNN and kernel point convolutions [42] to extract point neighbor features.

RAD tensor. RAD cubes contain rich information but are hard to work
with due to their large 3D shapes. RADDet [50| treats the Doppler dimension
as the feature channel and performs 2D CNNs. A more popular approach is
respectively summing signals power along three dimensions to create RA, RD,
and AD maps [27]. RAMP-CNN |[10] extends this approach to multiple frames
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and its multi-view fusion module facilitates predictions on the RA view. TMVA-
Net [30] applies atrous spatial pyramidal pooling [3] and devises a set of losses
to train multi-view heads coherently. Zhang et al. |52] propose the PeakConv
operation, which imitates the receptive field of CFAR. TransRadar |4] introduces
the adaptive-directional attention block to enhance the feature extraction.

RA or RD spectrum. RA and RD spectra are more compact represen-
tations and require only two DFTs in pre-processing. RODNet [45] introduces
the M-Net to encode radar signals and the temporal deformable convolution to
utilize temporal information. GTR-Net [28] builds a dense GNN on RA spectra,
treating all pixels as nodes, and edges connect direct spatial neighbors. Dong et
al. [7] investigate aleatoric uncertainty in radar perception. Radatron [26] de-
signs a two stream model for fusing HD and LD radar data. Zhang et al. [51]
take a U-Net |37] architecture on RD spectra and apply phase-normalization
to dampen the effect of phase shift. DAROD |[6] adopts a lightweight Faster-
RCNN |35] with customized region proposal network. These models mostly ap-
ply dense CNN layers to radar spectra, while the sparse and noisy nature of
raw data is rarely investigated. We propose a network architecture specifically
tailored to discover hidden correlations between sparse radar signals.

The RADIal dataset was collected by a frequency modulated continuous wave
(FMCW) radar |2, where multiple transmitters (Tx) emit the signal with a
fixed Doppler shift. As a result, a target reflection appears N1x times on the RD
spectrum in equidistant Doppler bins. FFT-RadNet [34] serves as the baseline
for our model. It introduces the MIMO pre-encoder to reorganize the repetition
of signals and the range-angle decoder to transform RD features to RA space.
Jin et al. |22| apply cross-modal supervision to reduce the burden and errors in
labelling. T-FFTRadNet [11] directly leverages ADC data, designs the Fourier-
Net to mimic DFTs, and uses Swin Transformer [25] as the backbone. ADCNet
[49] also operates on ADC data, employing guided pre-training and perturbed
initialization to refine trainable DFT layers. These methods aim to obtain a wider
range of information from raw ADC. In contrast, we introduce a subsampling
method to address the sparsity by condensing radar spectra to considerably less
data. This prevents the network from searching for patterns in the noise.

2.2 Graph Neural Networks

GNNs have achieved great success in LIDAR [16,[40] and image [14,[29] object
detection. However, previous GNN-based radar models have not effectively ex-
ploited radar data. They either build graphs on radar point clouds [9}/43|, which
heavily rely on CFAR, or densely take all raw data pixels as nodes 28|, which
is computationally expensive. Moreover, these works build static GNNs, where
edges connect nearest spatial neighbors based on point locations or pixel coordi-
nates. In our approach, we select only subsampled RD spectrum pixels as graph
nodes, and we build dynamic graphs based on feature distances. Our approach
is better suited for FMCW radar spectra, given the aforementioned repetition
of object signatures. Our method circumvents the information loss caused by
CFAR and requires less computational overhead compared to dense graphs.
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Fig. 2: Overview of SparseRadNet. Our model takes RD spectra as input and subsam-
ples them using the deep radar subsampling module. Then the two-branch backbone
and attentive fusion enhance the feature extraction from the subsampled data. The
range-angle decoder converts the RD view feature map to the RA space. Finally, two
perception heads generate object detection and free driving space segmentation results.

3 SparseRadNet architecture

Figure 2 shows the architecture of our SparseRadNet, which has four modules:
(i) the deep radar subsampling module for selecting important parts from the
input RD spectrum (Sec. 3.1); (ii) the two-branch backbone with an attentive
fusion module for capturing neighbor information (Sec. 3.2); (iii) the range-angle
decoder for transforming from RD to RA view (Sec. 3.3); and (iv) two output
heads for object detection and freespace segmentation (Sec. 3.4).

3.1 Deep Radar Subsampling Module

Radar raw data contains rich information, yet its sparsity poses challenges to
radar perception. To address this, we introduce a DPS-like method [19] for radar
perception, which we refer to as the deep radar subsampling (DRS) module, a
sketch shown in Fig. 2a. This module selects an important subset of pixels that
contribute most to perception, while masking out irrelevant noise. Identifying
important parts from sparse radar data enables the task model to concentrate
on valid target re ections and allows for data compression.

Initially, RD spectra are complex tensors with shapeC™ W N=« whereNgy
is the number of receivers. Complex numbers are decomposed into real and imag-
inary parts and taken as our initial input x 2 RH W 2Nex et A 2f0;1g" W
be a binary sampling mask (see Fig. 1b for an example), performing an element-
wise multiplication with the input in terms of Yhwe = Ahw  Xhwe , We Ob-
tain a sparse representationy 2 R? W 2N&  The number of selected elements
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M in mask A is prede ned and signi cantly fewer than the total spatial cells
N=H WM N). In the original DPS method, the binary mask A is
obtained from a subsampling distribution A , which is parameterized by a set
of learnable parameters 2 R" W . Parameters are trained by the downstream
task's loss, and once trained, all input frames share the same. In contrast,
we generate the sampling mask based on the input to deal with dynamic sce-
narios in radar perception. We utilize neural networks to operate on the initial
input x and consider the output as unnormalized logitsZ (x) 2 RH W, with
representing the parameters of CNN layers.

We frame the problem as sampling from a categorical distribution. Instead
of applying a softmax function onZ (x) to get a probability distribution A (x),
we use the Gumbel-Softmax method [21] to samplé pixels directly from the
unnormalized logits. The Gumbel-Max trick [13] o ers an e cient way of categor-
ical sampling, and Gumbel-Softmax extends this method as a reparameterization
trick to make the sampling process di erentiable. Each elementz,., in Z (x)
is rstly perturbed with Gumbel noise en,  Gumbel(0; 1). The perturbation
moves the non-di erentiable stochastic node to the edge of the computational
graph, which enables gradient backpropagation to our CNN layers. Then ap-
plying the argmax operation to the perturbed logits could generate one sample.
This process equals drawing a sample (category) from the categorical distribution
A (x).Wedener = fri;:irmg N2 asM sampled pixel indices. Following
the DPS-topK pattern [19], we take an argtopM operation to simultaneously
sampleM pixels without replacement:

r = argtopM fzpy + €nw g: @)
1 h H
1w W

The argtopM operation is again non-di erentiable, just like argmax. We could
build a binary hard sampling mask A "¢ from r, but it does not allow parameter
training. To solve this, Gumbel-Softmax uses a softmax function as a continuous
di erentiable approximation. A di erentiable soft mask AS°t s built as

X
Aot = softmax fw™ + Z (x)+ eg; 2)

m=1
where wy,, 2 f1 ;09 suppresses thosen 1 previously drawn samples by
settingthemto 1 , and denotes the temperature parameter of the softmax.
The parameter controls the smoothness of Gumbel-Softmax. When ! 0 the
soft sampling mask approaches the hard mask. During training we de ne the
sampling mask as

A = Ahard + Asoft detach(A soft ); (3)

where detaci ) removes a tensor from the computational graph. In the forward
pass, maskA serves as a binary sampling mask and produceg as the sparse
input to downstream perception modules (black solid arrow in Fig. 2a). While in
the backward pass, gradients propagates to Eq. (3) where only the second term



SparseRadNet: Sparse Perception NN on Subsampled Radar Data 7

A STt requires gradient. In Eq. (2), gradients are distributed by the di erentiable
proxy softmax to all logits Z (x), then to our sampling layers' parameters
(red dashed arrow in Fig. 2a).

The DRS module is end-to-end trained by gradients from perception losses.
With a limited number of samples, it tries to select pixels that have the most
signi cant impact on the perception tasks. After sampling, the sparse inputy
carries su cient information for perception while reducing the presence of noise.

3.2 Two-branch Backbone

To fully exploit the sparse subsampled input from the DRS module and avoid
unnecessary computations, we introduce the two-branch backbone and the atten-
tive fusion module to enhance the feature extraction. As depicted in Fig. 2d and
2c, the GNN branch captures information of global embedding space neighbors,
while the second SCNN branch aggregates features from local neighbors. Then,
the attentive fusion module combines global and local features adaptively, with
prior radar knowledge imposed on its attentive context window. Finally, The
fused feature map is further processed by a dense but lower-resolution feature
pyramid network (FPN).

GNN Branch.  The GNN branch has multiple GNN blocks and the sparse
feature scatter module. We build the GNNs based on the isotropic pattern of
ViG [14], where features in between GNN layers keep the same shape and size.

The GNN branch fetches the M subsampled pixels as input, according to
indices obtained from the DRS module. Those zeros iy resulting from masking
are simply ignored. Selected RD pixels carrying2 Ngry channels are rstly
expanded by linear layers toC dimensions asy 2 RM €. They are treated
as initial node features, andV denotes graph nodes by convention. To create
the graph, for each nodev;, we nd its K nearest neighbors in the embedding
space and connect them, resulting in graph edges. The number of neighborsk
increases as we progress through more GNN blocks. Finally, we construct a graph
G = (V;E) on subsampled radar pixels. Since node features are updated after
each GNN block, the neighbors of a node in the embedding space may change
greatly between blocks, therefore called dynamic graphs. Dynamic graphs are
more suitable for exploiting the phenomenon of recurring object signatures in
FMCW radars (an example of connected dynamic neighbors see Fig. 1c-f), as
opposed to static graphs which primarily focus on local structures.

Each GNN block consists of a Grapher module and a feed-forward network
(FFN) [14]. The Grapher module has one graph convolutional network (GCN)
layer with two linear layers before and after respectively. The inclusion of linear
layers and the FFN increases feature diversity. The GCN layer has two steps:
aggregation and update. Prior to each aggregation step, a dynamic grapks is
constructed based on the current feature state of nodes. In the aggregation step,
the features of node neighbors are collected and aggregated by the operatig(),
and the update operationh( ) updates the features of each node through linear
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layers. The GCN operation GraphCony ) on node embeddingdy; is de ned as:
y? = GraphConv(Y;) = h(¥;;9(V:; E(Vi)) ; Wupdate ) ; 4)

wherei =1;:::5M, Wypdate IS the parameters of the update operation, and two
operations [48] are de ned as:

9(yi) = concat yi;max y;  Vijj 2E(v)

TN = o ) (5)
h(y;) = 9(Yi)Wupdate ;

whereh( ) is the grouped convolution. Features in the RD view encompass angle
information, and grouping into subspaces can be interpreted as dividing quad-
rants. Overall, the Grapher module extracts node features by:

Grapher(y) = (GraphConv (yWin)) Wou +Y; (6)

where is the GeLU activation function [17], Wi, and W, are parameters of
two linear layers, bias terms are omitted for simplicity.

The sparse FPN scatter includes two sparse ResNet blocks (RNB) [15],
mainly aiming to scatter the extracted node features onto the RD map. Each
RNB contains multiple residual blocks, where regular SCNN layers handle fea-
ture scattering and spatial size reduction, and submanifold SCNNs [12] are ap-
plied for e cient feature re nement.

SCNN Branch.  Local structures also contain valuable contextual information.
We use the SCNN branch to e ciently extract features from local neighbors, as
a complement to the GNN branch. It comprises the sparse MIMO pre-encoder
and sparse FPN encoder, using the sparse representatignas input.

The MIMO pre-encoder is introduced in FFT-RadNet [34] for reorganizing
the repeated object signatures in RD spectra. It utilizes an atrous convolution
layer that is customized to the radar sensor. The kernel size is set td Ny,
and its dilation = 5 W depends on the transmitters' Doppler shift , number
of Doppler bins W, and maximum Doppler value D nax . By this design, the
MIMO pre-encoder can de-interleaved the repetition of target responses. Given
that our input y has only M valid pixels, we employ a sparse atrous convolution
to eliminate redundant computation. The sparse FPN encoder shares the same
structure as the scatter in the GNN branch. The only di erence is that the sparse
FPN encoder has more residual blocks to strengthen the local feature extraction.

Attentive Fusion. The GNN and SCNN branches extract features in di erent
aspects. To take full advantage of the two-branch backbone, we employ the
attentive fusion module to fuse two feature maps. This module has two parts:
spatial attentive addition and axial attentive fusion, as illustrated in Fig. 2c.
Firstly, we combine feature maps in a fashion of spatial attention [47]. Two
convolutional layers operate on feature maps with shap®kt W € respectively,
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generating two attention score maps with shapeR" W 1. After concatenat-
ing two score maps, the softmax function is applied pixel-wise to produce two
weighting factors, indicating the relative importance of each branch's features
at that pixel. The combined feature map is a weighted sum of two branches.

Secondly, we align global and local features using axial attention blocks [18].
The GNN branch concentrates on the a nity of subsampled pixels and basically
maintains their initial position in the RD space. As shown in Fig. 1c-f, this a n-
ity mainly comes from the repeated object signatures. In the SCNN branch, the
repeated object signatures are reorganized via the MIMO pre-encoder, where the
1 N1 dilated kernel permutes object signatures within each row. As a result,
the global features and local features are not spatially aligned with each other.
On the other hand, we also expect our fusion module to consider column-wise
dependencies arising from the shape of objects along the range axis. To address
both row-wise alignment and column-wise dependencies, our fusion module uti-
lizes axial attention [18], which decomposes one attention block into column-wise
and row-wise blocks. Each block restricts the context window inside one row or
column. It sets the focus for the attention mechanism and ful lls our prior knowl-
edge about radar signals and network structure.

Since the spatial resolution has been reduced to an a ordable level and fea-
tures have been scattered across the map, the dense FPN encoder uses dense
RNBs for further feature extraction. Additionally, skip connections provide fea-
tures with di erent resolutions to the range-angle decoder, as shown in Fig. 2d.

3.3 Range-angle Decoder

The range-angle decoder [34] is designed to transform the RD view feature map
to the RA space for nal predictions, as illustrated in Fig. 2b. Feature maps from
deeper RNBs have lower resolution but contain high-level semantic features,
while shallow feature maps contain low-level spatial information. Combining
these feature maps enriches the information for the transformation. CNN layers
are used to match the channel dimension with the number of angle bins. Then the
swap operation switches the feature channel with the Doppler spatial dimension,
treated as an RA view. For lower-resolution feature maps, the deconvolution
operation is applied to recover the spatial resolution.

3.4 Multi-task Head

We use the same multi-task head as FFT-RadNet [34]. The free space segmen-
tation head makes binary predictions about whether a pixel is free or occupied.
The detection head predicts the presence of vehicles and range and angle o sets.

4 Experiments

We conducted experiments on the RADIal dataset [34]. The dataset was recorded
by an HD FMCW radar, which has N1« = 12 transmitters and Nrx = 16 re-
ceivers. It provides raw ADC data, enabling the subsequent generation of all
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other data representations,e.g. RD spectra, as outlined in Sec. 2. Following the
same data split, the dataset is divided into 6231 training samples, 986 valida-
tion samples, and 1035 test samples. Labels are generated with the assistance
of the camera and LiDAR, followed by manual veri cation and categorized as
easy or hard cases. We follow the same criteria to evaluate our model's per-
formance. For object detection, the RADIlal dataset labels all types of vehicles
as the "Vehicle" class. We compute the average precision (AP), average recall
(AR), average F1 score, as well as mean range and angle error, all within a 100
meters range. A prediction is considered a true positive if its Intersection over
Union (loU) exceeds 0.5 with any ground truth bounding box. Since the dataset
has no object size labels, a standard vehicle size is adopted with 4 meters in
length and 1.8 meters in width. For the free driving space segmentation task,
labels are binary maps indicating free or occupied space. We measure the mean
loU (mloU) over all test frames within the range [0;50] meters. In Fig. 4, we
present some qualitative results on the RADIal test set, where the predictions
are Itered using the same thresholds as in the evaluation. Note that we only
evaluate our model on the RADIal dataset, as it is the only dataset providing
both HD radar raw data and object detection annotations.

4.1 Implementation details

In the DRS module, we con gure the number of sampled pixels asvi = 4000,
which constitutes only 3% of the input. To reduce the memory required during
training and lighten the burden on the softmax, we perform average pooling
and sample 10002 2 patches. The temperature parameter of the softmax
is set to 4. To speed up the inference, we do not add Gumbel noise in the
evaluation mode and only compute the hard maskA "9 for a forward pass. A
sparse backbone cannot provide complete gradient information for the softmax
over all pixels when gradients backpropagate toA s°t | while a dense backbone
enables the training of the DRS module. Meanwhile, the MIMO pre-encoder
could incorporate prior knowledge about the repeated object signatures into the
gradients. Therefore, we pre-train our DRS module by plugging it into the dense
baseline model FFT-RadNet [34]. Then we load and freeze the weights of this
module when training our SparseRadNet.

In the GNN branch, we use four GNN blocks. For each node, we ndK = 9,
12, 15, and 18 neighbors respectively. The isotropic feature size between these
blocks is 128 channels. Our GNN branch is designed to focus on the global
embedding space a nity. Therefore, we opt not to add positional encoding to
node features, granting the model full freedom in global exploration. The dilation

of the sparse MIMO pre-encoder is 16. The rst residual block of each sparse
RNB uses a regular SCNN layer with kernel size3 3 and stride 2 to reduce
the spatial resolution. In the sparse FPN scatter, one submanifold residual block
follows it, and in the sparse FPN encoder there are two. In the attentive fusion
module, we apply 8 axial attention blocks. In the dense FPN encoder, two RNBs
have 4 and 3 dense residual blocks separately.
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Table 1: Object detection performances on the RADIal test set. Methods are catego-
rized by their input type. Evaluation metrics are average precision (AP), average recall
(AR), average F1 score (F1), range error in meter (RE), and angle error in degree
(AE). Overall means the whole test set, while Easy and Hard are two di culty
subsets. *:image-based evaluation. y: result reproduced by us.

Input Model Overall Easy Hard
Type F1" AP" AR" RE# AE#| F1" AP" AR" RE# AE#| F1" AP" AR" RE# AE#
ADC T-FFTRadNet [11] 87.44 88.20 86.70 0.16 0.1B N/A N/A

ADCNet [49]

91.90 95.00 89.00 0.13 0.1

196.99 96.00 98.00 0.12 0.1

181.01 91.00 73.00 0.16 0.12

RD

FFTRadNet [34]
T-FFTRadNet [11]
Cross Modal DNN* [22]
FFT-RadNet » [34]
TransRadar" [4]

88.91 96.84 82.18 0.11 0.1
89.50 89.60 89.50 0.15 0.1
89.70 96.90 83.49 N/A N/A
90.75 95.03 86.83 0.12 0.1
92.87 94.91 90.90 0.15 0.1

794.97 98.49 91.69 0.10 0.1
P N/A

95.18 98.61 91.98 N/A N/A
96.82 97.19 96.46 0.11 0.1
96.57 96.52 96.61 0.14 0.1

B76.37 92.93 64.82 0.13 0.26
N/A

77.41 92.79 66.41 N/A N/A

78.29 90.00 69.26 0.15 0.13

(85.68 91.59 80.49 0.17 0.11

SparseRadNet (ours) |93.84 96.00 91.78 0.13 0.1(98.29 98.02 98.57 0.12 0.0985.45 91.90 79.85 0.16 0.12

We use the Adam optimizer with a learning rate of 10 4 and a decay weight
of 0.9 for every 10 epochs. We train for 100 epochs and pick the model that
achieves the highest average F1 score on the validation set. More details about
the baseline model, loss functions, evaluation metrics and detailed ablation study
set-up can be found in the supplement.

4.2 Comparison with State of the Art

We compare our SparseRadNet with the state-of-the-art methods on the RADIal
test set. Table 1 lists the model performances on the object detection task.
The average F1 score is considered the main metric as it provides a trade-o
between AP and AR. When reproducing the result for the baseline FFT-RadNet
[34], we achieved higher scores compared to what was reported in [34]. Our
model ranks 1st place on the object detection task, achieving higher accuracy
than the previous best model TransRadar [4] by 1 point in the overall test
set. When examining the two di culty levels separately, our model outperforms
TransRadar by 1.7 points in the easy mode but falls short by around 0.2 points
in the hard mode. This di erence can be attributed to our DRS module, which
selects only 4000 pixels as the sparse input, accounting for only 3% of the RD
spectrum. Some hard cases may not have their object signatures fully selected
in sampling, resulting in di culties in detection. As a result, our model achieves
a higher average precision but relatively lower average recall. As mentioned in
Sec. 4.1, our DRS module requires full gradients and relies entirely on the pre-
training with a dense backbone, which hinders ne-tuning the sampling on sparse
models. This constraint represents the main limitation of our DRS module.
Table 2 lists the freespace segmentation performances. Since radar raw data
is challenging for humans to interpret, the free driving space labels in the RADIal
dataset are generated entirely by an image segmentation model and then pro-
jected (see Fig. 4 for examples). Our model uses subsampled input and retains
sparsity in the two-branch backbone. As a result, for a dense perception task like
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Table 2: Freespace segmentation performances on the RADIal test set. The evaluation
metric is the mean loU (mloU). y: result reproduced by us.

Input mloU™

Type Model Overall Easy Hard

ADC T-FFTRadNet [11] 79.60 N/A N/A
ADCNet [49] 78.59 79.63 75.90

FFTRadNet [34] 74.00 74.60 72.30
T-FFTRadNet [11] 80.20 N/A N/A
Cross Modal DNN [22]| 80.40 81.60 76.70
FFT-RadNet * [34] 77.37 78.38 74.78
TransRadar" [4] 82.27 83.16 80.00
SparseRadNet (ours) | 78.48 79.38 76.29

RD

segmentation, it exhibits less improvement but still achieves competitive results
on the freespace segmentation task.

4.3 Ablation Study

We present ablation studies to demonstrate the e ectiveness of the DRS module
compared with traditional sub-selection methods, and the two-branch backbone
compared with di erent backbone choices.

E ect of Deep Radar Subsampling. We train the DRS module by plug-
ging it into the baseline model FFT-RadNet [34] and feeding the model with
the sparse representationy. The CA-CFAR algorithm [20] is a traditional radar
data selection approach. It considers a pixel to contain target responses if its
signal-to-noise ratio (SNR) is above a certain threshold. Instead of using a xed
SNR threshold, we collectM pixels with the highest SNR to make a fair com-
parison. Since target re ections of vehicles usually have higher energy, we also
include the constant threshold method [23] in the comparison, where we select
pixels with top M energy. Similarly, We generate hard sampling masks for these
two classical methods, multiplying with input RD spectra to produce sparse
representations as input to the baseline model.

We test with M = 1000 and 4000 for all three subsampling methods, the
results are presented in Tab. 3. Figure 3 depicts sampling masks witM = 4000
generated by di erent methods for the same input frame. Our DRS approach se-
lects a task-aware subset of pixels, provides more relevant context for perception,
and leads to higher performance. Our result with 4000 samples shows comparable

Table 3: Comparison of radar data sampling methods on the RADIal test set. All
methods share the same perception model structure. y: result reproduced by us.

#sample Method F1" AP" AR" RE#AE# mloU"
topM energy  [82.15 90.69 75.09 0.13 0.11 74.24
1000 CA-CFAR 84.62 92.67 77.85 0.13 0.12 73.35
DRS (ours) 88.13 90.99 85.44 0.15 0.1077.85
topM energy  [87.93 93.78 82.76 0.12 0.11 76.62
4000 CA-CFAR 86.93 94.35 80.60 0.12 0.11 75.92
DRS (ours) 90.26 93.60 87.14 0.12 0.1178.05
512*256|FFT-RadNet * [34] 90.75 95.03 86.83 0.12 0.11 77.37
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Fig. 3: Sampling masks generated by di erent methods.

Table 4: Ablation study on di erent backbones on the RADIal test set. DRS means
the DRS module plugged into the baseline. AAF denotes the axial attentive fusion.

DRS SCNN GNN AAF F1 " AP" AR" RE#AE# mloU"

X 90.26 93.60 87.14 0.12 0.11 78.05
X X 89.50 93.81 85.57 0.13 0.11 76.52
X X 90.70 93.76 87.84 0.13 0.10 77.05
X X X 91.71 95.43 88.26 0.13 0.10 78.02
X X X X 93.84 96.0091.78 0.13 0.1078.48

performance to the baseline that takes full RD spectra as input. That indicates
the subsampled data carries su cient information for perception.

E ect of the Two-branch Backbone. The e ectiveness of our two-branch
backbone is demonstrated in Tab. 4. The SCNN-only and GNN-only models are
scaled up accordingly to ensure a fair comparison. All methods use subsampled
inputs from our DRS module with M set to 4000.

Applying a dense backbone (with DRS) yields a higher segmentation score
than sparse SCNN-only and GNN-only models. By replacing CNN layers with
SCNN layers, the SCNN-only model requires less computational overhead. How-
ever, this reduction comes at the cost of decreased accuracy due to the smaller
receptive eld of submanifold SCNNs. The GNN-only model improves accuracy
by aggregating features of embedding space neighbors. By employing the two-
branch backbone, the performance is further enhanced as it incorporates both
global embedding space neighbor and local spatial neighbor information. This
model uses only the spatial attentive addition in the fusion. Finally, the axial
attention fusion module aligns local and global features, maximally leveraging
features from di erent aspects to boost performance to its greatest extent.

4.4 Complexity analysis

Table 5 compares FLOPs (Floating Point Operations) and the number of pa-
rameters of models. Since FLOPs of SCNNs depend on the input, we calculate it
by averaging over the test set. Compared to the baseline FFT-RadNet [34], our
SparseRadNet introduces additional modules including the DRS module, GNN
blocks, attentive fusion, and our backbone has two branches. These modules re-
sult in an increase in network parameters to 6.9M. Nevertheless, by harnessing
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