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1 SDS As a Special Case of the Distillation Loss

If we set the weighting function to c(t) = αt

2σt
w(t) where w(t) is the scaling factor

from the weighted diffusion loss as in [14] and choose d(x, y) = ||x − y||22, the
distillation loss in Eq. 4 is equivalent to the score distillation objective:
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2 Details on Human Preference Assessment

For the evaluation results presented in Section 4, we employ human evaluation
and do not rely on commonly used metrics for quality assessment of generative
models such as FID [4] and CLIP-score [15], since these have been shown to
capture more fine grained aspects like aesthetics and scene composition only
insufficiently [7,13]. However these categories in particular have become more and
more important when comparing current state-of-the-art text-to-image models.
We evaluate all models based on 100 selected prompts from the PartiPrompts
benchmark [18] with the most relevant categories (excluding prompts from the
category basic). More details on how the study was conducted Section 2.1 and
the rankings computed Section 2.2 are listed below.
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Fig. 1: User preference study (single step). We compare the performance of
ADD-M (1-step) against established baselines.

Fig. 2: User preference study (multiple steps). We compare the performance of
ADD-XL (4-step) against established baselines.

2.1 Experimental Setup

Given all models for one particular study (e.g. ADD-XL, OpenMUSE1, IF-XL2,
SDXL [13] and LCM-XL3 [10,11] in Section 4.2) we compare each prompt for each
pair of models (1v1). For every comparison, we collect an average of four votes
per task from different annotators, for both visual quality and prompt following.
Human evaluators, recruited from the platform Prolific4 with English as their
first language, are shown two images from different models based on the same
text prompt. To prevent biases, evaluators are restricted from participating in
more than one of our studies. For the prompt following task, we display the text
prompt above the two images and ask, “Which image looks more representative of
the text shown above and faithfully follows it?” For the visual quality assessment,
we do not show the prompt and instead ask, “Which image is of higher quality
and aesthetically more pleasing?”. Performing a complete assessment between all
pair-wise comparisons gives us robust and reliable signals on model performance
trends and the effect of varying thresholds. The order of prompts and the order

1 https://huggingface.co/openMUSE
2 https://github.com/deep-floyd/IF
3 https://huggingface.co/latent-consistency/lcm-lora-sdxl
4 https://app.prolific.com

https://huggingface.co/openMUSE
https://github.com/deep-floyd/IF
https://huggingface.co/latent-consistency/lcm-lora-sdxl
https://app.prolific.com
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between models are fully randomized. Frequent attention checks are in place to
ensure data quality.

2.2 ELO Score Calculation

To calculate rankings when comparing more than two models based on 1v1
comparisons we use ELO Scores (higher-is-better) [3] which were originally
proposed as a scoring method for chess players but have more recently also
been applied to compare instruction-tuned generative LLMs [1,2]. For a set of
competing players with initial ratings Rinit participating in a series of zero-sum
games the ELO rating system updates the ratings of the two players involved in
a particular game based on the expected and and actual outcome of that game.
Before the game with two players with ratings R1 and R2, the expected outcome
for the two players are calculated as
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After observing the result of the game, the ratings Ri are updated via the rule

R
′

i = Ri +K · (Si − Ei) , i ∈ {1, 2} (4)

where Si indicates the outcome of the match for player i. In our case we have
Si = 1 if player i wins and Si = 0 if player i looses. The constant K can be see as
weight putting emphasis on more recent games. We choose K = 1 and bootstrap
the final ELO ranking for a given series of comparisons based on 1000 individual
ELO ranking calculations with randomly shuffled order. Before comparing the
models we choose the start rating for every model as Rinit = 1000.

3 GAN Baselines Comparison

For training our state-of-the-art GAN baseline StyleGAN-T++, we follow the
training procedure outlined in [16]. The main differences are extended training
(∼2M iterations with a batch size of 2048, which is comparable to GigaGAN’s
schedule [5]), the improved discriminator architecture proposed in Section 3, and
R1 penalty applied at each discriminator head.

Fig. 3 shows that StyleGAN-T++ outperforms the previous best GANs by
achieving a comparable zero-shot FID to GigaGAN at a significantly higher CLIP
score. Here, we do not compare to DMs, as comparisons between model classes
via automatic metrics tend to be less informative [17]. As an example, GigaGAN
achieves FID and CLIP scores comparable to SD1.5, but its sample quality is
still inferior, as noted by the authors.
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Fig. 3: Comparing text alignment tradeoffs at 256 � 256 pixels. We com-
pare FID–CLIP score curves of StyleGAN-T, StyleGAN-T++, and GigaGAN. For
increasing CLIP score, all methods use via decreasing truncation [6] for values
 = f1:0; 0:9; : : : ; 0:3g.

Fig. 4: Additional single step 5122 images generated with ADD-XL. All
samples are generated with a single U-Net evaluation trained with adversarial diffusion
distillation (ADD).
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