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A Implementation details

A.1 Medical datasets

Shortcut annotations. The annotations of chest drains from NIH are crow-
sourced from both radiologists and non-experts [2, 13], and pacemakers are la-
beled using LabelMe [15]. Rulers are also annotated using LabelMe [15]. Our
shortcut annotations for CheXpert-pacemaker and ISIC-Ruler marker are pub-
lic at github.com/nina-weng/FastDiME_Med.

Dataset size. Notably, the test sets for the medical cases in evaluation of counter-
factual explanations are relatively small (CheXpert-PM: 202; NIH-Drain: 164;
ISIC-Ruler: 173), containing exclusively cases with existing shortcut features.
This selection is more meaningful for medical applications, where removing (not
adding) potential shortcut features is often more useful.

A.2 Counterfactual loss and FastDiME hyperparameters

Counterfactual loss computation. We leverage the denoised image to compute
the counterfactual loss. For all medical datasets, L1 loss is computed between
the denoised image x̄c

t and the original image x0, while we do not include a
perceptual loss. For CelebA, Lperc is computed between the denoised image x̄c

t

and the original image x0, and implemented with a pre-trained VGG-19 [14] as
feature extractor, while L1 loss is computed between the noisy image xc

t and the
original image x0, following the original implementation of DiME [7].
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Hyperparameters. For CelebA, we use the same hyperameters as in DiME [7],
i.e., τ = 60 out of 200 re-spaced time-steps, λp = 30 and λ1 = 0.05 and λc 2
f8, 10, 15g. For our self-optimized masking scheme, we normalize the masks, use
a threshold of 0.15, and perform a dilation operation to set the mask as a square
with a width and height of 5 pixels, similar to ACE [8]. For all medical datasets,
we set τ = 160 out of 400 re-spaced time-steps, and λc = 1 and λ1 = 50 and
λp = 0, and use a threshold of 0.15 and a dilation of 21 for our masks. For all
datasets, we set τw = τ

2 .

A.3 Experiments on shortcut detection

In this section, we present the proposed shortcut evaluation metrics as well as
details and design choices for the shortcut detection experiments.

Shortcuts detection metrics. We define the Mean Absolute confidence Difference
(MAD) across all samples as follows,

MAD =
1

N
ΣN

i=1jf(xi)� f(xc
i )j (1)

where xi represents the original image (contained in testu) and xc
i its shortcut

counterfactual (contained in testc). MAD is within the range of [0, 1], where 1
indicates the complete flip in confidence and 0 suggests no changes at all in
inference.

Similarly, the Mean confidence Difference (MD) is defined as follows,

MD =
1

N
ΣN

i=1f(xi)� f(xc
i ) (2)

We compute MD across the two subsets Xs=0 and Xs=1 of the samples in testu
according to their true shortcut labels. MD is within the range of [�1, 1], where
1 represents the drop in confidence level, �1 represents the contrary, and 0
indicates no changes.

Experimental design for shortcut detection. Table 1 lists the task labels, short-
cuts, and sizes for all datasets used in this work. It should be noted that, for the
NIH dataset, since we do not have shortcut annotations for non-disease samples,
we first trained a DenseNet [6] model using 3543 annotated samples, and we
then inferred the confidence level for all samples. By thresholding with 0.8 and
0.01, we selected the samples with high/low confidence, which are regarded as
more trustworthy predictions, together with the annotated ones. When selecting
samples for dataset preparation, we prioritize the samples with higher confidence
levels. The predicted chest drain labels used here will be publicly available.

Training details. We train the ResNet-18 [5] classifiers initialized with Image-
Net [3] pre-trained weights. For medical datasets, the classifiers are trained for a
maximum of 50 epochs with a learning rate of 1� 10−6, a weight decay of 0.05,
an early-stop mechanism monitoring validation loss with patience of 10 epochs,
and Adam [10] optimizer. For CelebA, we train classifiers for 20 epochs using a
learning rate of 1� 10−5, a weight decay of 0.05, and Adam [10] optimizer.
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Table 1: Experimental design for shortcut detection. Dataset size, main task,
and shortcuts design for the shortcuts detection experiments.

Dataset Task Label Shortcut Dataset Size
train testk testu=c

CheXpert cardiomegaly pacemaker 1395 349 388
NIH pneumothorax chest drain† 2771 693 1728
ISIC malignant∗ ruler markers 814 204 508

CelebA age smile 10000 1000 1000
† Chest drain labels contains both non-expert annotations [2] and estimated labels
by DenseNet.
∗ Malignant lesions include melanoma, basal cell carcinoma, actinic kerato-
sis/bowen’s disease/keratoacanthoma/squamous cell carcinoma, dermatofibromas,
and vascular lesions. For more information about the diseases, please refer to [1].

Table 2: Shortcut detection analysis with ConvNeXt and ViT.

Dataset Model Train Set AUROC Shortcut Detection Metrics
testk testu testcu MAD MD(s=1) MD(s=0)

C
he

X
pe

rt ConvNeXt
D100 0.98 0.58 0.68 0.40 0.45 -0.24
D75 0.83 0.76 0.79 0.11 0.11 -0.02
D50 0.76 0.78 0.77 0.10 - 0.04 0.00

ViT
D100 0.95 0.57 0.61 0.29 0.39 0.00
D75 0.74 0.63 0.65 0.21 0.16 -0.01
D50 0.63 0.66 0.66 0.13 -0.04 -0.02

B Shortcut analysis on more powerful backbones

Tab. 2 shows the results for ConvNeXt [11] and ViT [4] on the CheXpert dataset.
We use the same training details for all backbones. The task label and shortcut
label are the same as the main experiments in Sec 4.4 of the main paper. Our
proposed pipeline is consistent in detecting shortcut learning for all backbones.

C Qualitative results

In this section, we show more qualitative results. Examples and comparisons
against state-of-the-art methods on CelebA for ‘smile’ and ‘age’ attributes can be
found in Fig. 1 and Fig. 2, respectively. More visual examples of medical cases for
shortcut counterfactuals can be found in Fig. 3, Fig. 4, and Fig. 5, for CheXpert
samples (removing pacemaker), NIH samples (removing chest drain) and ISIC
samples (removing ruler markers), respectively. We also provide examples of
difference maps for CheXpert samples across different methods in Fig. 6.

D Ablation study

In this section, we quantitatively study the effect of our self-optimized masking
scheme using CelebA (see Tab. 4 and Tab. 3) and CheXpert (see Tab. 5). For
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Table 3: Ablation study on a subset of CelebA. Results for the ‘smile’ at-
tribute. FastDiME (w/o Mask) refers to our method without our self-optimized mask-
ing scheme. We highlight the best performances.

Method dilation parameter �w FR FID FS MNAC CD MAD

FastDiME (w/o Mask) 7 7 0.998 10.27 0.73 3.69 1.96 0.85

FastDiME (w/o Mask)
+ RePaint 15 7 0.640 9.70 0.71 3.42 1.92 0.56

GMD (/w Mask) 15 30 0.881 8.45 0.75 3.37 2.37 0.71

FastDiME

30 0.990 8.19 0.76 3.09 1.98 0.82
5 45 0.988 9.76 0.74 3.27 2.08 0.82

60 0.989 11.49 0.72 3.46 1.80 0.83

30 0.997 8.68 0.73 3.43 2.01 0.85
15 45 0.997 8.61 0.73 3.41 2.10 0.85

60 0.998 8.94 0.73 3.48 1.95 0.85

FastDiME-2 5 7/60 (fixed) 0.996 7.48 0.77 3.01 1.94 0.83

15 7/60 (fixed) 0.998 8.57 0.73 3.41 2.02 0.85

FastDiME-2+ 5 30/60 (fixed) 0.990 6.99 0.78 2.88 2.08 0.82

15 30/60 (fixed) 0.998 8.64 0.73 3.43 1.93 0.85

Table 4: Ablation study on a subset of CelebA. Results for the ‘age’ attribute.
FastDiME (w/o Mask) refers to our method w/o our self-optimized masking scheme.
We highlight the best performances.

Method dilation parameter �w FR FID FS MNAC CD MAD

FastDiME (w/o Mask) 7 7 0.997 11.90 0.70 3.49 3.95 0.76

FastDiME (w/o Mask)
+ RePaint 15 7 0.540 11.98 0.68 2.85 3.69 0.40

FastDiME

30 0.987 8.83 0.74 2.65 3.84 0.69
5 45 0.989 10.73 0.72 2.83 3.79 0.70

60 0.995 12.70 0.70 3.11 3.72 0.73

30 0.998 9.78 0.71 3.11 3.78 0.75
15 45 0.999 9.80 0.70 3.12 3.91 0.75

60 0.998 9.93 0.70 3.13 3.81 0.75

FastDiME-2 5 7/60 (fixed) 0.995 8.08 0.75 2.62 3.77 0.71

15 7/60 (fixed) 0.998 9.59 0.70 3.13 3.69 0.75

FastDiME-2+ 5 30/60 (fixed) 0.988 7.49 0.76 2.43 3.99 0.69

15 30/60 (fixed) 0.999 9.40 0.71 3.10 3.62 0.75

CelebA, we randomly select 4000 images and study the effect of our parame-
ter τw as well as the impact of the dilation parameter. Moreover, we compare
our self-optimized masking scheme with ACE [8]’s inpainting step which em-
ploys RePaint [12]. Our fully gradient-guided approach ensures the validity of
counterfactuals while RePaint does not guarantee valid counterfactuals. For Re-
Paint, we set the default hyperparameters for CelebA from ACE’s [8] original
implementation, i.e., τ = 5 out of 50 respaced steps during inpainting. We also
quantitatively evaluate GMD [9] including our self-optimized masking scheme
for the ‘smile’ attribute in CelebA. Notably, GMD’s noisy gradients lead to both
lower quality and validity compared to our proposed method. Results for the
‘smile’ and ‘age’ attributes can be found in Tab. 3 and Tab. 4, respectively. For
CheXpert, we also study the effect of the threshold (see Tab. 5). Increasing the
threshold results in minimal changes to the original input image.
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Table 5: Ablation study on CheXpert. The underlined hyperparameters are used
in the main experiments. We highlight the best and second-best performances.

Method dilation parameter �w threshold L1 MAD FID

FastDiME

5

80 0.15

0.0484 0.7097 52.2663
11 0.0698 0.7514 56.6191
21 0.0897 0.7554 61.4010
31 0.0983 0.7700 65.0084
55 0.1054 0.7689 67.1333

21

10

0.15

0.0943 0.7128 66.5431
20 0.0926 0.7114 65.4607
40 0.0898 0.6775 62.6441
80 0.0897 0.7554 61.4010
160 0.0955 0.7453 64.4503

21 80

0.05 0.1077 0.7867 66.7045
0.10 0.1025 0.7508 66.3789
0.15 0.0897 0.7554 61.4010
0.2 0.0710 0.7451 61.4010
0.3 0.0364 0.6465 39.2710

FastDiME (w/o Mask) 7 7 7 0.1082 0.7536 68.0411

Table 6: Computational efficiency on medical datasets. Total Time (hours) is
for a random subset of 200 images, Batch Time (seconds) is calculated with a batch of
1, and GPU MU is in MiB. The experiment is performed on Tesla V100 16GB.

Method CheXpert ISIC
Batch Time Total Time GPU MU Batch Time Total Time GPU MU

DiME 303.4±0.5 16:51:26 3.9K 301.4±0.4 16:44:30 4.1K
GMD 23.44±1.50 01:18:08 5.1K 25.05±1.91 01:23:30 5.2K

FastDiME (w/o M) 13.2±0.3 00:44:01 3.9K 13.1±0.4 00:43:34 4.1K
FastDiME 13.5±0.4 00:45:05 3.9K 13.5±0.4 00:44:58 4.1K

FastDiME-2 27.1±0.5 01:30:14 3.9K 27.1±2.4 1:30:12 4.1K
FastDiME-2+ 26.6±0.4 01:28:40 3.9K 34.1±5.2 1:53:44 4.1K

E Efficiency analysis on medical datasets

To showcase our method’s computational efficiency, we also evaluate all methods
on higher-resolution (224 � 224) medical datasets, CheXpert and ISIC compared
to CelebA (128 � 128). As reported in Tab. 6, FastDiME is approximately �20
times faster than DiME, consistent with the results on CelebA reported in the
main paper. It is worth noting that time and memory consumption are task-
independent and mainly rely on model design, i.e., theoretical complexity.

F Denoised images for efficient gradient estimation

Fig. 7 presents 4 visual examples from CelebA, illustrating the counterfactual
path across early and late time steps. Initially, the denoised image appears
blurred at the start of the counterfactual generation process, but it progressively
sharpens as the process advances toward completion.
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G Self-optimized masking

Initially, denoised images used for gradient estimation are blurred. We found
both quantitatively (see Appendix D) and qualitatively (see Appendix F) that
we need to start applying our self-optimized masking scheme as long as denoised
images are not blurred, i.e, at τw = τ

2 . An example of how our method FastDiME
progresses across different time steps is illustrated in Fig. 8, together with the
thresholded masks Mt used during our self-optimized masking scheme and the
final absolute difference map between the counterfactual and the original image.
To highlight its importance, we also provide visual examples of our method
without the self-optimized masking scheme (FastDiME (w/o Mask)) in Fig. 9.
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Fig. 1: CelebA. Comparisons for the ‘smile’ attribute.
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Fig. 2: CelebA. Comparisons for the ‘age’ attribute.



Appendix: Counterfactuals for Shortcut Learning Detection 9

Original DiME FastDiME (w/o Mask) FastDiME FastDiME-2 FastDiME-2+

Fig. 3: CheXpert - Removing pacemakers. The shortcuts are highlighted with
orange circles or boxes in the original images.
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