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1 Loss Function

As mentioned in [, 10], we use a set-to-set loss to measure the discrepancy
between the prediction set O = (B,C) and the ground-truth set © = (B, C). This
loss consists of two parts: a smooth ¢; loss for regression and a focal loss [3] for
classification. Since the number of ground truth boxes M is usually smaller than
the number of predicted boxes Ng, we fill the set of ground truth boxes with &
(no object) up to N for computational convenience. To find a bipartite matching
between two sets, we employ the Hungarian algorithm to find a permutation of
the Ng elements o € P with the minimum cost. This is defined as:
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where P denotes the set of permutations, p,(;) (c;) represents the probability of
class ¢; for the prediction with index (i), and Lpox represents the smooth ¢4
loss for regression.

We then compute the total loss through classification loss and box loss as
follows:
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In the above equation, a,y € R are hyperparameters used to control the
balance between positive and negative samples, as well as the balance between
easy and difficult samples; A5, Abox € R are hyperparameters to weight the
different components of the loss function.
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2 Details about Projection Function in IFA

In this section, we will introduce how to obtain the projected image coordinate
on the v-th view (it corresponds to the k-th camera view of the j-th agent) based
on a reference point (x,y, zp) at grid (z,y).
We first calculate the real-world location (a/,y’) corresponding to the query
Qbev(x,y) at grid (z,y), which can be written as:
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where H, W represent the spatial dimensions of BEV queries, sy, sy denotes
the resolution sizes of the BEV’s grids, and (2, 4’) are the coordinates where the
position of ego vehicle is the origin. That is, (2,4, z5) represents the real-world
coordinates with the ego vehicle position as the origin for the h-th height anchor
point at grid (z,y). Additionally, for the j-th agent, we need to transform the
real-world coordinates in the ego vehicle coordinate system to coordinates with
the j-th agent’s position as the origin, which can be formulated as:
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where (x;,y;,z;l) represents the real-world coordinates with the j-th agent’s
position as the origin, 7; € R*** is the known projection matrix from the ego
vehicle coordinate system to the j-th agent’s coordinate system. Finally, we
project the point (x;, Y5, zf) onto the k-th camera view of the j-th agent using
the camera’s projection matrix as follows:
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Here, (z;kn,y;kn) is the projected image coordinate of h-th height anchor point
(z',y', z1) on k-th camera view of the j-th agent (i.e., the v-th view), T} € R3*4
is the known projection matrix of the k-th camera of the j-th agent.

3 Details about MASK

In the experimental section of the paper, we discuss the impact of incorporat-
ing MASK on detection performance and communication volume. It reduces the
overall communication volume of the system by transmitting instance-level fea-
tures, which is particularly beneficial in bandwidth-constrained scenarios. How-
ever, for a fair comparison with state-of-the-art methods, the collaborator em-
ployed in the baseline comparison of IFTR sends complete image visual features
and 2D detection bounding boxes (i.e., f]k_)i = F]k). It is noteworthy that even
under this condition, the communication volume of IFTR remains comparable
to other intermediate fusion methods [2,41-7] on the OPV2V [8] and V2XSet [7]
datasets. However, on the DAIR-V2X [9] dataset, the communication volume of
other intermediate fusion methods is four times greater than IFTR. Therefore,
the collaborator can decide whether to transmit only foreground visual features
based on the actual application scenario to achieve a trade-off between detection
performance and bandwidth.
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Fig. 1: Visualization of attention map. IFTR pays more attention to foreground fea-
tures of different views, thus we can reduce the overall communication volume of the
system by transmitting only foreground features.

4 Visualization of Attention Map

To understand the effectiveness of instance-level feature fusion, we visualize the
attention maps learned by MVFA in Fig. 1, where brighter colors indicate more
attention. We can observe that the attention weights for the foreground regions
are significantly higher than those for the background regions, indicating that
the visual features of the foreground regions contribute more to the aggregation
of BEV features. Therefore, we can reduce communication overhead by sharing
the spatially sparse yet perceptually critical visual features of the foreground
regions, without significantly affecting the system’s perception performance.

5 More Qualitative Results

Fig. 2 provides more qualitative results on the V2XSet [7] dataset, we can see
that IFTR achieves more complete and accurate detection results compared to
previous SOTAs such as V2VNet [5], V2X-ViT [7], Where2comm [2], COBEVT
[6] and CoAlign [4].

6 Broader Impacts

e The positive impact of this work is that IFTR leverages vehicular commu-
nication technology to share visual features, enhancing the detection per-
formance of camera-only systems. This improves the perceptual capabili-
ties of budget-constrained vehicles regarding their surrounding environment,
thereby reducing the occurrence of traffic accidents.
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