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Supplementary Material

Sequential Contrastive Audio-Visual Encoder and Beam Selection

As mentioned in the main paper, we use a sequential contrastive audio-visual
(SCAV) [3] encoder for the beam selection in the subjective experiments. We
here overview the architecture and training procedure of SCAV. Once SCAV
is trained, we use it to perform post-sampling selection over a set of B sam-
ples, where B is the beam size, based on their proximity in this common learnt
contrastive space. Our usage of the SCAV encoder in this paper corresponds
to an application to the generative domain of a submodule derived from our
non-overlapping concurrent work on audio-visual retrieval [3].

Fig. 1 depicts the modules that compose the training and inference arrange-
ment of blocks in our SCAV. On the visual side, we use the CLIP image encoder,
which processes each video frame vRGB

t ∈ R3×h×w and yields a semantic embed-
ding vclip

t ∈ R512. Considering a video with F frames in total, we concatenate
these CLIP embeddings to form a tensor Vclip ∈ RF×512. This is projected
through an MLP to a d-dimensional hidden space and injected into a Trans-
former that acts as a visual sequence encoder model. This yields the multi-modal
feature sequence Ēscav-v ∈ RF×Hscav , where Hscav is the Transformer hidden size.

On the audio side, we use the pre-trained BEATs encoder [1]. This model pro-
cessed a 128-dimensional mel-filter bank as a patchified 2D representation. We
project these patch embeddings through a learnable MLP into d-dimensions, and
then continue through a Transformer encoder that yields the feature sequence
Escav-a ∈ RN×8×Hscav . Once trained, our SCAV yields audio and/or visual fea-
tures in a common space between CLIP and BEATs sequences.
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Fig. 1: Contrastive audio-visual semantic-alignment encoders. On the left, the visual
branch is built upon pre-trained CLIP features. On the right, the audio branch is built
upon pre-trained BEATs features.
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Fig. 2: Results of varying the beam size for the Hybrid model on both MUSIC test
and VGGSound-sparse-test.

Differently from previous works, we use contrastive learning on the sequence-
level via an euclidean distance function, instead of the more standard temporally
collapsed embeddings that summarize each sequence [2,4]. To do so, we resample
the video embedding sequences ¯Escav-v ∈ RF×Hscav to Nbeats frames, same as
BEATs, with a nearest-neighbor approach before injecting the MLP embeddings
into the visual Transformer. This corresponds to the length adapter module de-
picted in Fig. 1, whose operation returns Escav-v = LA( ¯Escav-v) ∈ RNbeats×Hscav .

With both visual Escav-v and audio Escav-a features, we formulate the sequen-
tial contrastive distance as:

Lscav = −E

[
log

exp(−Dii

τ )∑N
j=1 exp(

−Dij

τ )

]
,

where τ is a learnable temperature factor, and each element of D is given by a
mean squared error distance between the sequences:

Dij =
1

Nbeats

Nbeats∑
k=1

MSE(Escav-v
i,k ,Escav-a

j,k ).

Fig. 2 shows the results of increasing the selection beam size B over a subset
of 100 samples inside both MUSIC test and VGGSound-sparse-test for FAD
(audio quality), CC (semantic matching), and NS (temporal alignment). The
SCAV selection was used with B = 10 to generate the subjective evaluation
excerpts of MaskVATHybrid.

Sampling Hyper-Parameter Analysis

The results of scanning through sampling hyper-parameter variations is shown
in Fig. 3 and Fig. 4, where the evolution of FAD (audio quality), CC (semantic
matching), and NS (temporal alignment) are shown. Fig. 3 shows these met-
ric variations with respect to guidance values. These scans were performed on
the VGGSound validation partition, in order to select the best sampling hyper-
parameters to use during test time. The best configurations found for the differ-
ent model variations, used in their sampling setup, were:
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Fig. 3: Results of varying classifier-free guidance γ with fixed diversity δ = 8 and
number of sampling steps Nsteps = 32.

Fig. 4: Results of varying the number of sampling steps Nsteps with fixed diversity
δ = 8 and classifier-free guidance γ = 0.

– MaskVATAdaLN-A: Nsteps = 32, δ = 8, and γ = 4.
– MaskVATAdaLN-B: Nsteps = 32, δ = 8, and γ = 2.
– MaskVATSeq2Seq: Nsteps = 32, δ = 8, and γ = 4.
– MaskVATHybrid: Nsteps = 32, δ = 8, and γ = 4.

Subjective Test Setup

We set up a subjetive evaluation in the form of a website, so that 19 human
subjects, including 11 audio processing experts, could evaluate three main axes
of performance for the models shown: (1) audio quality and relevance (as seman-
tic matching), (2) audio-video alignment, and (3) overall quality (mix of audio
quality, semantic matching, and temporal alignment). All the selectors give five
options to the evaluators, following the usual MOS scale: (1) Bad, (2) Poor, (3)
Fair, (4) Good, and (5) Excellent.
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Fig. 5: Example of an excerpt shown in section one of the subjective test. Each audio-
selector block is one of the four systems evaluated. For each excerpt shown to the user,
the system order is shuffled.

For section one, we selected samples from VGGSound-test containing both
sparse events (attack sounds with distinct onsets) and dense events (sustained
sounds with temporal evolution). Since we wanted to eliminate trivial quality
choices due to bandwidth-only, we either up-sampled the baselines or down-
sampled the groundtruth and MaskVAT samples to have a common sampling
rate. This means we had an excerpt shown at either 16 kHz or 44.1 kHz. Fig. 5
shows an example excerpt for section one. Note that the evaluator is also prompted
with a sequence of video frames, sampled equally spaced with very low rate and
spanning the whole audio duration, to give a visual guide for the relevance scor-
ing. Each user was prompted with three 16 kHz and three 44.1 kHz excerpts for
this section of the test. The three selected samples were extracted from a pool of
seven available excerpts. The pool of seven excerpts was the same for both sam-
pling rate configurations, although their three selections shown to the evaluator
were independelty sampled per sampling rate block.

For section two of the test, we selected samples from VGGSound-Test-Sparse
containing only sparse events. In order to focus on the audio-visual synchronicity
we show videos composed with either the groundtruth or the generated audio
content for each evaluated system. Moreover, we use samples of 16 kHz only,
therefore down-sampling MaskVAT and groundtruth to the lower sampling rate
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Fig. 6: Example excerpt shown in section two of the subjective test. Each video-selector
block inside an excerpt block is one of the four systems evaluated. For each excerpt
shown to the user, the system order is shuffled.

Fig. 7: Example excerpt shown in section three of the subjective test. Each video-
selector block is one of the four systems evaluated. For each excerpt shown to the user,
the system order is shuffled.

to let the user focus on the temporal alignment, ignoring obvious band-width
differences. Fig. 6 depicts an example excerpt prompted to the evaluator, with
the four evaluated systems in randomized order. There was a pool of seven
excerpts available, and five were sampled for the evaluator.

For section three, we select samples from the MUSIC dataset, because the
audio is highly correlated with the video and the music audio is of high quality,
which is challenging to generate. Users are asked to rate each system with all
the criteria in mind (quality + semantic + alignment). Here we keep the original
sample rate for all the samples such that the overall advantage of a model can
be evaluated. Fig. 7 shows an example excerpt that would be prompted to an
evaluator user, each with the four evaluated systems in randomized order. For
this section, there was a pool of seven excerpts, and three were randomly sampled
for the evaluator.
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