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In Section [T} we investigate the quantitative effects of ablating several parts
of our system. Section [2] studies the qualitative outcomes of such ablations.
Section [3]extends the main algorithm of BlenderAlchemy to optimizing for many
different tasks (e.g. materials and lighting), and is used in the comet example in
the main paper. We outline the prompts we use for the state evaluator and edit
generator in Section [l In Section [5] we provide insights on the code edits that
BlenderAlchemy produces, and the resultant changes to the material node graph.
Finally, we showcase some renderings of scenes that feature BlenderAlchemy
materials in Section [6} Lastly, we discuss the societal impact and limitations of
our work in Sections [ and

1 Ablation Experiments on Material Editing

Value of visually-grounded edit generators and state evaluators How
important is it that the edit generator G and state evaluator V' have access to
vision? We ablate (1) visual perception of G by prompting it to only propose
edits based on the text of the initial program pg, without any visual information
(neither the initial rendering Sy or, if applicable, images of intentions) and (2)
additionally the visual perception of V', by letting it decide which of two programs
is better purely on the basis of the program code and the textual description of
the user intention I. Table [2[ shows the consequences of such ablations to the
alignment to the user intention.

Value of the multi-hypothesis, multi-step approach We vary the dimen-
sions of our system (d and b within Algorithm 1 in the main paper ) to demon-
strate the importance of having a well-balanced dimensions. We keep the total
number of calls to the edit generator constant (d x b) at 32 requests. Table
shows the result of this on the image-based material editing task. This suggests
that there’s a sweet-spot in the system dimensions (8 x 4 or 4 x 8) where the
system is neither too wide (large b, in which case the system tends to overly
explore the program space, and produce insubstantial edits) or too tall (large d,
and in which case the system has high risk of overly exploiting suboptimal edit
candidates). By the same argument, even if BlenderGPT [2] was equipped with
visual perception and a state evaluator to choose among 32 candidates, it would
still suffer from the same issues as the 1 x 32 version of our method.

Hypothesis Reversion The intended effect of hypothesis reversion is to ensure
the stability of the procedure, especially when (1) the tree’s depth is sufficient
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Table 1: Dilerent dimensions of BlenderAlchemy and their metrics on the
image-based material editing task. “1 32" indicates a setup that uses d = 1
(number of iterations) and b = 32 (number of hypotheses per iteration) in Algorithm 1
in the main paper . This shows the clear advantage of using a more balanced choice of
d and b over sequential iterative refinement method (32 1) or querying the language
model multiple times without refinement (1  32).

1 32 2 16 4 8 8 4 16 2 32 1

ViT-B/32 () 81.7 829 817 841 836 81.6
Photometric (#) 0.066 0.066 0.049 0.050 0.056  0.087
LPIPS (#) 0.64 054 052 050 052 0.59

Table 2: Ablating system design decisions. For the text-based material editing
task, we compare against variants in which we remove (1) visual perception from G and
V (-Vision), (2) visual perception from G and not from V (-Vision G), (3) visual
imagination (-Imagin.), (4) reversion capabilities (-Revert), (5) the option of leap
edits (-Leap) or (6) tweak edits (-Tweak). We use a4 8 version of BlenderAlchemy.
Edits 1 to 4 correspond to the output at each refinement step of the BlenderAlchemy
process. We show the ViT-B/32 CLIP scores here.

-Vision -Vision G -Imagin. -Revert -Leap -Tweak Ours

Edit 1 27.4 27.6 26.8 27.1 27.1 27.2 27.8
Edit 2 26.1 27.6 27.1 26.4 27.6 27 27.9
Edit 3 26.5 27.6 26.8 26.6 277 26.9 28.4
Edit 4  25.7 27.8 26.9 25.8 27.8 26.6 28.2

for the edit search to go astray and (2) when leap edits can cause large and
potentially disruptive edits in a single iteration of our procedure. As seen in Table
[2] removing the ability to revert hypotheses causes divergence of the alignment
to the text description over several edits, and larger drops in average CLIP-
similarity corresponds to when leap edits happen (Edit 2 and Edit 4).

Tweak /Leap Edits When we ablate all “tweak” edits (“~Tweak” in Table [2)
by making all edits “leap” edits, we observe a strong divergence from the user
intention. Conversely, ablating all “leap” edits (“-Leap” in Table leads to slow
but steady increase in alignment with the user intention, but too conservative
to match the “tweak+leap” variant (“Ours” in Table .

Visual Imagination Visual imagination is an additional image-generation step
before launching the procedure in Algorithm 1 in the main paper , with the
intended effect of guiding the edit generator and state evaluator with text-to-
image understanding of state of the art image diffusion models. Without it, user
intentions communicated using abstract language descriptions lead to poorer
edits due to having limited information to properly guide the low-level visual
comparisons (e.g. color, textures, ...etc.) by the state evaluator and edit generator

(See Table [2)).
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Fig. 1: Qualitative samples of outputs at every editing step of a4 8 version
of BlenderAlchemy, across di [efent ablations. For reference, we show the input
and the output of our unablated system on the right.

2 Explaining System Design Decisions Through
Qualitative Examples

So far, we’ve investigated the quantitative effects of ablating various parts of our
system on metrics measuring the alignment of a material with a user’s intention.
We now discuss the qualitative effects of these ablations on the output on the
material editing task, with reference to a sample shown in Figure

Tweak and leap edits. The columns “- Tweak” and “ Leap” correspond to
leap-only and tweak-only versions of BlenderAlchemy. When leap edits are dis-
abled (“ leap”), we can see that the edits fail to change the structure of the
swirls, but instead produce darker stripes in an attempt to make the output
look more marble-like, a change that can be associated with continuous param-
eters of certain graph nodes. On the other hand, when tweak edits are disabled,
BlenderAlchemy produces drastic changes to the swirling patterns of the wood
in Edit 1, but leads to a plateauing of progress, as all subsequent edits are dras-
tic enough that reversion reverts back to edit 1, making no progress beyond the
pale white material in edit 1.

Visual imagination. The column “- Imag.” corresponds to ablations of visual
imagination for the text-based material editing task. Note how though edits are
being made in every edit iteration, the verisimilitude of the material plateaus
very quickly. Without a visual target to compare against, the edit generator has
a difficult time knowing how to adjust the parameters of the shader node graph.
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Fig. 2: Blender material graph of the starter wood material.

Marbled Granite: Introduce flecks of white and gray to mimic the natural
veining in granite, with a SISS8I8H finish to enhance the depth.

Fig. 3: Blender material graph of the “marbled granite” material. Note the
correspondence between “white and gray” with the colors chosen for the color ramp,
and “glossy finish” with the input into the specularity port of the principled BSDF
node.

Visual perception Columns “-Vision” and “- Vision G” correspond to ablating
(1) the vision of the edit generator and the visual state evaluator and (2) ablating
the vision of the edit generator only. In both cases, we see that it’s mostly
adjusting the color of the input wood material, making it light grey to match
the prompt. However, the end result does not look like marbled granite.

Edit hypothesis reversion. Column “- Revert” shows what happens when edit
hypothesis reversion is disabled. As can be seen in Edit 3, the best candidate
among the edit hypotheses is chosen to be a material that is less similar to
granite marble than Edit 1. Edit 4 recuperates a little, but the instability has
costed BlenderAlchemy 2 edit cycles, all just to eventually end up with a material
that fits the prompt as much as Edit 1. This shows the importance of providing
BlenderAlchemy the ability to revert to earlier edit hypotheses.

3 Extended BlenderAlchemy Algorithm for Optimizing
Multiple Tasks at Once

As mentioned in the main paper, it’s possible to optimize multiple things within
the scene at the same time (e.g. lighting and materials, as done for the comet
example in the main paper). Algorithm [1| outlines how that can be done.






	Appendix of BlenderAlchemy: Editing 3D Graphics with Vision-Language Models

