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Abstract. Graphics design is important for various applications, includ-
ing movie production and game design. To create a high-quality scene,
designers usually need to spend hours in software like Blender, in which
they might need to interleave and repeat operations, such as connect-
ing material nodes, hundreds of times. Moreover, slightly different design
goals may require completely different sequences, making automation dif-
ficult. In this paper, we propose a system that leverages Vision-Language
Models (VLMs), like GPT-4V, to intelligently search the design action
space to arrive at an answer that can satisfy a user’s intent. Specif-
ically, we design a vision-based edit generator and state evaluator to
work together to find the correct sequence of actions to achieve the goal.
Inspired by the role of visual imagination in the human design process,
we supplement the visual reasoning capabilities of VLMs with “imag-
ined” reference images from image-generation models, providing visual
grounding of abstract language descriptions. In this paper, we provide
empirical evidence suggesting our system can produce simple but tedious
Blender editing sequences for tasks such as editing procedural materials
and geometry from text and/or reference images, as well as adjusting
lighting configurations for product renderings in complex scenes. E|

1 Introduction

To produce the compelling graphics content we see in movies or video games, 3D
artists usually need to spend hours in software like Blender to find appropriate
surface materials, object placements, and lighting arrangements. These opera-
tions require the artist to create a mental picture of the target, experiment with
different parameters, and visually examine whether their edits get closer to the
end goal. One can imagine automating these processes by converting language
or visual descriptions of user intent into edits that achieve a design goal. Such
a system can improve the productivity of millions of 3D designers and impact
various industries that depend on 3D graphic design.

Graphic design is very challenging because even a small design goal requires
performing a variety of different tasks. For instance, modeling of a game envi-
ronment requires the 3D artist to cycle between performing modeling, material
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Fig.1: Overview of BlenderAlchemy. Given an input Blender state and a user
intention specified using either language or reference images, BlenderAlchemy edits
the Blender state to satisfy that intention by iteratively refining a Blender python
program that executes to produce the final Blender state. Our system additionally
leverages text-to-image generation for visual imagination, a step that expands a text-
only user intention to a concrete visual target to improve program refinement.

design, texture painting, animation, lighting, and scene composition. Prior at-
tempts usually focus on specific editing tasks, like material synthesis .
While these approaches show promising performance in the tasks they are de-
signed for, it is non-trivial to combine these task-specific methods to satisfy
an intended design goal. An alternative is to leverage Large Language Models
(LLMs) to digest user intent and suggest design actions by proposing
intelligent combination of existing task-specific tools or predicting edits to
programs step-by-step . While LLMs have excellent abilities to under-
stand user intentions and suggest sequences of actions to satisfy them, applying
LLMs to graphical design remains challenging largely because language cannot
capture the visual consequences of actions performed in software like Blender.

One promising alternative is to leverage vision language models (VLM), such
as LLaVA , GPT-4V , Gemini , and DallE-3 . These VLMs have
shown to be highly capable of understanding detailed visual information
and generating compelling images . We posit that these VLMs can be
leveraged to complete different kinds of design tasks within the Blender design
environment, like editing materials, geometry and lighting setups.

In this paper, we provide a proof-of-concept system using the vision founda-
tion model GPT-4V to generate and edit programs that modify the state of a
Blender workspace to satisfy a user intention. Specifically, we first initialize the
state of a workspace within Blender. The Blender state is parameterized as a
short Python program, and a base Blender file. The user will then input a text
description and potentially a reference image to communicate the desirable de-
sign outcome. The system is tasked to edit the program so that, when executed
on the base Blender file, the rendered image can satisfy the user’s intention.
Figure [I] provides an illustration of the problem setup.
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Fig. 2: Iterative visual program editing employs a edit generator G and a state
evaluator V in each iteration to explore and prune different potential program edits,
where G generates plausible variants of an input program and V picks between two
programs based on the consequences they have to the Blender visual state and their
alignment to the user intention. Each iteration of the refinement explores variations of
the most promising program from the previous iteration. See Algorithm [I| for details.

Naively applying VLMs to this editing setting gives rise to many failure cases,
possibly due to the fact that out-of-the-box VLMs have a poor understanding
of the visual consequences of Blender program edits. To counter this, we pro-
pose a visually-guided program search procedure that combines a vision-aware
edit generator and a visual state evaluator to iteratively search for a suitable
program edit (Figure . Inspired by the human design process, our system per-
forms guided trial-and-error, capped by some computation budget. Within each
iteration, the visual program generator will propose several possible edits on the
current program. These edits will be applied and executed in Blender to produce
a rendered image. These rendered images will be provided to visual evaluator,
which will select the best renders via pairwise comparison by assessing which
choice better satisfies the design goal specified by text and reference image. The
program achieving the best render will replace the current program as a starting
point for the visual program generator. This iterative search process, however,
has very low success rate because of the sparsity of correct program edits in
the vast program space. To improve the success rate, we further propose two
techniques. First, when the proposed program of the new iteration does not con-
tain a viable candidate, we revert to the best candidate of the prior program.
This reversion mechanism make sure the search procedure will not diverge when
facing a batch of bad edit candidates. Second, to facilitate our visual evaluator
and generator to better understand user intent, we leverage the “visual imag-
ination” of text-to-image generative model to imagine a reference image. We
show that our method is capable of accomplishing graphical design tasks within
Blender, guided by user intention in the form of text and images. We demon-
strate the effectiveness of our system on material, geometry and lighting design
tasks, all parts of the 3D design process where artists spend a significant amount
of time, ranging from 20 hrs to 4-6 workdays per model |2}/3]. We show that our
method can outperform prior works designed for similar problem settings, such
as BlenderGPT [1]. In summary, the main contributions of this paper include:

1. We propose BlenderAlchemy, a system that’s able to edit visual programs
based on user input in the form of text or images.
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2. We identify key components that make the system work: a visual state eval-
uator, a visual edit generator, a search algorithm with an edit reversion
mechanism, and a visual imagination module to facilitate the search.

3. We provide evidence showing that our system can outperform prior works in
text-based procedural material editing, as well as its applicability to other
design tasks including editing geometry and lighting con gurations.

2 Related works

Task-speci ¢ tools for Material Design. Large bodies of works have been
dedicated to using learning-based approaches to generate materials. Prior works
exploit 2D diusion models to generate texture maps either in a zero-shot
way [8,21,33,50,54] or through ne-tuning [37|60]. Though these works open
the possibility of generating and modifying textures of objects using natural lan-
guage for 3D meshes, these works do not model the material properties in a way
that allows such objects to be relit. Other methods directly predict the physical
properties of the surface of a material through learning, using di usion [46,47] or
learning good latent representations from data|[10, 1[7,20, 25, 39, 62]. However, for
all of the work mentioned so far, their fundamentally image-based or latent-based
representations make the output materials di cult to edit in existing 3D graphics
pipelines. People have also explored combining learning-based approaches with
symbolic representations of materials|[34, 43]. These works often involve creat-
ing di erentiable representations of the procedural material graph often used in
3D graphical design pipelines, and backpropagating gradients throughout the
graph to produce an image that can match the target |[16, 19, 38]. Other works
like In nigen [32] use rule-based procedural generation over a library of proce-
dural materials. However, no prior works in this direction have demonstrated
the ability to edit procedural material graphs using user intention speci ed by
language [34], a task that we are particularly interested in. Though the afore-
mentioned works excel at material design, they aren't generalizable to other 3D
graphics design task settings. BlenderAlchemy, on the other hand, aims to pro-
duce a system that can perform various design tasks according to user intents.
This usually requires combining di erent methods together in a non-trivial way.
LLM as general problem solvers. Large language models (LLMSs) like GPT-

4 [27,28], Llama [45], and Mistral [22] have in recent years demonstrated unprece-
dented results in a variety of problem settings, like robotics|[4,12,18,24,411,52,61],
program synthesis |[26, 35, 40], and graphic desigh [21,50,55]. Other works have
shown that by extending such models with an external process like Chain-of-
Thought [49], Tree-of-Thought [57] or memory/skill database [11,29, 30, 48],
or by embedding such systems within environments where it can perceive and
act [11,29, 36, 43], a range of new problems that require iterative re nement
can be solved. Their application to visual problem settings, however, has mostly
been limited due to the nonexistent visual perception capabilities of the LLMs
[11, 15, 48,50, 53, 55]. While this could be sidestepped by fully condensing the
visual state of the environment using text [29] or some symbolic representa-
tion [11,48], doing so for 3D graphic design works poorly. For instance, the task
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of editing a Blender material graph to create a desired material requires many
trial-and-error cycles and an accurate understanding of the consequences certain
design actions can have on the visual output. Recent works that apply LLMs
to graphical design settings [11, 15] and ones that more speci cally do so within
Blender (like BlenderGPT [1], 3D-GPT [42] and L3GO [53]) do not use visual
information to inform or re ne their system's outputs, leading to unsatisfactory
results. BlenderAlchemy borrows ideas from existing LLM literature and tries
to address this issue by inputting visual perception into the system.

Vision-Language Models. State-of-the-art vision language models, such as
LLaVA [23], GPT-4V [28], and Gemini [44] have demonstrated impressive un-
derstanding of the visual world and its connections to language and semantics,
enabling many computer vision tasks like scene understanding, visual question
answering, and object detection to be one API call away [13,14,56,58,59]. Works
such as [6,51] suggest that such models can also be used as a replacement for hu-
man evaluators for a lot of tasks, positioning them as tools for guiding planning
and search by acting as exible reward functions. BlenderAlchemy takes the rst
steps to apply VLMs to solve 3D graphic design tasks, a novel yet challenging
application rather unexplored by existing works.

3 Method

The goal of our system is to perform edits within the Blender 3D graphic design
environment through iteratively re ning programs that de ne a sequence of edits
in Blender. This requires us to (1) decompose the input initial Blender input
into a combination of programs and a base Blender state (Section 3.1) and (2)
develop a procedure to edit each program to produce the desired visual state
within Blender to match a user intention (Sections 3.2).

3.1 Representation of the Blender Visual State

The state of the initial Blender design environment can be decomposed into
an base Blender state Spase and a set of initial programsfpgl);pgz) ; :::;pgk)g
that acts on state Sp,se t0 produce the initial Blender environment through a
dynamics function F that transitions from one state to another based on a set
of programmatic actions:
n (i)o
Sinit =F po (=1 ok -Sbase

In our problem setting, F is the python code executor within the Blender

environment that executesf pg)gi -1 In sequence. We set each initial program

pg) to be a program that concerns a single part of the 3D graphical design
work ow for instance, pgl) is in charge of the material on one mesh within
the scene, andpgz) is in charge of the lighting setup of the entire scene. The

decomposition ofSj,; iNto Spase and p(l):::p('g can be done using techniques like the
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node transpiler from In nigen [32], which converts entities within the Blender
instance into lines of Python code that can recreate a node graph, like a material
shader graph. We develop a suite of tools to do this in our own problem setting.

Though it's possible for all edits to be encompassed in aingle program
instead of k programs, this is limiting in practice either because the VLM's
output length isn't large enough for the code necessary or because the VLM has a
low success rate, due to the program search space exploding in size. Although it is
possible that future VLMs will substantially mitigate this problem, splitting the
program into k task-speci ¢ programs may still be desirable, given the possibility
of querying k task-speci ¢ ne-tuned/expert VLMs in parallel.

3.2 lterative Re nement of Individual Visual Programs

Suppose that to complete a task like material editing for a single object, it
su ces to decompose the initial state into Spase @and a single script,pp  that
is, Sinit = F(fpog; Spase). Then our goal is to discover some edited version of
Po, called pi1, such that F(fp10; Spase) produces a visual state better aligned
with some user intention | . Our system assumes that the user intentionl is
provided in the form of language and/or image references, leveraging the visual
understanding of the latest VLM models to understand user intention.

Algorithm 1 Iterative Re nement of Visual Programs

1: procedure Tournament (State candidates fS;;S;;:::Skg, Visual state evaluator
V, User intention 1)

2 if k> 2then

3 W1 Tournament( fSi;S2;::Sk=209, V, 1),

4. W Tournament( fSy=2;Sk+ ;:::Skg, V, I)

5: else

6: wi  Siywe S

7 end if

8 return  V(wi;wz;l)

9: end procedure

10: procedure Refine (Depth d, Breadth b, Intention |, Edit Generator G, State
Evaluator V, Base state Spase, Initial program po, Dynamics Function F)

11: So F (Po; Sbase)s Sbest So, Poest Po

12: for i 1to ddo

13: Pi = N (ppest ) if i is odd elseP . Tweak or Leap edits
14: prip?iip? G(Poest ; Soest; 15 b; Pi) . Generate b options
15: St OF(pt;So);nnSP F(pP;So) . Observe the visual states
16: S, Tournament( fS';S?::SPg[f Spestq, V, 1) . Choose the best
17: Shest Si , Poest pi . Best visual state and programs so far
18: end for

19: return  Spest ; Poest

20: end procedure
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To discover a good edit topy, we introduce the procedure outlined in Algo-
rithm 1, an iterative re nement loop that repeatedly uses a visual state evaluator
V to select among the hypotheses from an edit generatd®. A single agent for
a certain task like procedural material design can be fully described by(G;V).

Inspired by works like [51], we propose a visual state evaluato¥ (Sy; Sy; 1),
which is tasked with returning whichever of the two visual states (S; or S3)
better matches the user intention |. This evaluator is applied recursively to
choose the most suitable visual state candidate amond visual state candidates
by making O(log(b)) queries, as done inTournament in Algorithm 1.

Though it seems straightforward to ask the same VLM to edit the code in a
single pass, this leads to many failure cases (see more in the Appendix ). Due to
the VLM's lack of baked-in understanding of the visual consequences of various
programs within Blender, a multi-hypothesis and multi-step approach is more ap-
propriate. Extending Tree-of-Thoughts [57] to the visual domain, G(p; S;I;b;P)
is a module tasked with generatingb di erent variations of program p, condi-
tioned on the current visual state S and user intention |, constrained such that
the output programs fall within some family of programs P, which can be used
to instill useful priors to the edit generator.

Below we describe some additional system design decisions that ensured bet-
ter alignment of the resultant edited program to the user intention, either by
improving the stability of the procedure or by supplementing the visual under-
standing of VLMs. The e ect of each is investigated in the Appendix through
ablations.

Hypothesis Reversion.  To improve the stability of the edit discovery process,

we add the visual state of the program being edited at every timestep $pest for

Prest) @S an additional candidate to the selection process, providing the option
for the process to revert to an earlier version if the search at a single iteration
was unsuccessful. Line 16 in Algorithm 1 shows this.

Tweak and Leap Edits.  An important characteristic of visual programs is that
continuous values hard-coded within the program can modify the output just as
much as structural changes. This is in contrast to non-visual program synthesis
tasks based on unit-tests of I/O specs, like [5, 9], where foundation models are
mostly tasked to produce the right structure of the program with minimal hard-
coded values. Given a a single visual programp 2 P, the space of visual outputs
achievable through only tweaking the numerical values to function parameters
and variable assignments can cover a wide range, depending on the elds avail-
able in the program. In Algorithm 1, we refer this space as the neighborhood
of p or tweak edits, N (p). Though this can result in a very small change to
the program, this can lead to a large visual di erence in the nal output, and

in a few edits can change the wrong program into one more aligned with the
user intention. On the other hand, more drastic changes (or leap edits) may
be needed to accomplish a task. Consider for example the task of changing a
perfectly smooth material to have a noised level of roughness scattered sparsely
across the material surface. This may require the programmatic addition of the
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relevant nodes (e.g. color ramps or noise texture nodes), and thus the edited
program falls outside ofN (p).

Empirically, we nd that the optimal edits are often a mix of tweak and leap
edits. As such, our procedure cycles between restricting the edits o to two
di erent sets: the neighborhood of ppest, and the whole program spaceP (Line
13 in Algorithm 1). In practice, such restrictions are softly enforced through in-
context prompting of VLMs, and though their inputs encourage them to abide
by these constraints, the model can still produce more drastic tweak edits or
conservative leap edits as needed.

Visual Imagination. In the case when the user intention is communicated
purely textually, their intention may be di cult for the VLM to turn into suc-
cessful edits. Prior works like [21, 50, 55] have made similar observations of ab-
stract language for 3D scenes. Consider, for example, the prompt make me a
material that resembles acelestial nebula. To do this, the VLM must know what

a celestial nebula looks likeand how it should change the parameters of the ma-
terial shader nodes of, say, a wooden material. We nd that in such cases, it's
hard for the VLM to directly go from abstract descriptions to low-level program
edits that a ect low-level properties of the Blender visual state.

Instead, we propose supplementing the text-to-program understanding of
VLM's with the text-to-image understanding in state-of-the-art image gener-
ation models. Intermediary visual artifacts (images generated using the user
intention) are created and used to guide the re nement process towards a more
plausible program edit to match the desired outcome, as shown in Figure 1. The
generated images act as image referencés addition to the textual intention
provided by the user This constitutes a simple visual chain of thought [49] for
visual program editing, which not only creates a reference image foG and V
to guide their low-level visual comparisons (e.g. color schemes, material rough-
ness...etc.), but also provides a user-interpretable intermediary step to con rm
the desired goals behind an otherwise vague user intention.

4 Experiments

We demonstrate BlenderAlchemy on editing procedural materials, geometry and
lighting setups within Blender, three of the most tedious parts of 3D design.

4.1 Procedural Material Editing

Procedural material editing has characteristics that make it di cult for the
same reason as a lot of other visual program settings: (1) small edit distances
of programs may result in very large visual di erences, contributing to potential
instabilities in the edit discovery process, (2) it naturally requires trial-and-error
when human users are editing them as the desired magnitude of edits depends
on the visual output and (3) language descriptions of edit intent typically do not
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contain low-level information for the editor to know immediately which part of
the program to change.

We demonstrate this on two dierent kinds of editing tasks: (1) turning
the same initial material (a synthetic wooden material) into other materials de-
scribed by a list of language descriptions and (2) editing many di erent initial
materials to resemble the same target material described by aimage input .
For the starting materials, we use the synthetic materials from In nigen [32].

Text-based material-editing An attractive application of our system is in the
modi cation of preexisting procedural materials using natural language descrip-
tions that communicate user intent, a desireable but thus far undemonstrated
capability of neurosymbolic methods [34]. We demonstrate our system's capabil-
ities by asking it to edit a wooden material from In nigen [32] into many other
materials according to diverse language descriptions of target materials that are,
importantly, not wood In reality, this is a very challenging task, since this may
require a wide range in the size of edits even if the language describing desired
target material may be very similar.

Figure 3 shows examples of edits of the same starter wood material using dif-
ferent language descriptions, and Figure 4 demonstrates the intermediary steps
of the problem solving process for a single instance of the problem. Our system
is composed of an edit generator that generates 8 hypotheses per iteration, for 4
iterations (d =4;b=8), cycling between tweak and leap edits. It uses GPT-4V
for edit generation and state evaluation, and DallE-3 for visual imagination.

We compare against BlenderGPT, the most recent open-sourced Blender
Al agent that use GPT-4 to execute actions within the Blender environment
through the Python API. 2 We provide the same target material text prompt
to BlenderGPT, as well as the starter code for the initial wood material for
reference. We compare the CLIP similarity of their output material to the input
text description against our system. BlenderGPT reasons only about how to edit
the program using the input text description, doing so in a single pass without
state evaluation or multi-hypothesis edit generation. To match the number of
edit generator queries we make, we run their method a maximum of 32 times,
using the rst successful example as its nal output. Everything else remains
the same, including the starter material program, text description, base Blender
state, and lighting setup.

We nd that qualitatively, BlenderGPT produces much shallower and more
simplistic edits of the input material, resulting in low-quality output materials
and poor alignment with the user intention. Examples can be seen in Figure 5.
For instance, observe that for the digital camou age example, BlenderAlchemy
is able to produce the sharper angles that the original description requests
(See Figure 3) whereas BlenderGPT produces the right colors but fails to create
the sharp, digital look. For metallic swirl example, our system's visual state
selection process would weed out insu ciently swirly examples such as the one

2 At the time of publishing, works like 3DGPT [42], L3GO [53] have not yet open-
sourced their code.
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Fig. 3: Text-based Material Editing Results. The step-by-step edits of a 4x8
version of BlenderAlchemy to the same wooden material, given the text description on
the left as the input user intention.

given by BlenderGPT, enabling our method to produce a material closer to the
prompt.

Table 1 demonstrates the comparison in terms of the average ViT-B/32 and
ViT-L/14 CLIP similarity scores [31] with respect to the language description.
Our system's ability to iteratively re ne the edits based on multiple guesses at
each step gives it the ability to make more substantive edits over the course of the
process. Moreover, visual grounding provided both by the visual state evaluator
as well as the output of the visual imagination stage guides the program search
procedure to better align with the description. For ablations, see the Appendix.

We additionally conducted a user preference study to compare Blender-
Alchemy's performance with two material generation baselines that use di usion:
TEXTure [33] and Paint3D [60]. We collect 592 Mechanical Turk comparisons
between BlenderAlchemy and the baselines from 24 Turkers on materials cre-
ated using 32 di erent text prompts. Users must choose the material that best
matches the text-prompt. The results show that BlenderAlchemy is preferred
to Paint3D 73% of the time. Users picked BlenderAlchemy over TEXTure 56%
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